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Chapter 1

Introduction

People think of these eureka moments
and my feeling is that they tend to be little things,
a little realisation and then a little realisation built on that.

Roger Penrose

Research interest in autonomous robotics has increased tremendously in the last decades.
The reason is not only that robots are such an exciting topic but also because our society has
many applications for intelligent mobile assisting devices, e. g. for the care of elderly people,
for emergency and rescue operations or as a plain household aid. It is widely recognized that
such complex robots need to be highly adaptive and self-learning machines in order to cope
with the ever-changing environment and complexity of the real world [94]. The present
thesis follows this line of thought by first considering the self-organized development of
sensorimotor coordination in autonomous robots. In the second part these highly adaptive
systems are shaped to achieve goal-oriented behaviors and finally to perform a given task
– from playful to purposeful behavior.

1.1 From Classical Artificial Intelligence to Embodied
Systems

Artificial intelligence (AI) is a research field that aims at understanding and synthesis
of intelligence. Back in the 1950s, intelligence was thought to be the result of a symbol-
crunching computer program located somewhere in our brain [101]. Since then the classical
approach has developed into a large field of research with many branches and has produced
impressive results in applied computer science and engineering. For example, the victory
of IBM’s chess-playing supercomputer (Deep Blue) over Garry Kasparov, the world chess
champion in 1997. In such formal or computational domains, like game playing and logical
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reasoning the traditional approach to intelligence seems to be adequate. However, it be-
came evident that natural forms of intelligence observed in animals or humans on a daily
basis cannot be explained with intelligence as a mere computational process, neglecting
the body-environment interactions [124]. One of the most influential trends in AI and
robotics started with Brooks in the 1980s when he promoted the so-called behavior-based
approach [24, 25]. The important aspect of this approach is a tight coupling between
sensation and action without the need for a complex internal representation. Influences
from cognitive science led to the concept of embodiment, which states that intelligence
requires a body [25, 28, 31, 122, 167]. From a more practical perspective this means that
the robot with its controller, body, and environment must be treated as a unity. This
went so far that the term morphological computation [115, 122], was coined, referring to
the seemingly computational processes that are performed by the physical components of
a robot. A prominent example is Tad McGeer’s passive dynamic biped walker [95] that
walks down a slope without any active control. Another example that illustrates nicely how
the environment can shape the behavior of a system controlled in a reactive manner is the
salamander. A salamander performs different motion patterns when walking on the ground
or swimming in the water with the same low-level sensorimotor mapping [69, 70]. The new
understanding of intelligence has led to a paradigm shift from knowledge-based systems
to embodied reactive systems [33, 67]. Physical and information-theoretical implications
of embodied adaptive behavior became important and the research focuses on systems
acting in the real, physical world. Dynamical systems theory was increasingly applied to
understand the lower level mechanisms underlying intelligent behavior [66]. Higher forms
of intelligence are now approached by starting from lower level ones. Consequently, action
and cognition are not supposed to be a result of something directly built into a robot but
rather the result of emergence and development [48, 85, 110].

1.2 State of the Art in Autonomous Robot Control

Before we review the most prominent approaches to autonomous robot control that aim
at the emergence of animal-like and intelligent behavior, let us first put them in coarse
relations. Evolutionary robotics, analogously to biological evolution, optimizes robots over
many “generations” to perform some task. However, the individual robots are mostly fixed
during their lifetime. Somewhat complementary is reinforcement learning, which is used
to obtain goal-oriented behavior in the lifetime of a robot. Developmental robotics is more
concerned with intrinsic motivation for learning and behavior in general and thus focuses on
the emergence of coordinated behavior without specific goals. In this matter information
theoretic quantities have recently been shown to play an important role. Finally, there is
the concept of homeokinesis that gives rise to the development of coordinated embodied
behavior within short time scales. Let us now go into detail.

Perhaps the most prominent approach to autonomous robot control is evolutionary robotics.
Stefano Nolfi gives the following accurate formulation in [104]:
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Evolutionary robotics is a new technique for the automatic creation of au-
tonomous robots. Inspired by the Darwinian principle of selective reproduction
of the fittest, it views robots as autonomous artificial organisms that develop
their own skills in close interaction with the environment and without human
intervention.

With genetic algorithms a fitness function, encoding some desired goal, is optimized in a
high-dimensional configuration space. Evolutionary robotics allows for the evolution of a
control program and/or the morphology of a robot to perform a desired behavior. This is
achieved by generating a set of possible solutions (individuals), which are then iteratively
recombined, mutated and selected until a satisfying solution is found. Evolutionary design
was successfully used in many robotic applications [78, 104, 105, 114, 146], but, up to now
it has not been possible to achieve an open-ended process, where more and more complex
structures/behaviors emerge. Suggestions on how to achieve such an artificial open-ended
evolution were given in [23, 102]. Raising computational power and further investigations
of the role of morphogenesis give hope for emergence of increasingly complex systems in
the following years. However, we are interested in the development of a robot during its
lifetime, which is not addressed by evolutionary robotics.

The online learning of goal-oriented autonomous behavior is most often achieved with re-
inforcement learning [161]. Reinforcement learning (RL) is concerned with how an agent is
to take actions in an environment to maximize a long-term reward. It is rooted in the con-
cept of classical conditioning [116], which says that a reward or punishment is associated
with an earlier presented conditional stimulus, such that later this stimulus is sufficient
to predict the reward or punishment. A generalization of this concept is the temporal
difference learning that is used to predict future rewards and to solve the reinforcement
learning task [176]. Interestingly, it was found that the firing rates of dopamine neurons1 of
mammals show a convincing correspondence to the reward prediction error of the tempo-
ral difference learning theory [144]. RL algorithms attempt to find a policy that maps the
perceived states of the world to the actions that maximize the long-term reward. A major
milestone was achieved by Richard S. Sutton when he introduced the temporal difference
learning algorithm called TD(λ) [158], which was even proven to converge to an optimal
solution [35]. Since then many different approaches to the RL problem have been proposed,
e. g. Q-learning [169], adaptive actor-critics algorithms [79], policy gradient methods [12]
and ISO-learning [77, 128]. Q-learning, for instance, is proven to generate an optimal
policy (action selection) in fully observable Markovian systems. These approaches have
yielded some remarkable empirical successes in learning to play games, including check-
ers [139], backgammon [163], and chess [13], but also to control robots, for instance to
play soccer [27, 156], perform navigation tasks [54], control a fast biped walking [87], and
to control humanoid robots [120]. It is important to note that RL works best on discrete

1The dopamine neurons regulate the release of the neurotransmitter dopamine that regulates the
strength of synaptic connections for neurons that use dopamine as neurotransmitters, e. g. the dopaminergic
neurons chiefly found in the midbrain.
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state and action spaces. In real-world applications, however, we find high-dimensional
continuous spaces that make it necessary to use heuristics and sophisticated methods to
overcome the curse of dimensionality. RL can also be applied to continuous state and
action spaces using function approximators as proposed by Kenji Doya [52]. Nevertheless,
it is still based on trial-and-error, which can be an exhaustive process. Without a few clues
along the way, a learner can get lost exploring a huge space of poor solutions dominated by
negative reinforcement [81]. Additionally, RL commonly considers behaviors as sequences
of actions rather than as complete sensorimotor couplings.

A tight sensorimotor coupling is important for exploiting the feedback of the physical
interaction, i. e. to make use of the embodiment. In this context the framework of dynamical
systems, known from mathematics and physics, started to get increasing attention in the
last two decades [15, 73, 112]. It is a powerful method to analyze [66] and construct [39, 73]
robot controllers, as it allows one to formulate the evolution of a certain state of the system,
e. g. the sensor values, in a quantitative manner and enables analytical and qualitative
predictions. Dynamical system theory also led to the application of chaos control and
coupled chaotic oscillators to robotics [80, 125, 153].

Already Alan Turing expressed the importance of developmental aspects of human intelli-
gence: “Instead of trying to produce a program to simulate the adult mind, why not rather
try to produce one which simulates the child’s.” [165]. This is now addressed in the fields of
developmental robotics and active learning, which are concerned with open-ended learning
and the source of motivation. Research in developmental psychology states that humans
perform intrinsically motivated activities to experience a particular feeling of competence
and self-determination [37]. Intrinsically motivated activities are also prominent at the
level of motor control. When considering mammals, for example, we observe the devel-
opment of complex sensorimotor coordination starting from the early phase of postnatal
epigenesis, which cannot be fully described by the genetic code [56]. Especially interesting
is the emergence of playful behavior, observed in many young mammals. For example, a
kitten first learns to walk from more or less random movements and then starts to play
with everything it can find. The reason why nature produces playful behavior is because
it enhances motor skills and the self-model of the animal that become vital in its later life.
Long ago it was realized that intrinsically motivated exploratory activities have a funda-
mentally different dynamics than goal oriented behaviors: they are not homeostatic, the
general tendency to explore is never saturated, and it is not a response to a perturbation
or deficit of any non-nervous-system tissue [171]. There have been a couple of efforts to
obtain an intrinsically motivated system. Jürgen Schmidhuber proposed in 1991 a method
to introduce curiosity in a control system. He proposed to use the learning progress (com-
pression progress in his terms) of an internal model as a reward for a reinforcement learning
system [143]. The learning progress is indeed compatible with our intuitive understanding
of curiosity and boredom – easily predictable things get boring quickly but also inherently
unpredictable things, like the noisy display of a TV-set out of reception do not receive our
attention for more than a moment. Most other approaches to developmental robotics also
use the combination of RL and some intrinsic reward [65, 88]. Pierre-Yves Oudeyer and
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Frédéric Kaplan, instead, estimate the predictability of a situation with a meta-predictor.
They have been able to show playing behavior in a Sony Aibo robot [172], however with
very limited amount of discrete actions [110, 111]. Formulating the learning progress in
a probabilistic manner J. Michael Herrmann was able to obtain behavior for the sake of
information gain, resulting in a vivid interaction among agents [61] similar to the evolved
turn-taking robots by Hiroyuki Iizuka and Takashi Ikegami [68].

In general, information theory, as one of the most universal concepts in natural sciences,
has gained increasing attention in the field of robotics. Starting from the definition of
information entropy by Claude E. Shannon [145] it now offers a formal language to analyze
and compare seemingly different systems quantitatively. The application to robotic sys-
tems is rooted in the observation that many biological information processing systems are
optimal with respect to some quantity [10, 21]. Recent developments have shown that these
optimization criteria can be expressed in an information theoretical way, using quantities
like mutual information between certain channels or predictive information in the stream
of stimuli [22, 133]. Max Lungarella and Olaf Sporns demonstrated that maximizing the
information structure in the sensory stream can result in coordinated behavior [150]. In
another study they analyzed how the interaction with the environment and the morphology
of a situated robot shapes the information structure in the sensorimotor loop [86]. A more
general discussions about embodiment and information theoretic perspectives can be found
in [123, 127]. However, it is not clear how to directly obtain an on-line control strategy
from information theoretic quantities. On the one hand a long sampling is required and on
the other hand it is difficult to obtain the dependence of the quantities on the control pa-
rameters. Thus, the proposed methods so far use evolutionary algorithms to optimize the
quantities and obtain therefore only static controllers. The information theoretic approach
is not to be confused with the field of probabilistic robotics, pioneered by Sebastian Thrun
and Wolfram Burgard, which achieved remarkable results in the context of localization,
mapping and navigation of autonomous robots [164].

Since we are interested in the emergence of behavior in robotic systems the phenomena of
self-organization is of special interest for this work. Self-organizing processes bring about
the emergence of structure or function in many complex systems ranging from the fields of
physics, chemistry, computer science, economics and biological systems [58, 174]. As the
word self-organization suggests, it is about the evolution of a system in an organized form
that comes about from internal drives, thus from itself. A broader definition is given by
Hermann Haken: “A system is self-organizing if it acquires a spatial, temporal or functional
structure without specific interference from the outside.” [59]. It is not surprising that
artificial intelligence and robotics aim at systems that exhibit self-organizing processes in
one way or another. For example, swarm robotics [14, 17] uses mechanisms inspired by the
pattern formation of flocking birds [107, 132]. Self-organization is also found in learning
systems, for instance the structure of self-organizing maps [76] is not externally specified
but rather emerges in the course of learning.
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A general principle that tries to explain the functionality of complex self-organizing bi-
ological systems was introduced already in 1932 by Walter B. Cannon [26] and later by
W. Ross Ashby [5]. It is called homeostasis and asserts that a biological system acts to
maintain physiological variables at certain levels. As we know, many aspects of animal and
human body-functions can be indeed explained by the homeostasis of e. g. the blood pres-
sure, the body temperature, sugar levels and so forth. However, it cannot alone account
for the generation of coordinated behavior [171]. Inspired by homeostasis and the power
of self-organizing processes Ralf Der proposed a novel concept called homeokinesis [39, 44]
at the end of the last century. This principle aims at the self-organized generation of body
and environment related sensorimotor coordination without a specific goal – ergo intrinsi-
cally motivated playful behavior. The name homeokinesis reflects that a kinetic quantity
or dynamic regime is to be kept in a certain range. In fact, this range is chosen to be at the
edge-of-chaos. The main edge-of-chaos hypothesis asserts that biological systems, perform-
ing complex computation for survival, operate near a phase transition between ordered and
chaotic behavior [97]. This shows a close similarity to the concept of self-organized criti-
cality [9] known from physics. In the application to robots this can be intuitively phrased
as “active but predictive behavior” and leads to the spontaneous self-organization of many
behavioral patterns [42, 48]. Since we are convinced that playful and self-exploratory be-
havior is one of the important prerequisites for the development of complex goal-oriented
behaviors in a self-learning autonomous robot, we use the homeokinetic approach as the
basis for our research.

1.3 Research Questions and Thesis Overview

The following three major questions are investigated in this thesis:

• How can the homeokinetic controller be extended to operate on more complex systems,
• how can the self-organized robot control be guided to specific behaviors, and
• how can autonomous robots develop a pool of motoric skills in a self-driven way?

We are aiming at control algorithms that can be ultimately used in real world applications,
which implies continuous sensor and motor value streams and realistic environments. Since
the real world is much more complex than any analytically tractable model it is necessary
to check the hypotheses and algorithms on real robots or in realistic simulations. The
construction of a real robot is without a doubt the most rigorous and also entertaining
way of validation, but it is also very time consuming and costly. That is why we created
only one of those. For virtual world experiments the author developed an efficient and
physically realistic simulation tool [91], which allows for versatile experiments and is now
used by many researchers. The robot simulator and robotic platforms are presented in
Chapter 2.

In order to tackle the main questions it is important to first understand the dynamics,
the type of behaviors generated, and the limitations of the homeokinetic control. For that
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Chapter 3 introduces the concept of homeokinesis and highlights its essential properties
in the one-dimensional case. The multidimensional system is considered in Chapter 4,
where we present a uniform mathematical description of the system in different domains.
In the application to various robotic platforms we find highly embodied (body and envi-
ronment related) and coordinated behaviors [43, 46, 63]. The analysis also led us to the
re-examination of basic constitutes of the system. Even though the initial homeokinetic
controller achieves a vivid interaction for many robotic systems, we find plenty of room
and necessity for improvement also on the basic level. For example, the introduction of
suitable regularization measures yields a more robust control algorithm and the extension
of the adaptive internal world model will turn out to be essential for the control of more
complex robotic systems.

To achieve specific desired behaviors, we studied how to influence and shape the self-
organization process. In general terms, this approach is called guided self-organization [130,
136]. As the name suggests, the core idea is to combine goal-oriented design with self-
organized development to obtain a system which unites benefits of both. This is especially
important in high-dimensional systems where the self-organized search for useful behaviors
can take a very long time and it is not guaranteed that all possible behaviors are visited
in finite time. The novel idea of guided self-organization can be applied to many problems
in modern physics, e. g. in nano material science [30], and it is especially suitable for
developmental robotics. So far, there was only one international workshop in 2008 on this
topic [130], which postulated first conceptual ideas. Already before that we presented the
first guided self-organized robot in 2007 [90]. To our knowledge, the first application to
swarm robotics was also recently presented in [136].

The main challenge is how to balance guidance and self-organization such that the system
achieves the imposed goals without losing its flexibility and ability to re-organize itself. To
deal with this we propose two novel and general methods to shape the emergence of behav-
iors in Chapter 5. The first one deals with the integration of additional energy functions
into the original formulation of the homeokinetic controller using an appropriate metric
for the gradient descent. Furthermore we propose a mechanism to specify symmetries of
the physical system or of the desired behavior as soft-constraints. This produces efficient
self-exploration in high dimensional systems and allows one to achieve specific behaviors.
The second method uses an online reward signal to modulate the speed of search in the
behavior space, which has proven to be very effective in some applications [90].

One of the major achievements of the homeokinetic controller is its ability to find coher-
ent behaviors even for very complex and high-dimensional systems. Unfortunately, in its
present formulation all obtained behaviors are forgotten as soon as new behaviors are ex-
hibited, such that it cannot be used in many applications. A first step into the integration
of a long term memory was proposed by Frank Hesse [62], where behavioral changes are
stored in order to anticipate unpredictable situations. We present in Chapter 6 a generic
solution to the long standing problem of fading memory. We developed an additional
system that extracts and stores the most successful behaviors from the lively interacting
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robot [89]. This novel combination empowers a robot to acquire a repertoire of behaviors
without human intervention. The acquired behavioral primitives are then used to gen-
erate higher order behaviors and to solve practical tasks, which we demonstrate in two
applications.

In the last chapter we conclude our results and discuss perspectives for further research.

The research in the present thesis is reported in the “we” form, independently of whether
the results have been obtained in collaboration or solely by the author. The following
section presents the most important results obtained by the author at a glance.

1.4 List of Most Important Results

• Complex virtual robots and environments can be set up in a short amount of time
and can be efficiently simulated with the developed robot simulator LpzRobots [91]
(Section 2.1).

• Efficient usage of many sensors through the definition of sensorimotor dynamics in
motor space (Section 4.1.2).

• Emergence of body- and environment-related behaviors from scratch is found in a
new set of robotic systems and the systematic exploration of the behavior space was
demonstrated (Sections 4.3 and 4.4) [43, 46].

• Proof that the homeokinetic controller prevents a deprivation of the adaptive world
model by exploring all action subspaces. (Section 4.5) [45].

• Foundation for the incorporation of goals into the original homeokinetic learning dy-
namics by appropriate integration of additional error functions (Section 4.7.1).

• Enhanced world model that resolves the ambiguity between self-induced and environ-
mentally-induced sensations. Thus, the controller can cope with action-independent
dynamics in the environment (Sections 4.8 and 4.8.5).

• Guided self-organization via direct teaching and cross-motor teaching leads to the
development of specific behaviors. Cross-motor teaching empowers fast coordinated
behavior in high-dimensional systems with little given information while maintaining
adaptability (Sections 5.1.1 and 5.2).

• Shaping of the self-organizing behavior via online reward signals brings about a pref-
erence for desired behavior (Section 5.3) [90].

• Acquisition of behavioral primitives with competing experts. Each expert reproduces a
certain behavior that was before generated by the homeokinetic controller. This is the
first time a generic long-term memory was integrated into the system (Sections 6.1.4
and 6.1.5) [89].

• Task solving through the combination of behavioral primitives with reinforcement
learning, demonstrated with an obstacle avoidance task (Section 6.2.3).



Chapter 2

Robot Simulation Environment and
Robotic Devices

After three days without programming,
life becomes meaningless.

Master Programmer in “Tao of Programming”
by Geoffrey James

This chapter introduces the workbench used for the robotic experiments in this work. First
the developed robot simulator is introduced. We highlight its most important features and
present a novel collision model. Subsequently, the collection of virtual and real robotic
platforms that are used in the present thesis are shortly described. These sections may be
used as a reference for the forthcoming chapters. The hasty reader might skip this chapter
and return to the description of the robots as required.

2.1 Robot Simulator LpzRobots

Realistic computer simulations are very important not only for experimental scientists but
also for theoretical studies. They allow one to quickly check hypotheses and algorithms
and verify generalizations and approximations that have been done in the course of ana-
lytical derivations. This is especially fitting for robotics, where the hardware is normally
error-prone and requires rather intense maintenance. However, many argue that robot
experiments must be performed with real robots only. This harsh opinion is rooted in the
fact that software controllers tested in simulations often have not been able to reproduce
the same results in reality. Nevertheless, computer simulations are a valid test-bed and
provide at least a good starting point for the development of controllers [55]. The gap
between reality and simulation is also shrinking because we can nowadays perform physi-
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cally realistic computer simulations. Moreover, control algorithms for autonomous robots
should be adaptive enough to cope with the reality gap.

Despite the fact that there are many robotic simulators available, none of them were suited
to our needs. In the initial phase we verified several simulators, such as Player/Gazebo [109]
and Webots [32]. For example, the Gazebo simulator does not support custom materials
and Webots is an expensive proprietary simulator that cannot be customized easily. This
led us to the development of a new simulator called LpzRobots. The design and the
major part of the implementation was conducted by the author. Further credits go to
Frank Güttler, Frank Hesse, Ralf Der and Marcel Kretschmann.

This chapter is particularly aimed at those who plan to use the simulator, those interested
in physical robot simulations in general and those who want to have a look at the back-stage
of our virtual world of self-organizing creatures. In the next section we focus on the overall
structure of the simulator. Afterwards we will describe the user interaction (Section 2.1.2)
and show how to create virtual worlds (Section 2.1.3). In Section 2.1.4 we present an
new method to handle material properties in the simulation. It follows a description of
the matrix library (Section 2.1.5) and a list of highlighted features (Section 2.1.6). A
comprehensive documentation with technical details and the source code is available on
the project website [91].

2.1.1 Structure

Let us now consider the major design choices and the overall structure of the simulator. The
heart of the LpzRobots simulator is the main loop that performs a time discrete physical
simulation and determines the information flow. All important parts of the environment
and the robots can be specified in terms of rigid bodies with geometric shapes and physical
properties. The latter include the inertia tensor as well as surface properties. To be able
to observe the simulations a graphical representation is optionally rendered.

The main reason to develop and use a robot simulator is to test control algorithms. Ideally,
the control algorithms are quickly usable in other simulation environments and to control
real robots. Therefore the interface between controller and simulator must be generic and
the controllers should reside in a separate module instead of being tied into the simulator.
For the development of our algorithms it is important to be able to observe the evolution
of internal parameters online and to change some control parameters like learning rates
during the runtime1. For that reason, a framework for controllers called SelfOrg was
developed independently from the simulator. It allows for quick controller development
and a flexible connection of robotic systems and controllers, which will be subject of the
next section. Since the software is written in C++ we used the concepts of object-oriented
programming. The knowledge of C++ is not obligatory to understand the main points

1The modification of parameters is only necessary during the test phase. In the later robot experiments
the parameters are not changed manually, except states otherwise.
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Figure 2.1: Core architecture of an agent with a wired controller and a robot.
The arrows denote the information flow during one simulation step.

here. Nevertheless, some terms shall be briefly mentioned such as class that refers to an
object type, interfaces which is an abstract class to specify only the signature, and subclass
or inheritance for the mechanism to define a more specific class based on an existing one.

The SelfOrg Framework

The SelfOrg framework is designed for connecting a controller to any system, be it a real
robot, a simple academic program, or our full-fledged robot simulator. The most important
part is the wired controller, consisting of a controller and a wiring paired with some
utilities to log, plot and configure the system. The wiring allows for the preprocessing of
sensor and motor values, making the connection to different systems very easy. The wired
controller might be directly integrated into another program, e. g. into a real robot control
program. Alternatively it might be used within an agent together with the representation
of a robot. Figure 2.1 depicts the information flow within an agent and its structure.
Since all parts are specified using clear interfaces, a high reusability and interchangeability
is achieved.

Simulation Class and the Main Loop

Let us now come the actual simulator. The central element is the simulation class with
contains the main loop. In order to write a simulation, the user defines a subclass of
this class and overloads typically only one function, the start routine to specify the en-
vironment, the obstacles, the agents, and specific parameters. Given that, the simulator
enters the main loop and performs iteratively physical simulation steps using the “Open
Dynamics Engine” (ODE) [149]. A control step (Fig. 2.1) is performed every n-th iteration
(specified by the parameter controlinterval). This allows for a selection of the update
rate independently of the step size of the physical simulator. The update of the graphical
display, which is done using the graphics library “Open Scene Graph” [108], is executed



12 2. Robot Simulation Environment and Robotic Devices

(a) (b)
Welcome to the virtual ODE - robot simulator of the Robot Group Leipzig
------------------------------------------------------------------------
Press Ctrl-C on the console for a commandline interface.
Press h on the graphics window for help).

[Simulation Environment]
cameraspeed= 100.000000

...
simstepsize= 0.010000 *
gravity= -9.810000 *
realtimefactor= 1.000000 *
drawinterval= 20.000000 *
randomseed= 1219862012.000000 *

######
Type: ? for help or press TAB
>
? help list load ls quit set show store view
> ls
Agents ---------------(for store and load)
ID: Name

0: SchlangeLong
1: Nimm4_0

...
6: Sphere1

Objects --------------(for set and show)
ID: Name

0: Simulation Environment
1: InvertMotorNStep
2: SchlangeLong

...

Figure 2.2: User interface of the LpzRobots simulator. (a) Graphical simulation
window; (b) Terminal with console interface.

every k-th iteration, where k is calculated to achieve a proper frame rate of e. g. 25 fps. In
order to obtain a smooth and continuous simulation the internal time of the simulation is
synchronized with the real time. Of course, different factors are supported to speed up or
slow down. The simulation class also has a variety of additional functions which can be
overloaded to have sufficient control over the simulation process, define custom keystrokes,
and trigger specific events.

2.1.2 User Interaction

The user interaction with the simulator is threefold. Operations concerning the display,
e. g. camera position, display style or video recording are accessible through the graphical
window. The camera can be manipulated with the mouse in combination with the mouse
buttons in different modes, which are shortly introduced in Section 2.1.6. A transparent
head-up display shows the simulation time and the simulation speed with respect to real
time. All available keystrokes can be displayed on demand at a help screen. The second
way of interacting with the simulator is via a console on the terminal window. It allows
one to set parameters and to store and load controllers. The console features a history,
auto-completion and many more characteristics of a UNIX shell. The interface was inten-
tionally uncoupled from the graphics in order to be usable in real robot experiments or
non-graphical applications. Both interfaces are depicted in Figure 2.2. Finally, the user can
display internal parameters online, such as sensor values, network synapses and so forth
with different custom tools like our neuronviz and guilogger as displayed in Figure 2.3.
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Figure 2.3: GuiLogger window with two controlled Gnuplot windows. In the
main window (right) sets of channels are selected. Their temporal evolution is shown in
the subwindows (left), here sensor values and motor values, and synaptic weight of the
controller.
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2.1.3 Creating the Virtual World

This section will give a brief overview of how to create virtual worlds in LpzRobots and
discuss the major design choices. The usual problem in software engineering is to find the
right level of abstraction. Unfortunately, object-oriented programmers often tends to stack
one abstraction layer on top of another and opt for beauty and compactness at the price
of flexibility.

While designing the simulator we had to combine physical, geometrical and graphical
representations of the objects in the virtual world into one structure. This structure is
called primitive and can have all of these properties. However, there are cases where no
physical body or geometric representations are required or wanted. For example, static
objects in the world, like walls or the floor, do not need a mass and impulse because they
are considered to be unmovable. Likewise a massive weight inside of a robot, e. g. for
balancing, does not need a geometric shape for collision detection. For that reason, we
kept the abstraction layer thin and allowed for many customizations.

To build objects in the simulator one constructs primitives like spheres, boxes, capsules,
cylinders and combines shapes. They can be pairwise connected by joints, which in turn
can have motors attached to them. Eventually, the building blocks of the simulation must
be positioned correctly. There are two ways to do that, either with a quaternion and a
translation vector or with a 4 × 4 matrix containing both at once. We chose the latter,
because it is much simpler in concatenation and application of transformations. A special
case of homogeneous coordinates is used, which uses four dimensional vectors containing
(x, y, z, w) where x, y, z code the space coordinates and w is 0 for a orientation vector and
1 for a position in space. The transformation matrices contain a 3× 3 rotation matrix and
a translation vector, which is only applied to position vectors.

(
x y z w

)
r11 r12 r13 0
r21 r22 r23 0
r31 r32 r33 0
tx ty tz 1

 =


r11x+ r21y + r31z + txw
r12x+ r22y + r32z + tyw
r13x+ r23y + r33z + tzw

w


>

(2.1)

This allows one to concatenate transformations via simple matrix multiplication. For
complex objects like a multi-segment arm one can recursively add one segment after another
by only multiplying relative transformations with the transformation matrix of the previous
segment. In pseudo code we may write:
m←globalPose
createSegmentAt(m)
for all l ∈ localTransformations do
m← l ∗m
createSegmentAt(m)

end for
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2.1.4 Collision Detection and Surface Properties

One of the most important parts in the rigid body simulation is the detection and treatment
of collisions. The Open Dynamics Engine (ODE) [149], which we use for the rigid body
physics simulation, offers routines to check for collisions and proposes a number of so-called
contact points. The simulator can create contact joints at such points to mimic surface
interactions such as friction, bouncing and slip. In the following we will have a closer look
at the developed strategy for efficient collisions detection and the realization of material
and surface properties.

Efficient Collision Detection

To make collision detection practically computable also in larger systems ODE uses so
called collision spaces, that group a number of preferably close geometric bodies together.
Thus, robots, for example, usually have their own collision space. Collision detection is
first performed on the level of collision spaces using their bounding boxes, i. e. checking for
the intersection of the smallest cubes containing all bodies of a collision space. Only in
the case of an intersection of the bounding boxes the geometric bodies of the two collision
spaces must be pairwise tested. Additional collision tests within each space have to be
performed as well.

Since not all collision spaces are supposed to treat internal collisions, there is a list of
spaces to be checked. Further and more importantly not all geometric bodies are supposed
to collide with each other. For instance, bodies connected with joints should typically not
collide since they intersect by construction. To exclude pairs of bodies we introduced a
hash set which is checked for each potential collision. The efficiency is ensured, because
the hash set has a complexity in O(1) for element search as long as only few hash-collisions
occur. This is achieved by using the hash code 2b1 + b2 where bi are the memory pointers
of the colliding body objects.

Material and Surface Properties

In order to model complex scenarios the collision treatment of the ODE needs to be aug-
mented. Normally collisions are treated in a global callback function where the two colliding
geometric bodies are given. In order to distinguish between different physical interactions,
each geometric body carries a substance2 description. The interaction parameters are
then obtained through the combination of the two substances. We consider four different
parameters kp, kd, µ, and slip to describe the interaction. Here kp and kd denote the spring
constant and damping constant respectively, µ is the Coulomb friction constant, and slip

2The name substance was chosen due to the fact that the possibly better fitting term, material, is
already used by the graphics renderer to describe visual surface properties.
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Body 1 Body 2

h1 h2

Virtual Contact Point

Penetration Area

Figure 2.4: Material-interaction model with two spring-damper elements.

is the force dependent slip (FDS) parameter. FDS is used to model non-coulomb friction
that occurs for example when the wheel of a car starts to slide sideways. More formally, the
two contacting surfaces slide past each other with a velocity proportional to the force that
is being applied tangentially to the surface. This differs from normal (Coulomb) frictional
effects since it does not cause a constant acceleration, but rather leads to a steady velocity.

Our design for the substance parameters are roughness (r), slip (s), hardness (h), and
elasticity (e). The Coulomb friction parameter µ is obtained by a multiplication of the
roughness from both substances. This results in a high friction for two rough materials
but in low friction, if one of the materials is very smooth (e. g. ice). The slip parameter is
the sum of both slip parameters. The spring and damping constants are calculated using
the schema of two spring-damper elements serially connected as illustrated in Fig. 2.4.

The spring constant of each collision side is given by the hardness h1 and h2. The spring
constant kp of the combined system is given by

1

kp
=

1

h1

+
1

h2

. (2.2)

The damping constant kd is derived from the elasticity e of the combined spring-damper
system, but is more difficult to compute. Considering the damping in the form of energy
loss we can write the energy or work done by each spring as: Wi = F · xi = F 2

hi
using

F = hixi. The energy loss through damping is WD
i = Wi(1 − ei). The final damping is

now:

kd = (1− e) =
WD

1 +WD
2

W1 +W2

=
F 2(1− e1)/h1 + F 2(1− e2)/h2

F 2/h1 + F 2/h2
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Table 2.1: Substance parameters and resulting interaction parameters.
Parameter Range Interaction Parameter
roughness (r) [0,∞) µ = r1 · r2

slip (s) [0,∞) slip = s1 + s2

hardness (h) (0,∞) kp = h1 ·h2

h1+h2
(2.2)

elasticity (e) [0, 1] kd = h2(1−e1)+h1(1−e2)
h1+h2

(2.3)

=
h2(1− e1) + h1(1− e2)

h1 + h2

(2.3)

Table 2.1 summarizes the parameters and their dependencies. Now the parameters kp and
kd need to be converted to the parameters used by the ODE, which is described in the
manual [149] and is given by ERP = ∆tkp

∆tkp+kd
, and CFM = 1

∆tkp+kd
.

Special Cases

The above described approach is perfectly suitable for typical rigid body interactions,
however, some special cases cannot be modeled. For instance, infrared distance sensors can
be implemented with ray-objects. Their sensor value is obtained from collision routines.
This is supported by an optional callback function of substance class which can overwrite
the default collision treatment. Another example of a special case is when a material has
different properties in different directions, like the skin of a snake. A similar situation
occurs when a conveyer belt is to be modeled. The uniform motion of the surface can be
implemented by custom collisions, instead of modeling the complicated belt structure.

2.1.5 Matrix Library

The author developed a small matrix library that is particularly suitable for the develop-
ment of our controllers but is nevertheless of general nature. It is part of the homeokinetic
controller package but can also be used and downloaded independently. Most available
matrix libraries focus on the optimization for large and often sparse matrices but lack a
concise syntax. Ideally one wants to write mathematical formulas in a one-to-one fashion
in the program code. This requires a compact syntax and convenient operators. Another
design criteria was the simplicity required when operating on simple embedded systems
like the Atmega chips [6] used for our real robot experiments.

The main features of the matrix library are automatic memory management, operator
overloading, and save operations. Vectors are treated as matrices with only one column
or one row. For each operation there is a copy version and an in situ version. The latter
can be used for optimization purposes, but require careful thinking. The copy operations
work like their mathematical counterparts. Their operands are not changed and the result
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Table 2.2: Matrix operations of the matrix library (excerpt).
function name operator meaning description
C(A) C = A C = A copy operation
C.add(A,B) C = A + B C = A+B addition
C.sub(A,B) C = A - B C = A−B subtraction
C.mult(A,B) C = A * B C = A ·B multiplication
C.mult(A,f) C = A * f Cij = Aij · f scalar multiplication f ∈ R
C.exp(A,i) C = A^i C = Ai exponent i ∈ (−1, 0, 1, 2, T )
C = A.multrowwise(b) C = A & b C = A ◦ b row-wise multiplication
C = A.map(g) Cij = g(Aij) function application
C = A.mapP(arg,g) Cij = g(arg, Aij) func. appl. with argument

C = A.above(B) C =

(
A
B

)
vertical concatenation

is a new matrix. All operations perform range checks and insure dimension compatibility
which can be globally switched off for performance reasons. Beside the usual arithmetic
operations for matrices like +,−, ∗ we introduce multiplication with a scalar, the exponent
operator and many more useful operations as listed in Tab. 2.2. Special attention should be
given to the exponent operator which, depending on the argument, is either the inversion
(-1), the identity matrix (0), the matrix itself (1), the square (2), or the transposed (T ).
The latter is implemented by defining a symbol T = 255, which is therefore just a number
and can be treated accordingly. Another interesting operation is the function application
operator called map following the style of functional programming. It applies a function to
all elements of a matrix componentwise. For the exponent and the row-wise multiplication
we reuse the operators ^ and & that are originally used for bit-wise operations. Somewhat
counterintuitive is their operator precedence (order of evaluation) which is lower than for
the other arithmetic operations. Since the precedence cannot be changed in C++ more
parentheses must be used.

The following illustrative code example shows the generation of a random matrix

Matrix W(20,5); // creates a (20 times 5) matrix initialized with 0
W = W.map(random_minusone_to_one)*0.01 // assign random value

where double random_minusone_to_one(double) returns a random number between −1
and 1. The program code for the equation y = tanh(Cx+ h) is for instance

Matrix y = (C * x + h).map(tanh);

which looks very similar to the original mathematical formulation and is therefore quickly
written and more easily understood.

The performance of the code is still high even though new matrices are created for inter-
mediate results. We use high performance memory operation like memcpy and memzero to
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speed up initialization and copy procedures. Additionally, all range checks can be excluded
at compile time after the code was successfully tested.

2.1.6 Highlights

Apart from the above mentioned features the simulator has much more interesting prop-
erties, some of which will be listed in this section.

Simulation
speed:

The speed of the simulation can be controlled by a single factor, deter-
mining the ratio between simulation time and real time. The simulation is
synchronized with the clock so that a homogeneous time flow is achieved
independent of the currently available CPU resources, provided that they
are sufficient. This synchronization can also be turned off in order to run
at maximal speed. Depending on the complexity of the simulation the
speedup is up to 300 times and is usually above five on a typical desktop
machine (about 2.8GHz Pentium IV).

Camera
Control:

The user can operate the camera in different modes and control its move-
ments with the mouse. The modes include a static camera that can be
swayed and tilted up and down and moved in all directions. Another
mode is the following mode that automatically moves the position of the
camera relative to a selected robot. The TV mode points the view of
the camera towards a selected robot. All camera movements are addi-
tionally smoothed to avoid unnatural jumps. These modes were mostly
implemented by Frank Güttler and details can be found in his master
thesis [57].

Video
Recording:

To capture the simulation in a movie, the user can at any time start and
stop the recording of a video. This might slow down the simulation speed,
however the video is kept at the right rate.

Multi
Threading:

Since computers nowadays have several processing cores it is important
to parallelize the execution of code. The simulator can optionally run
the graphics, physics, and controllers in separate threads. To be able to
reproduce results, the handling of random numbers was modified to cope
with the parallel processing.

Playgrounds: In order to create an appropriate environment for robots, there are several
obstacles and rectangular and round arenas available. Additionally, a
customized wall configuration can be created with the common 2D-CAD
program xfig [148] and imported into the simulator, see Figure 2.5.

Terrains: For more challenging environments, a terrain using a height-map bitmap
can be created, see Figure 2.2.

Many Exam-
ples:

In the current version the simulator bundle contains about 15 sample
simulations and 25 robots.
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Figure 2.5: Different Environments with obstacles.

2.1.7 Summary

This chapter provided a brief overview of the developed robot simulator, featuring much
more than could be highlighted here. Complex virtual robots and environments can be
set up in a short amount of time and efficient simulations are possible. We developed a
material interaction model that allows the user to specify intuitive material properties and
therewith more realistic simulations. The simulator has grown into a large software project
with more than 25 000 physical lines of code, not counting the controllers and simulations.
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2.2 The Zoo of Robotic Creatures

In this section we describe the robots used in multiple places throughout this work. The
collection of robots is useful to study different aspects of the homeokinetic principle. Sim-
ple robots are required to have a straightforward testbed for new algorithms and more
complicated robots allow for the demonstration of various properties and limitations of
the homeokinetic control. The following sections serve as a reference and can also be read
when required.

Let us define the most important variables describing the sensors and motors of a robot.
Both sensor and motor values are real numbers. For a robot with n sensors and m motors
we denote the sensor values by the vector x ∈ Rn and the motor values by y ∈ Rm.
The latter are defined to be in the interval [−1, 1]. The sensor values are not particularly
constrained but often lie in the same range. The next section starts with a simple driving
robot and then we proceed to more complicated robotic systems.

2.2.1 TwoWheeled Robot

The TwoWheeled robot is a simulated driving robot with a capsule shaped body and –
as the name suggests – two wheels, see Fig. 2.6. The wheels are driven by motors, which

(a) (b)

Figure 2.6: Pictures of the simulated TwoWheeled robot. The robot has two
actuated wheels and two wheel velocity sensors. (a) Screenshot taken from a simulation;
(b) Wire-frame view with the axis of wheel rotation.

can rotate in both directions. The motor signals determine the desired rotational velocity,
which is reached within one simulation time step if the required torque does not exceed the
maximal configured motor torque. The robot has two sensors measuring the actual wheel
velocities. Thus, we have n = m = 2. The sensors enable the controller to know when
an obstacle was hit, because the wheels would not rotate in this case. A demonstration of
the inertial and slip effects are given later in Section 4.8.4. Typical behaviors of this robot
are straight driving, when both motors perform the same action, curved driving, when the
motors rotate with different velocities, and finally turning at the point, when both motors
operate with opposite sign.
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2.2.2 FourWheeled Robot

Very similar to the TwoWheeled robot is the FourWheeled robot, which has, not
surprisingly, four wheels instead of two. The motors and sensors work in the same way
as the ones of the TwoWheeled robot (Section 2.2.1), only that there are four of each
kind (n = m = 4). Additionally, the robot is equipped with six infrared (IR) sensors as
depicted in Fig. 2.7. In reality these sensors actively sense by emitting a beam of light
and measure the strength of the reflection. Thus, they measure the distance to a reflective
obstacle. In the simulations they simply measure the distance to obstacles directly, so
that no differentiation among the materials exists. If no obstacles are within the range
of the sensor then its value is 0 and if an obstacle is very close then the sensor value is
1. In between a linear characteristics is used. The operation of the robot is a bit more
complicated compared to the TwoWheeled robot, because the wheels on one side have
to be driven in a coordinated fashion. The reaction of the body to different combinations
of motor actions are given in Section 6.1.4. For normal driving the wheels on the same
side are controlled to have the same velocity.

(a) (b)

Figure 2.7: Pictures of the simulated FourWheeled robot. The robot has four
actuated wheels and four wheel velocity sensors. (a) Screenshot taken from a simulation.
The IR sensors are drawn for illustration in black if they measure no obstacle and in red
of they do; (b) Wire-frame view with indicated IR sensor ranges, which are longer at the
front (left).

2.2.3 Rocking Stamper

The Rocking Stamper is the only real robot constructed by the author. It consists of
a bowl-like trunk with a pole mounted on it that is driven by two motors (m = 2) in
orthogonal directions, see Fig. 2.8 and 2.9. The robot is equipped with two infrared (IR)
sensors (n = 2) mounted at the front end of the trunk looking down and slightly sideways.
They measure the distance to the ground or to the wall, which changes depending on
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(a) (b)

Figure 2.8: The Rocking Stamper, a pole driven bowl-shaped robot. (a)
Close view from the top; (b) Side view.
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Figure 2.9: Schematic diagram of the Rocking Stamper. The pole is moved
relative to the trunk by the two servo motors. This causes the trunk to tilt so that the IR
sensors, which are mounted at the front, measure a different distance to the ground/wall.

the pose of the trunk in a nonlinear fashion. The motor commands dictate the nominal
positions of the servo motors, which determine the angles of the pole relative to the trunk,
as illustrated in Fig. 2.9.

The robot is equipped with an embedded controller board holding an Atmega32 processor
and a battery pack, thus the robot can operate autonomously. However, in the current
implementation the on-board hardware is only used to establish a connection to a work-
station which runs the actual control algorithm. From a performance point of view it is
possible to run the following control algorithms on a embedded processor, especially for
a two-dimensional system. However, it is easier to test and record data if the control
algorithm runs on a workstation.
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(a) (b)
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Figure 2.10: Barrel robot. (a) Screenshot from a simulation. The red and green
masses are moved by actuators along the axes; (b) Schematic view of the robot. The
sensor values are xi = sin(θi). In the illustrated configuration x1 < 0.

The robot can basically rock in two dimensions. The swing in the direction front-back is
more easily achieved because the body has a smoother curvature compared to the sideways
direction. By suitable combination of both rocking dimensions the robot can perform a
locomotion behavior. Another mode of operation occurs if the pole is moved quickly around
the center position, such that the massive weight stays almost at a fixed position, while
the trunk oscillates.

2.2.4 Barrel Robot

The Barrel robot has a cylindrically shaped body. Inside are two masses that are moved
by motors along orthogonal axes, as displayed in Fig. 2.10. The induced change of the
center of gravity causes the robot to roll in one direction or the other. The heavy masses
have the same weight as the hull. This implies a large inertia, so that a few revolutions are
required for acceleration and deceleration. Since the robot cannot turn, it can only move
along a line. The two motor values control the nominal positions of the masses along the
axes. A value of zero stands for a centered position and −1 and 1 correspond to the outer
positions. The position control is done with a PID3-controller implementation.

The robot has two axis-orientation sensors which simulate a gravitation sensor (n = 2).
For each of the two axes the projection of the axis direction onto the z-component of the
world-coordinate system is measured. The sensor values can also be defined as xi = sin(θi),
where θi is the angle of the i-th internal axis to the ground plane, see Fig. 2.10(b). If the
axis is horizontal the corresponding sensor value is zero, and if the axis is vertical we find
a sensor value of −1 or 1. For a normal rolling mode the sensor values perform a harmonic
oscillation.

3PID stands for proportional-integral-derivative. This is a generic feedback control mechanism to
perform a set-point control.
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Figure 2.11: Spherical robot with axis-orientation sensors. (a) Screenshot from
a simulation. The red, green, and blue masses are moved by actuator along the axes;
(b) Schematic view of the robot with axis-orientation sensors (xi).

(a) (b)
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Figure 2.12: Spherical robot with infrared sensors. (a) Screenshot from a simu-
lation. The IR sensors are drawn in black if they measure no obstacle and in red of they
do; (b) Schematic view of the robot with IR sensors.

2.2.5 Spherical Robot

The Spherical robot is a 3D version of the Barrel robot (Section 2.2.4). It has a ball
shaped body and is equipped with three internal masses whose positions are controlled by
motors (m = 3), see Fig. 2.11(a). If not differently stated, then each mass has the same
weight as hull alone. The position control of the movable masses is done via servo motors.
The motor values define the nominal positions of the masses along the axes. A value of
zero stands for a centered position and −1 and 1 correspond to the outer positions.

We use this robot in two different sensor configurations. The first one uses axis-orientation
sensors (n = 3), see Fig. 2.11. These are the same sensors used with the Barrel robot.
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For each axis the projection of its direction onto the z-component of the world-coordinate
system is measured. The second setup uses infrared (IR) sensors as depicted in Fig. 2.12(b).
In total six sensors are used that extend the internal axes towards the outside of the robot
(n = 6). Each sensor measures the distance to the ground or to another object. The range
of the sensors is the 5 fold of the hull’s radius.

2.2.6 Short Circuit

The Short Circuit is not really a robot but rather a dummy construction used to test the
algorithms. The motor values are simply mapped to sensor values in a 1-to-1 fashion. More
precisely, for an n-dimensional Short Circuit we define xi = yi, for i = 1, . . . , n. From a
controller point of view this construction behaves like a perfect robot when proprioceptive
sensors4 are expected, because the control commands are virtually 100% executed.

2.2.7 Planar Snake Robot

The planar Snake robot is a high-dimensional virtual creature. It consists of a number of
segments that are pairwise connected by joints, see Fig. 2.13. Each joint has one degree of
freedom that is actuated by a servo motor. A motor value of zero corresponds to a straight
configuration and −1 and 1 are associated with the fully deflected positions at ±90◦ off
center. The robot is underactuated, meaning the power of the motors is not sufficient to
move the joints independently of each other to any position. This effect is especially strong
at the joints in the middle of the robot. In order to change the joint angle, both halves
of the body have to be moved, which causes too much inertial momentum and friction.
Additionally to the motors, each joint is equipped with a position sensor that measures the
angle of deflection, see Fig. 2.13(b). These sensors provide a measure of the actual joint
configuration, which allows the controller to determine the effects of its actions.

2.2.8 Armband Robot

Let us now consider the Armband robot. The name comes from the German word Arm-
band meaning a wristband or bracelet of a watch. This robot consists of a sequence of n
flat segments placed in a ring-like configuration, where subsequent segments are connected
by hinge joints (in total n). The resulting body has the appearance of a bracelet or chain,
see Fig. 2.14(a),(b). Each joint is driven by a servo motor and has a joint-position sensor.
The joints have a center position, which is such that the robot is in a perfectly circular
configuration, see Fig. 2.14(b) (angle of 2π/n with respect to a straight positioning). The
motor values and sensor values are given in terms of joint angle deviations from the center,

4Proprioceptive sensors measure joint angles or positions of body parts.



2.2. The Zoo of Robotic Creatures 27

(a)

(b)

θ2

1

2 4

5

6

7
3

θ1

Figure 2.13: Planar Snake robot. The robot has n + 1 segments connected by n
joints, each equipped with a servo motor and a joint-position sensor. (a) Screenshot of a
simulation (n = 15); (b) Schematic diagram with 8 segments (n = 7) . The red points
mark the positions of the servo motors. Each joint has a position sensor value xi = θi,
which is zero for an extended joint. The maximally deflected positions are at θ = ±π/2
(90◦).
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(a) (b)

(c)

Figure 2.14: Armband robot. (a,b) Screenshots from the simulation for n = 13. The
transparent sphere in the center marks the center of mass of the robot; (b) Configuration
where all sensors are zero (all joint are at center position); (c) Schematic view of the robot.
The prismatic structures are hinge joints actuated by servo motors. All joints are equal.
The motor values and sensor values are defined in terms of joint deflection angles (θi) from
the center position (see (b)). The values are scaled to the interval [−1, 1]. The joint limits
are: max= 4/3 · 2π/n, and min=π/3.
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as displayed in Fig. 2.14(c). Note that the joints are highly coupled through the ring con-
figuration. Therefore, an independent movement of a single joint is not possible. Instead
it has to be accompanied by a movement of the neighboring joints and of distant joints.

2.2.9 Summary

In this section we introduced a set of robots that differ substantially in shape and mode
of operation. The number of degrees of freedom (DoF) ranged from two DoF of the
TwoWheeled robot to 16 DoF of the Snake robot.
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Chapter 3

Homeokinesis for Robot Control

Simplicity is not the goal.
It is the by-product of a good idea
and modest expectations.

Paul Rand

In this chapter we will introduce the concept of homeokinesis [39, 44] and formulate it in
mathematical terms. First, we explain the motivation for this approach and describe it in
general terms. After that we briefly consider the phenomena of self-organization, as it plays
an essential role in the concept. We then proceed with the formulation of the sensorimotor
dynamics in the closed-loop setup. For the purpose of illustration we limit ourselves in
this chapter to one-dimensional systems. The multi-dimensional case will be the subject of
the next chapter. Before we derive the learning rules, we investigate the basic properties
of the non-linear control system in terms of fixed point stability and bifurcation behavior.
We demonstrate the system dynamics and its adaptive nature in a synthetic example at
the end of this chapter.

3.1 Introduction

The control of a robot can be much easier if the embodiment, namely the dynamics of
interaction of the body with the environment, is exploited. This requires that the robotic
device is controlled in a reactive manner, where motor actions are direct consequences of
sensory simulations, instead of the control with a mere sequence of actions [122]. Such a
setup is called closed-loop control and allows for the exploitation of the peculiarities of the
body-environment interaction. Even with a fixed mapping of stimuli to actions complex
behavior can emerge, see [124]. Considering the curiosity and playful behavior of young
mammals, there must be an intrinsic motivation to constantly explore one’s environment
and also the capabilites of one’s own body. In animals it is believed that playful behavior
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is exhibited because it enhances motor skills. The motivation of homeokinesis is to propose
a principle that accounts for the generation of playful and coordinated behavior without
specific goals and ultimately achieve a robot that can actually learn something by itself.
In general terms the idea of homeokinesis is that the intrinsic motivation or drive to do
something is rooted in the requirement to keep the sensorimotor dynamics at the edge-of-
chaos – between inactivity and hyperactivity or, as we will see later, between sensitivity
and predictability. Since we are aiming at a control strategy for autonomous systems, a
fully internal representation of the sensorimotor dynamics is required, as we will present
below. Ralf Der proposed not only the abstract concept of homeokinesis [39] but also
provided a constructive definition using an energy function, namely the time-loop error
(TLE) [44], that allows for an on-line parameter update, as presented below. In this way
the dynamical system describing the sensorimotor dynamics is regulated by the internal
learning dynamics to a point where spontaneous symmetry breaking sets in and entirely
self-driven dynamics emerges. Let us now get an understanding of the widely used term
self-organization before we proceed to the formalization of the homeokinetic robot control.

3.2 Self-organization

Self-organization is used to describe the ability of certain non-equilibrium systems to ac-
quire an organized form, e. g. develop specific structures or patterns, in the absence of
external control or manipulation. Self-organization phenomena are observed in many com-
plex systems in the fields of physics, chemistry, computer science, economics, and biol-
ogy [58, 174]. Even though there is a general agreement in what is self-organized and what
is not based on visual inspection, there is little agreement on the precise meaning of the
word [126]. The field of synergetics provides a general approach to the self-organization of
patterns by the study of order parameters and phase transitions in open physical systems
far from the thermodynamic equilibrium. Open systems exchange energy or information
with the outside world, which is necessary to realize an entropy export, i. e. to generate
order within the system. However, when considering general dynamical systems we do not
need to model them in an energy consistent way.

Let us consider some examples to get an idea of the effects of self-organization. One of
the famous examples in physics is the spontaneous magnetization in ferromagnetic mate-
rials [29]. These materials consist of a field of spin states. At high temperatures their
orientation is random due to thermal fluctuations, such that the material shows no global
magnetization in the absence of an external magnetic field. Below a critical temperature,
the Curie temperature, the interaction between neighboring spins becomes import and
through spontaneous breaking of the rotational symmetry locally aligned clusters emerge.
The size and formation of clusters is self-organizing. The clusters become larger with
decreasing temperature such that eventually all spins are aligned.
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(a) (b)

Figure 3.1: Self-organized pattern formation. (a) Coat pattern of a jaguar at about
3 month (top) and in adulthood (bottom); (b) Results of a 2D reaction diffusion system
with changed parameters to induce the transient from the upper to the lower pattern
(images from [83]).

Another example for self-organization is a reaction-diffusion system. The coupling of lo-
cal autocatalytic reactions and diffusion can lead to the formation of stationary spatio-
temporal patterns as proposed by Alan Turing [166]. Such processes are postulated to
cause for the pigmentation of animal coats during morphogenesis. The fur of a jaguar and
two different results of a reaction-diffusion system illustrate this similarity in Fig. 3.1.

Another interesting example is how ants find their way to food sources. Experiments
showed that only local interaction is required to make the ant colony choose the shortest
available food source [38]. Each ant leaves a pheromone trace on its way, whether it searches
for food or it returns to the nest. At crossings where several paths intersect they usually
choose the direction that is most strongly marked. Ants from nearby food sources will
return more quickly, such that those paths are more intensively marked - note the positive
feedback. This in turn increases the probability of more ants following the shorter paths,
such that the optimal path to the food sources self-organizes.

The above considered systems are composed of many small elements which locally interact
with each other and lead to the emergence of a global pattern. However, self-organization
can also be found in learning systems. For example, the structure in self-organizing
maps [76] is not externally specified but rather emerges in the course of learning. Also
here we find a mechanism of positive feedback, namely in the learning rule. For a given
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stimulus, not only the best fitting neuron is identified and optimizes its receptive field, but
more importantly the neurons in its local neighborhood shift their receptive fields towards
the presented stimulus. This leads to a similarity between neighboring neurons such that a
more and more structural representation of the set of presented stimuli takes place which
eventually results in a topological map.

In all four systems we can identify a control parameter that changes the system behav-
ior qualitatively between an unorganized and self-organized state. The parameter in the
magnetization example is the temperature. When decreasing the temperature, a phase
transition from the non-magnetized to the magnetized state is provoked and the tempera-
ture regulates how large the regions of common magnetization are. In the reaction-diffusion
system there is the diffusion constant and the local reaction rate. In the case of the ants
the amount of pheromones an ant elicits can be considered as a control parameter. Since
the pheromones evaporate over the course of time, a too-weak marking of the tracks does
not lead to sufficient self-amplification such that no common path to the nearest food place
would emerge. In the example of the self-organizing map, the size of the neighborhood can
be considered as a control parameter, which changes the degree of structure in the map.
In all examples the control parameter changes the amount of feedback in the system.

The positive feedback gives rise to a bifurcating dynamics of the stable states of the system.
To get a more precise grasp of the matter let us consider a dynamical system with the one-
dimensional state x:

ẋ = F (x, µ) , (3.1)

where F : R×R→ R is a smooth function, µ is the control parameter, and ẋ denotes the
time derivative as usual. This defines a particular dynamical system for a fixed µ, which
has fixed points, i. e. points {x∗ | F (x∗) = 0}. The fixed points are characterized by their
stability which is quantified by the Jacobian (derivative) ∂F

∂x
(x∗). In the vicinity of a stable

fixed point (∂F
∂x

(x∗) < 0) the trajectories lead to the fixed point. The contrary is true if
∂F
∂x

(x∗) > 0 and thus x∗ is an unstable fixed point. Small deviations from the x∗ lead to a
further divergence from the fixed point, see e. g. [157]. Changing the control parameter µ
can change the position of the fixed point. At certain values µc the amount and the quality
of the fixed points change, which are called bifurcation points as illustrated in Fig. 3.2 for
a simple pitch-fork bifurcation. The displayed system at µ < µc has a single stable fixed
point (x∗ = 0) where the system will eventually end up. If the control parameter is varied
from µ < µc to µ > µc then small fluctuations, e. g. due to noise, will lead the system state
either to the positive or negative stable fixed point as indicated by the arrows in Fig. 3.2.

Besides the self-amplification there is also a need for a limiting force, e. g. a non-linearity,
because otherwise the system state would diverge. Consider for example ẋ = µx, which
has for µ < 0 a stable fixed point x∗ = 0, but for µ > 0 the state x diverges to ±∞.
A limiting force is commonly achieved by a non-linearity in the system as we will see
later. Note that in natural systems this occurs automatically because of limited resources.
In summary, a non-linear system with bifurcating fixed points can exhibit spontaneous
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Figure 3.2: Illustration of a pitch-fork bifurcation. Above a critical value µC of the
parameter µ the stable fixed point x∗ = 0 is unstable (red line) and two stable branches
appear (blue line).

symmetry breaking and can show emergent phenomena when interacting with many other
such systems or with its environment. A single ant does not search for the closest food
source, but the interaction of many ants with the environment do. The same applies
to the other considered examples, in that only the concerted action of many individual
components leads to the global structuring. Note that the underlying dynamical system
describing the individual components does not change.

When considering adaptive and learning systems the change of organization is indispens-
able. The self-organizing map mentioned above is such a learning system and the organi-
zation of the system (as a whole) changes indeed. The term self-organizing is also used
in conjunction with the self-regulation of the control parameters of a dynamical system to
a critical point called self-organized criticality (SOC). SOC was introduced by Bak, Tang
and Wiesenfeld [9] and is a general concept to explain the observation of spatial and/or
temporal scale-invariant characteristic of many natural systems [100]. For example the size
of earthquakes, the size of homogeneously magnetized regions, the frequency of words in
a text, and the size of neural burst activities in the brain [16, 82] all exhibit a power law
statistics. These scale-invariant phenomenon are mostly observed at phase transitions and
require a precise tuning of the control parameters. A self-organized critical system self-
regulates the control parameters to the critical point. The term self-organization is used in
a different meaning here and we will refer to such systems as self-regulating. Nevertheless,
the bridge to our understanding of self-organization is that a system at the critical point
often exhibits self-organization phenomena.

To conclude, self-organization can occur on a system state level, forming global patterns
from local interactions if the control parameters are adjusted appropriately. In high di-
mensional systems with many control parameters it can be very useful if the dynamical
system self-regulates to this working regime. In the forthcoming robot control we will deal
with a self-regulating and self-organizing system. The configuration of control parameters
will self-regulate under the influence of the interaction of the robot with the external world
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Figure 3.3: Illustration of a robot in the sensorimotor loop.

such that behavioral patterns self-organize. In order to arrive at the point where we can
see that let us now specify our setup and the control system in detail.

3.3 Sensorimotor Loop Setup

In this work we consider systems, e. g. robots, in a closed sensorimotor loop with discrete
time. This means that at each instance of time t = 1, 2, . . . we obtain sensor values denoted
by xt ∈ Rn which are processed by a control unit that in turn emits motor values denoted
by yt ∈ Rm. These motor values are executed by the actuators, which possibly effects the
environment and the hardware itself. New sensor values are read, now at time t + 1, and
the loop starts from the beginning. The important point is that the actions are a function
of the sensations. More precisely we denote the control function with K : Rn → Rm

yt = K(xt) (3.2)

that maps the sensor values to motor values. We formally write the sensation of the robot
at time t as

xt+1 = W (yt, . . . , y1, xt, . . . , x1, t) , (3.3)

where W is a usually unknown function representing the world. W maps all past motor
values and sensor values to sensor values of the next time step. Figure 3.3 shows an
illustration of the sensorimotor loop with a wheeled robot.

3.4 Dynamical Systems Formulation of the Sensorimo-
tor Loop

In this section we want to formulate the sensorimotor loop as a dynamical system and
illustrate some basic properties of a controller with a single neuron. Let us assume for
the moment that the world is known and is Markovian, i. e. without dependence on past
values. We can write

xt+1 = W (yt, xt, t) . (3.4)
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Based on the definitions (3.2), (3.4) we can express the sensorimotor loop in a closed form
as

xt+1 = W (K(xt), xt, t) . (3.5)

Since we want to restrict ourselves in this chapter to the one-dimensional case we have i. e.
m = n = 1. Let the controller K be given by the following function

yt = K(xt) = tanh (cxt + h) , (3.6)

that represents a rate-based neuron with hyperbolic tangent activation function, the synap-
tic connection strength and the bias h. In general, the controller is a one-layer neural
network with a weight matrix. Let us use a simplified world that is defined as

xt+1 = W (yt, xt, t) = αyt + ςt , (3.7)

where ςt is a zero mean noise process. In this example α is a hardware constant. The full
system equation reads

xt+1 = α tanh (cxt + h) + ςt . (3.8)

This equation is very similar to the description of a single neuron with an excitatory self-
connection in an open-loop setup. The dynamics of such a neuron was investigated in
detail in [112, 113, 131]. Nevertheless, let us now find the fixed points of the dynamics and
analyze their parameter dependence. For this, we rewrite the equation (3.8) in terms of
the membrane potential

zt = cxt + h. (3.9)

By neglecting the noise we obtain

zt+1 = r tanh(zt) + h with r = cα . (3.10)

The fixed points are most easily determined graphically, as displayed in Fig. 3.4. However,
an analytical solution is also possible using the series expansion of tanh. We used the
expansion up to 12th order i. e. tanh(z) = z− z3

3
+ 2z5

15
− 17z7

315
+ 62z9

2835
− 1382z11

155925
+O (z13). Note

that this series converges slowly and the expansion to the 12th order is only accurate for
z ∈ [−1.5, 1.5]. It is also important to stop the series at a term with negative coefficient,
because otherwise the approximation erroneously produces more fixed points.

The solution of Eq. (3.10) is plotted as a bifurcation diagram for the parameters r and h in
Fig. 3.5 which shows a cusp bifurcation [2]. A cusp bifurcation usually appears in systems
that are topologically equivalent to

ż = β1 + β2z − z3 . (3.11)
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Figure 3.4: Graphical solution for the fixed points of z = r tanh(z)+h, Eq. (3.10)
for different values of r and h. For r = 0.5 (green line) we find only the fixed point
at z = 0 (stable). For r = 1.2 and h = 0 (blue line) there are two stable fixed points at
z ± 0.79 and the fixed point at 0 becomes unstable. If additionally h = 0.2 (black line),
only one fixed point remains at z ≈ 1.2.

Writing Eq. (3.10) in terms of a differential equation

ż = r tanh(z) + h− z (3.12)

and using only the first two terms of the series expansion of hyperbolic tangent:

tanh(z) = z − z3

3
+O(z5) , (3.13)

we obtain

ż = r

(
z − z3

3

)
− z + h, (3.14)

which is equivalent to Eq. (3.11) for β1 = 3h and β2 = 3(r − 1). It is important to note
that Eq. (3.14) has the same qualitative bifurcation behavior than Eq. (3.12).

Thus, we can draw upon the results obtained for such systems and give the equation for
the locations of the saddle-nodes for the approximated system as

h = ±2

3
(−1 + r)3/2, r > 1. (3.15)

The saddle-nodes are also seen in Fig. 3.5 at the line where the red and green surface meet.

For better illustration Fig. 3.6 shows different sections of the fixed point structure. The
positions of the saddle notes, Eq. (3.15), show the typical cusp wedge, see Fig. 3.6(d). For
r < 1 the system has only one stable fixed point. We call the system subcritical, since the
fixed point is at small z and thus little activity occurs in the sensorimotor loop. For h = 0
the system shows a pitchfork bifurcation point at r = 1, see Fig. 3.6(a). For h 6= 0 two
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Figure 3.5: Bifurcation diagram for z = r tanh(z) + h, Eq. (3.10), as a surface.
Colors: blue, green are stable fixed points and red is unstable.
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Figure 3.6: Bifurcation diagrams for z = r tanh(z) + h, Eq. (3.10). (a) Section at
h = 0; (b) Catastrophic bifurcation at h = −0.1; (c) The hysteresis in dependence of h
in the supercritical regime at r = 1.2, also indicated in Fig. 3.5. (d) Typical cusp wedge
showing the saddle nodes in dependence of r and h, cf. Eq. (3.15). The colored points are
correspondingly marked in (b,c). Colors: blue, green are stable fixed points and red
marks unstable fixed points.
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branches emerge, see Fig. 3.6(b), and the bifurcation becomes catastrophic. Catastrophic
bifurcation means that the system state can undergo a drastic transition for small changes
in parameter values. To illustrate the consequences, Fig. 3.6(c) displays the bifurcation
diagram for the supercritical parameter r = 1.2 in dependence of h and shows a clear
hysteresis effect. This means that the system resides in its fixed point when the parameter
h is slowly decreased or increased until the fixed point disappears and the state jumps to
the fixed point with the opposite sign (dashed lines). When the parameter h is changed in
the other direction the same behavior is observed. Hence, for one parameter configuration
the system can be in two possible states and h can be used to force a transition.

To summarize, given a simple closed-loop system with a single nonlinear neuron we find
non-trivial fixed points and hysteresis depending on the control parameters. This type
of dynamics is found in many systems, e. g. in statistical mechanical models of magnets,
see [157]. For robot control it seems suitable to have r slightly above the bifurcation point
in order to have two stable fixed points which can be changed either by changing h or
by external influence. It is also important that the basins of attraction are large enough
to avoid noise induced switches. In the case of multiple sensors and motors we get, of
course, a much larger number of attractors and limit-cycles, which will be demonstrated
by application to robotic hardware later in this work.

3.5 Homeokinetic Principle and Time Loop Error

Given the properties of the control system described in the previous section, the challenge
is how to adapt the parameters r and h in order to obtain a certain type of behavior. As
discussed in the introduction of this chapter the homeokinesis describes a general principle
to self-regulate the parameters so that coordinated behavior emerges. We are not con-
cerned about a specific behavior but rather about a class of behaviors which are similarly
explorative, sensitive, and highly body and environment related. Thus far the description
of the system involves the unknown function W , cf. Eq. (3.5), and thereby one cannot in
general determine r. In order to obtain an entirely internal description of the sensorimotor
loop we introduce a so-called world model. The name already reflects the purpose: to be
a model for the processes that happen in the world perceivable by the sensors. In other
words, it is about predicting future sensor values based on present motor values. We make
the simplified ansatz and write formally M : Rm → Rn,

x̃t+1 = M(yt) (3.16)

where x̃ is the predicted sensor value. The difference between the true sensor values and
the predicted ones is captured by the modeling error ξt+1 = xt+1 − x̃t+1 and we can write

xt+1 = ψ(xt) + ξt+1 , (3.17)
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with

ψ(xt) = M(K(xt)) (3.18)

where ψ(xt) is the internal representation of the sensorimotor loop. The modeling error
ξ captures the stochastic component of the sensorimotor loop which we expressed by ς in
the simple toy world, cf. Eq. (3.7), e. g. sensory noise and other influences that are not
captured by the internal model.

Now, we adapt the system parameter by using the closed dynamical description. In machine
learning the adaptation of parameters is often described by a gradient flow on an energy
surface also called error function, which will be denoted by E in the following. To decrease
the error function we use the gradient descent. Thus, any parameter of the system, say p,
is adapted by

∆p = −ε∂E
∂p

, (3.19)

where ε is a learning rate. This adaptation will decrease the error at least to a local mini-
mum, assuming the learning rate was chosen sufficiently small. Hence, the main difficulty
in designing a controller is to construct an appropriate error function. One suggestive
concept is homeostasis. It was introduced by Cannon (1939) and later by Ashby [5] as a
general principle to explain the functionality of complex self-organizing biological systems
by the maintenance of physiological variables in certain intervals, e. g. the blood pressure,
the body temperature and so forth. In an abstract way we may similarly request a minimal
prediction error. In this case the error function reads

Epred = |ξ|2 , (3.20)

where ξ is the prediction error, cf. Eq. (3.17). Without knowing the details about the
concise system, we can already analyze the coarse properties of the resulting behavior
by considering the minimum of Epred. The system with minimal Epred will prefer highly
predictable situations. These occur for instance when the robot does not move at all,
because the world model will quickly learn to predict the static sensor values. There is no
need for the robot to move because the system is stabilized over time and fluctuations are
suppressed. In the above considered setup there is another solution for infinitely large r,
which corresponds to a strong motor output, which is stable against perturbation. Even
though the robot would move in this case it is completely insensitive.

This behavior can also be explained by considering the stability to perturbations. The
system minimizing Epred damps perturbations with progressing time. This leads to the
thought of inverting the time, because then we have a stabilization backwards in time,
which is also a destabilization forward in time. In terms of an error function the so-called
time-loop error (TLE) [44] or postdiction error was introduced, which we will derive in the
following. To achieve the stabilization backward in time we introduce the quantity v that
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describes the necessary change to the sensor inputs to compensate for the prediction error.
Hence, vt is defined such that

ψ(xt + vt) = x̃t+1 + ξt+1 (3.21)

and x̂t = xt + vt is called the virtual input. To calculate v it is necessary to invert the
sensorimotor loop function ψ. In practice this can be done with a Taylor expansion to the
first order

ψ(xt + vt) = x̃t+1 + ψ′x(xt)vt +O(v2
t ) , (3.22)

where ψ′x denotes the derivative of ψ with respect to x. In the multi-dimensional case the
derivative ψ′x is called Jacobian matrix and will be denoted by L. In the one-dimensional
case it is just a scalar number which is given by

Lt =
∂ψ(xt)

∂xt
. (3.23)

Using that, we obtain v in a linearized way as

vt =
ξt+1

Lt
(3.24)

and the time-loop error (TLE) as

Et = |vt|2 =

∣∣∣∣ ξtLt
∣∣∣∣2 . (3.25)

The minimization of the TLE might be phrased as the requirement to minimize the nec-
essary sensor value change that would have reduced the prediction error. The interesting
part of this error function is that it is composed of two terms, namely the prediction error
and the inverse Jacobian. The latter can be explained more intuitively as a measure of
sensitivity. Sensitivity describes how changes in sensory inputs influence the state of the
system over time and hence it is expressed by the derivative of the loop function. Since
the system is in a closed-loop setup, sensitivity leads to activity (non-zero motor values).
The modeling error ξ is a measure of predictability because it captures the misfit between
true and predicted sensory information. Figure 3.7 depicts the information flow and the
setup of the homeokinetic control system.

Many self-organizing systems have two opposing forces that, in balance, bring the system
into the working regime, see Section 3.2. Here, the two forces are:

• the requirement for sensitivity, which results in a driving force and

• the nonlinearities of the controller together with the prediction error as a counter-
acting force.
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Figure 3.7: Homeokinetic controller in the sensorimotor loop. The time-loop
error (TLE) is E = |vt|2 (Eq. (3.25)). vt is obtained by backpropagating the modeling
error ξt through ψ.

Sensitivity and predictability are indeed opposing forces because predictability is best for
inactive behavior whereas high sensitivity leads to unpredictable behavior due to the am-
plification of small perturbations. In order to minimize the error function E, the prediction
error has to be small and the sensitivity of the sensorimotor loop large. Since both con-
tradict each other, the resulting robot behavior will be a compromise. Note that the
prediction error cannot be zero because we assume a certain sensory noise. Nevertheless,
if the prediction error is small (and the behavior is active) then the gradient, Eq. (3.19),
is smaller and thus a slower change in the system parameters takes place. In general, well
predictable and active behavior will persist for a longer time than inactive or unpredictable
behaviors.

3.6 Learning Rule of the Homeokinetic Controller

So far the world model was only introduced in an abstract manner. We will use the linear
function

M(yt) = atyt + bt , (3.26)

where at and bt are the parameter to be adapted. In the following, the time index on
all parameters will be omitted to avoid overly cluttered formulas. The adaptation of the
parameters can be performed by a supervised learning technique with training patterns
(yt−1, xt) obtained online. The term supervised learning is sometimes a bit misleading
since it does not imply an external teacher, but rather that desired outputs are available
for the given inputs. In our case the environment provides the desired values for the world
model. A standard learning rule for rate-based neural networks is the so-called delta-rule,
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which is the gradient decent on the prediction error Epred (Eq. (3.20)). We obtain the
following updates

Epred = |ξt|2 = (xt − x̃t)2 = (xt − (ayt−1 + b))2 , (3.27)

∆a = −ε∂E
pred

∂a
= ε2ξtyt−1 , (3.28)

∆b = −ε∂E
pred

∂b
= ε2ξt . (3.29)

More details on the calculation of such gradients are given later in Section 4.1.4. Now
we derive the update rules for the controller parameter in the one-dimensional case. The
multidimensional case and some extensions are discussed in the next chapter. For clarity,
we will omit the time index also on the state variables, which are taken at time t. From
now on the activation function of the controller neuron is denoted by

g(z) = tanh(z) . (3.30)

Let us recall the system description Eqs. (3.6, 3.18, 3.26)

K(x) = g(cx+ h) ,

M(y) = ay + b,

ψ(x) = M(K(x)) = a (g(cx+ h)) + b.

We have

L =
∂ψ

∂x
= acg′ , (3.31)

where g′ is taken at z = cxt + h. We can now calculate the gradient decent on the TLE
E = | ξ

L
|2 (Eq. (3.25)) as follows (note that we write g instead of g(z), and the same for g′

and g′′)

∆c = −ε∂E
∂c

= −ε2 ξ
L

(
− ξ

L2

∂L

∂c
+

1

L

∂ξ

∂c

)
,

∂L

∂c
= ag′ + acg′′x,

∂ξ

∂c
= 0 ,

∆c = ε
ξ2

L3
(ag′ + acg′′x) .

We define a time-dependent learning rate ε̃t = εaξ
2

L3 g
′ > 0. Using tanh′′ = −2 tanh tanh′

and y = g = tanh, we obtain the update rule for c as

∆c = ε̃t (1− 2cyx) (3.32)
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Figure 3.8: Evolution of z plotted in a hysteresis diagram depending on h. The
arrows indicate the direction of the h-dynamics. The state of the system oscillates between
the stable fixed points. The red line depicts the unstable fixed points.

and similarly for h as

∆h = ε̃t (−2cy) . (3.33)

Inspecting Eq. (3.32) one sees that it consists of a driving term, namely 1, and an anti-
hebbian term containing −yx, which will moderate the driving term. The update formula
for h, Eq. (3.33), reveals that h is driven in the opposite direction of y.

3.7 Fixed Points, Hysteresis, and Self-Switching Dy-
namics

Let us now consider again the toy world xt+1 = αyt+ ςt, Eq. (3.7), and find the fixed points
of the learning dynamics. For simplicity, we assume the hardware constant α = 1. The
world model M(yt) = ayt + bt, Eq. (3.26), will have the parameters a = 1 and b = 0 after
successful learning. Setting the right side of Eq. (3.32) to zero gives

0 = 1− 2c tanh(cx+ h)x, (3.34)

which alone is not enough to get a value for c. However, x has its own fixed point dynamics
considered earlier (Eq. (3.8)) namely,

x = a tanh(cx+ h) . (3.35)

For h = 0 we get1 c ≈ 1.19 and x ≈ ±0.648 and therewith the membrane potential z =
cx+h is about ±0.77. With a = 1 we find r = c, which is just above the bifurcation point,
see Fig. 3.6, where switches between the stable fixed points are possible with moderate
external perturbations or small changes in the value of h, see Fig. 3.6(c).

1There is another solution for c < 0, which is neglected because it corresponds to a dynamics with
alternating sign of the motor values each time step.
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Figure 3.9: State and parameter dynamics in the one-dimensional case. c
increases until it reaches its fixed point at 1.19. The bias h oscillates around zero and
causes the state x to jump between the positive and negative fixed points. See also Fig. 3.8.
Note that r = ac and z = cx+ h. Parameter: ς ∈ (−0.02, 0.02), ε = 1.

The dynamics of h is counteracting the dynamics of z because the terms c and ε̃ in Eq. (3.33)
are positive and y = g(z) = tanh(cx + h) has the same sign as z. Therefore the following
relation holds

sgn(∆h) = − sgn(z) . (3.36)

Note that the membrane potential z has essentially the same dynamics as x, since c ≈ 1.2
and h� 1 in the case considered here. Applying this to the hysteresis diagram for z reveals
that the parameter dynamics will cause the state dynamics to cycle along the hysteresis
between the two fixed points, as illustrated in Fig. 3.8.

The speed of parameter changes depends on the size of the error. If the prediction error
vanishes then the TLE is zero and no parameter change occur. However, in realistic
applications we assume a sensory noise, thus the prediction error is always non-zero. In
setups where not noise occurs one has to add additional noise to the sensor values.

3.8 System Dynamics in One Dimension

To illustrate this rather complicated interplay between state dynamics and parameter dy-
namics we plot a trace of the state x and the parameters c, h, and a for the one-dimensional
system with α = 1 obtained from computer simulation in Fig. 3.9. As expected from the
fixed point of the update dynamics, c is seen to increase to a value of around 1.2. The
dynamics of h causes the state x to switch between the positive and negative fixed points
with the hysteresis clearly pronounced as predicted before, cf. Fig. 3.8. Note that the white
noise ς ∈ (−0.02, 0.02) added to the sensory input is the only cause of errors in this simple
setup.
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Figure 3.10: Simulation of the one-dimensional system with changing hardware
constant α. The world model parameter a and the controller parameter c adapt to the
new situation after α was changed at second 25, 70, 95. The linear feedback strength r,
however, always recovers to the value around 1.2. The bias h oscillates and causes the
state x to jump between the positive and negative fixed points. The oscillation frequency
depends on the size of the prediction error, which essentially consists of the sensory noise
ς multiplied by c if a converged to α. Parameter: ς ∈ (−0.02, 0.02), ε = 1.

In order to illustrate the adaptivity and self-regulation to the working regime let us now
consider a changing world. In Fig. 3.10, the results of a simulation are displayed where
the hardware constant α (Eq. (3.7)) was drastically changed several times. The system
converges to its working regime after about 20 sec. (Note that c was initialized with 1.0).
At second 25 the hardware constant α was suddenly changed to 0.5. The world model a
slowly adapts to the new value and the controller parameter c reacts to the change by slowly
increasing until twice of the previous value. The adaptation is comparably slow because
the system becomes subcritical and therefore the error is only of the order of the noise.
The linear feedback strength r, however, is stabilized around 1.2 independent of the value
of α, as predicted by the theory. The hardware constant was again changed to α = 1 at
second 70, and to α = 1.5 after further 25 sec. The working regime is again self-organized,
but now much quicker because the system is set to a supercritical state. In this state the
membrane potential z = cx+ h (Eq. (3.9)) becomes large (in its absolute value) such that
the neuron is insensitive, i. e. the derivative of the activation function (Fig. 3.4) is small.
This region is called saturation region. The frequency of switches in the state dynamics
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changes for different values of α because the additive noise ς is essentially multiplied by c,
which is larger for smaller α.

3.9 Summary

In this chapter we introduced the concept of homeokinesis in a mathematical way. First,
we formalized a dynamical system description of the sensorimotor dynamics in a closed-
loop setup. Already for the one-dimensional case with a hyperbolic tangent controller
neuron we found an interesting dynamics. The state, meaning the sensor value, under-
goes a pitchfork bifurcation when the feedback strength in the loop is sufficiently large.
Including the second parameter, namely the bias of the controller neuron we find a cusp-
bifurcation which brings about a hysteresis effect. To be able to define a learning rule for
an autonomous system, that is based on the dynamical properties of the dynamical system
a fully internal description is required. Hence, the unknown part of the loop, namely the
dynamics of the world, is substituted by an adaptive internal world model. With this we
have been able to formulate the time-loop error (TLE) which is an implementation of the
concept of homeokinesis. Therefore, the controller is called homeokinetic controller in the
following. We derived the parameters dynamics for the one-dimensional case and showed
the self-regulation to the working regime. This self-regulation is the result of two opposing
forces. On the one hand, there is the drive to increase the sensitivity of the loop, mean-
ing an increase of the Lyapunov exponent. This also implies that trivial fixed points like
complete inactivity will become unstable and the symmetry in the system will be broken
through noise-amplification. On the other hand, there is the requirement to maintain high
predictability of future sensations based on current actions. Since chaotic behavior cannot
be predicted this acts as a counterforce to the sensitivity. We also find that predictable
behavior persists longer than less predictable behavior. In total the system is governed by
the interplay between two dynamical systems. The first one is the dynamical system of
the sensor values, which is called the state dynamics. The second is the learning dynamics,
which changes the parameters of the first systems and is hence called parameter dynamics.
In general, a high adaptivity through fast parameter (synaptic) dynamics is used, such
that the world model and the controller parameters adapt quickly to new situations, which
was demonstrated using a simple toy example.



Chapter 4

Homeokinesis: Multidimensional,
Properties and Extensions

If everything seems under control,
you’re not going fast enough.

Mario Andretti

A central point of this work is to analyze, improve and extend the homeokinetic con-
troller. First, we will consider the controller in multidimensional systems. This has been
studied before [44, 62], but here we present a uniform view for systems with different num-
bers of sensors and motors and give a new formulation of the dynamics in motor space,
which is particularly suitable for systems with many sensors. Further, we propose essen-
tial improvement on the numerical robustness of the algorithm by introducing a couple of
regularizations. New robotic platforms that became available through the robot simulator
(cf. Section 2.1) enabled us to test the controller in various ways. Some of the robotic plat-
forms required extensions to the original homeokinetic controller in one way or the other,
which will be elaborated on as well. Often, however, we could reveal certain problems and
demonstrate their solution using simple toy systems allowing for an analytical presentation.
In this chapter we also investigate the properties and capabilities of the controller, which
are important for robotic applications.

While the first sections are largely mathematical, in later sections we support the theo-
retical results with experimental evidence, illustrated in plots and with video references.
Those who do not plan to follow the mathematical details, can proceed with Section 4.3.
In any case the nomenclature and the list of symbols are situated on pages vii and viii and
can serve as a useful reference.
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4.1 Multi-dimensional Case and Motor Space

In chapter 3 the homeokinetic control algorithm based on the time-loop error (TLE) was
presented in the one-dimensional case. In this section, the generalization to the multi-
dimensional case will be provided. First we will give a general formulation of the sensori-
motor dynamics in sensor space, which is the same as in the one-dimensional case. Then
we will introduce a novel formulation of the dynamics in motor space. For both approaches
we derive the learning dynamics and discuss aspects of the parameter initialization.

4.1.1 The Time-Loop Error in Sensor Space

Essentially, we consider the same system as in Section 3.3 et seq. but with a multi-
dimensional state space. The system is considered again at discrete times t = 1, 2, 3, . . .
with sensor values xt ∈ Rn and motor values yt ∈ Rm where n,m ∈ N+. We have a
controller function K : Rn → Rm that maps sensor values to motor values

yt = K(xt) , (4.1)

and an adaptive world model M : Rn × Rm → Rn that predicts new sensor values x̃

x̃t+1 = M(xt, yt) . (4.2)

In contrast to the one-dimensional formulation (Eq. (3.16)) we added the additional de-
pendence on xt, which will be used later. The prediction error reads

ξt+1 = xt+1 − x̃t+1 . (4.3)

Now the dynamical system of the sensorimotor loop ψ : Rn → Rn can be formulated as

ψ(xt) = M(xt, K(xt)) , (4.4)
xt+1 = ψ(xt) + ξt+1 , (4.5)

which is a stochastic time discrete dynamical system. Note that K and M are also time
dependent due to adaptive parameters. At first we will calculate the terms in a general
manner, without considering specific implementation of the controller and model functions.

Analogously to the one-dimensional case, we define the postdiction error v, cf. Eq. (3.21),
as

xt+1 = ψ(xt) + ξt+1 = ψ(xt + vt) . (4.6)

and we call x̂t = xt + vt the virtual input. To calculate v it is necessary to invert the
sensorimotor loop function ψ. For that, we linearize the system by using the first order
Taylor expansion, i. e.

ψ(xt + vt) = ψ(xt) + ψ′x(xt)vt +O(v2
t ) , (4.7)
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where ψ′x(xt) is the partial derivative of ψ with respect to x. The derivative ψ′x is given by
the Jacobian matrix with dimension n× n (all variables at time t)

Lij =
∂ψ(xi)

∂xj
. (4.8)

Thus we can write

ξt+1 = ψ′xvt = Lt(x)vt . (4.9)

Using the derivatives of K and F we can also write

Lt = M ′
y(xt, yt)K

′
x(xt) (4.10)

in matrix notation. The linear approximation is reasonable as long as we can assume that
the prediction error ξ is small. If we assume that L is invertable, we obtain the input shift
v ∈ Rn and the TLE as

vt = L−1
t ξt+1 , (4.11)

Et = |vt|2 = v>t vt = ξ>t+1(LtL
>
t )−1ξt+1 . (4.12)

The structure of the error formula already reveals which kinds of behaviors are favored
when E is minimized. Since it is a product of the prediction error ξ and the inverse of
the Jacobian matrix L, behaviors with low prediction error and high response strength on
all sensory channels are preferred. It also tells us that the eigenvalues of the Jacobian L
are increased when decreasing the error. The eigenvalues are a measure of the stability of
the system, and their logarithm is known as the local Lyapunov exponents. Hence, the
system is driven towards instability, which is counteracted by the non-linearities and by
the prediction error. A more detailed discussion of the general idea behind the TLE was
presented in Section 3.5.

4.1.2 The Time-Loop Error in Motor Space

So far, the dynamical system was defined in terms of sensory dynamics. To have an in-
vertable system we made the assumption that there are at least as many motors (m) as
sensors (n). However, when we think of a robot we realize that most likely the oppo-
site is the case, meaning m < n. This is called a bottleneck setup because the sensory
dynamics has a bottleneck at the motor values. As suggested by Ralf Der [40], it is ad-
vantageous to consider an alternative definition of the sensorimotor loop in motor space,
which circumvents the bottleneck and expresses the dynamics in terms of motor values.

The dynamical system in motor space is denoted by φ : Rn × Rm → Rm and reads

φ(xt−1, yt−1) = yt = K(M(xt−1, yt−1) + ξt) . (4.13)
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Figure 4.1: Motor space scheme. The prediction error ξt is transformed into an error
in terms of motor values ηt, which is then used to obtain the input shift νt−1 by inverting
the system, see Eq. (4.16).

Note that the system still depends on the sensor values. If the world model only depends
on the motor values this dependency can be eliminated. Instead of virtual sensor values
which we have derived in the sensor space setting, we will now create virtual motor values
denoted by ν ∈ Rm. The idea is to first propagate the prediction error through the world
model to obtain a mismatch η ∈ Rm in motor space, i. e.

M(xt, yt) + ξt+1 = M(xt, yt + ηt) .

Using again a linearized inverse we can find η explicitly as

ηt = M ′
y

+
ξt+1 , (4.14)

where M ′
y

+ denotes the pseudoinverse (discussed in the next section) of the derivative of
M (which is a matrix) with respect to y. From this we calculate the necessary change ν in
motor values of the last time step that would minimize the mismatch η in analogy to the
calculations of v above (Eq. (4.6)), hence

yt + ηt = φ(xt−1, yt−1) + ηt

= φ(xt−1, yt−1 + νt−1) .

An overview of the setup is given in Fig. 4.1. Analogously to Eq. (4.7) we linearize the
system and compute the Jacobian matrix, which is in motor space denoted by J ∈ Rm×m,
as

Jt = φ′y = K ′x(xt)M
′
y(xt−1, yt−1) . (4.15)
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If J is invertible we obtain ν directly as

νt−1 = J−1
t ηt . (4.16)

Hence, the formula for the error reads

Et = ν>t−1νt−1 = η>t
(
JtJ

>
t

)−1
ηt . (4.17)

The consequence of the error minimization is essentially the same as in the sensor space.
One difference is that the prediction error at the motor values η contains the inverse of
the world model derivative (Eq. (4.14)). For a low error the world model has to have large
enough derivatives along all motor channels. The assumptions that are made for the size
of η become quickly invalid if the world model is degenerated.

Considering the dimensionality of J , we find that it is an m ×m matrix, whereas in the
sensor space L has the dimensions n × n. Since we assumed that m ≤ n, the matrix we
are to invert has smaller dimensions. Let us also consider the rank of J . For this we have
to consider the dimensionality of the derivatives K ′x and M ′

y (Eq. (4.15)). K ′x is an m× n
matrix and M ′

y is an n × m matrix. While both multiplied give an m × m matrix, the
intermediate dimension (n) is higher. Additionally, the controller is updated to increase
the eigenvalues of J (Eq. (4.17)) so that it will depart from any singularity. Hence, J has
full rank if initialized correctly and is therefore invertible. For systems with m ≥ n the
same holds for L in the sensor space dynamics.

4.1.3 Calculation Rules

Before we can look into the multidimensional version of the learning rules we have to
familiarize ourselves with some aspects of matrix calculus. The equations in this section
are labeled with (R1, R2, . . . ). In the later text we refer to them as “rule” with the
respective label.

First some simple relations that should serve as a reminder:

A>B =
(
B>A

)>
,

a>b = b>a,

where the latter holds because the result is a scalar number.

A less common operation is the row-wise matrix and vector multiplication which we denote
with ◦. For the application to two vectors we define ◦ : Rm × Rm → Rm as

(a ◦ b)i = aibi (R1)

i. e. a componentwise multiplication. Additionally, we define the row-wise multiplication
of a matrix with a vector ◦ : Rm×n × Rm → Rm×n as

(A ◦ b)ij = Aijbi . (R2)
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Let us take a look at the properties of this operator. It is associative, commutative and dis-
tributive for vectors, Eq. (R1). With matrices, Eq. (R2), it is commutative and distributive
with respect to the vector, i. e.

A ◦ b = b ◦ A,
(A+B) ◦ b = A ◦ b+B ◦ b.

Interestingly the following equality holds as well:

(A ◦ b)c = (Ac) ◦ b. (R3)

The row-wise multiplication can also be written in terms of normal matrix multiplication
as

A ◦ b = BA with Bij =

{
bi if i = j ,

0 otherwise .
(R4)

For the forthcoming calculations the differentiation of functions with respect to matrices
and vectors is required. These functions can most commonly be decomposed into a scalar
product of vectors like a>b. Fortunately, the calculations become much easier after some
rules are identified. The differentiation of a square norm

∂

∂X
a>a = 2a>

∂

∂X
a, (R5)

follows straight forward from the product rule.

If we assume now that a, b, c are independent of X, the following equations hold:

∂

∂X
a>Xb = ab> , (R6)

∂

∂X
a>g(Xb+ c) = (a ◦ g′)b> with g′ = g′(Xb+ c) . (R7)

When a row-wise product is subject to differentiation then it behaves like a normal product,
meaning

∂A ◦ b
∂X

=
∂A

∂X
◦ b+ A ◦ ∂b

∂X
(R8)

which follows from Eq. (R4).

Finally the derivative of the inverse of a square matrix is given by

∂A−1

∂X
= −A−1 ∂A

∂X
A−1 . (R9)

The derivation of the equations (R6 - R9) can be found in appendix A.1.
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Apart from the derivatives we also need the pseudoinverse of possibly rectangular or sin-
gular matrices. We use the Moore-Penrose inverse

A+ = lim
δ→0

(
A>A+ δI

)−1
A> .

Usually A+ is obtained by singular value decomposition. However, since in our applications
we are only interested in approximate solutions it is sufficient to use a fixed, but small δ.
We use two forms of the pseudoinverse

A+ =
(
A>A+ δI

)−1
A> and (R10)

A+ = A>
(
AA> + δI

)−1
. (R11)

The choice between Eq. (R10) and Eq. (R11) depends on the form of the matrix A. The
idea is that the matrix to invert has smaller dimensions, so if A has more columns than
rows then Eq. (R10) is used and vice versa.

4.1.4 Pseudo-linear Controller and Linear World Model

In the following we will derive the update rules for the case of a pseudo-linear controller
and a linear world model, as it was done in the one-dimensional case in Section 3.6.

The controller K : Rn → Rm is given by

K(xt) = g(Cxt + h) , (4.18)

where g : Rm → Rm, g(zi) = tanh(zi). Note that we always mean componentwise ap-
plication, when scalar functions (written in lowercase letters) are applied to vectors. The
controller can be interpreted as a one-layer neural network in the rate-coding paradigm
with the synaptic weight matrix C (m× n), the bias or offset vector h and the hyperbolic
activation function g. The motor values which are generated by the controller lie in the
interval (−1, 1).

We use a linear world model, depending solely on the motor value, namely

M(xt, yt) = Ayt + b, (4.19)

where A is an n×m weight matrix and b ∈ Rn is a bias or offset vector. For robotic appli-
cations this implies that the sensors are proprioceptive sensors, i. e. sensors that measure
internal quantities like joint angles or wheel velocities. Sensors without a direct motor-
depend value cannot be modeled with this approach. Later, in Section 4.8, we will consider
extended world models.

Let us first calculate the update rules for A and b. The error function is, as before, the
square norm of the prediction error ξt = xt −M(xt−1, yt−1), i. e.

Epred = ξ>t ξt . (4.20)
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The update for the weight matrix A follows the gradient descent with a small damping as

1

εA
∆A = −∂ξ

>
t ξt
∂A

− 1

τA
A

= −2ξ>t
∂ (xt − (Ayt−1 + b))

∂A
− 1

τA
A using rule (R5)

= 2ξty
>
t−1 −

1

τA
A, using rule (R6). (4.21)

The damping is used to reduce initial components that are not influenced by the learning
dynamics. The timescale τA is chosen to be very large, in order to minimize its perturbing
effect. For b we find similarly

1

εA
∆b = −∂ξ

>
t ξt
∂b

= 2ξt . (4.22)

4.1.5 Learning Dynamics in Sensor Space

Let us now derive the update rules for the controller parameters C and h in sensor space.
By putting Eq. (4.18) and (4.19) into the system equation (4.5), we get:

xt+1 = At (g(Ctxt + ht)) + bt + ξt+1 . (4.23)

For the sake of clarity we will omit the time index on all variables during the derivation. In
order to minimize the TLE (Eq. (4.12)) the parameters of the controller are to be adapted
according to the gradient descent, i. e.

1

εC
∆C = −∂E

∂C
= −∂v

>v

∂C
, (4.24)

1

εC
∆h = −∂E

∂h
, (4.25)

where εC is the learning rate of the controller, usually between 0.1 and 1 (fast synaptic
dynamics). Let us first calculate the Jacobian matrix L = M ′

yK
′
x. The derivative of

M is simply given by the matrix A. The derivative of the controller also contains the
non-linearities, i. e.

K ′x = g′ ◦ C , (4.26)

where g′ = g′(Cx+ h) and hence

L = A(g′ ◦ C) . (4.27)
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Recalling that v = L−1ξ, the update for C is

1

εC
∆C = −v> ∂

∂C
v using rule (R5)

= −ξ>L−1>
(
∂L−1

∂C
ξ + L−1 ∂ξ

∂C

)
= −ξ>L−1>L−1

(
−∂L
∂C

v +
∂ξ

∂C

)
, using rule (R9) (4.28)

where the factor of 2 is absorbed by εC . The derivative of the prediction error can not be
calculated directly, because we have no information about the actual dependence of the
prediction error in the parameters of the controller. This will be the subject of Section 4.7.3.
So we are left with the first summand of Eq. (4.28). To shorten the equations and to obtain
the scalar product form for further application of calculation rules we introduce the vector
χ ∈ Rm as χ> = ξ>(LL>)−1A. Then

1

εC
∆C = χ>

∂g′ ◦ C
∂C

v see (4.27)

=

(
χ>
(
g′ ◦ ∂C

∂C
+
∂g′

∂C
◦ C
)
v

)
using rule (R8)

=

(
χ>

∂C

∂C
v

)
◦ g′ + χ>

(
(Cv) ◦ ∂g

′

∂C

)
using rule (R3)

= (χv>) ◦ g′ + χ>
(

(Cv) ◦ ∂g
′

∂C

)
. using rule (R6)

As g = tanh it holds that g′′ = −2gg′. Recalling that g′ = g′(Cx+h) we obtain the update
rule as:

1

εC
∆C =

(
χv>

) ◦ g′ − 2 (χ ◦ (Cv) ◦ gg′)x> . using rule (R7) (4.29)

Since the formulation of the error in Eq. (4.12) involves future observations we use the
error of the previous time step for the actual update, i. e.

1

εC
∆Ct = −∂Et−1

∂Ct
.

It is important to note that the only quickly varying variables are x, ξ and therewith v, L, g
and g′. The parameters A, b, C, and h change at a slower timescale and are therefore always
taken at the current time step (no additional memory for the parameters is required). The
full update rule with time indices reads

1

εC
∆Ct =

(
χtv

>
t−1

) ◦ g′t−1 − 2
(
χt ◦ (Ctvt−1) ◦ gt−1g

′
t−1

)
x>t−1 , (4.30)
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where χ>t = ξ>t
(
Lt−1L

>
t−1

)−1
At and vt−1 = L−1

t−1ξt.

The update for h can be similarly calculated, thus

1

εC
∆ht = −2

(
χt ◦ (Ctvt−1) ◦ gt−1g

′
t−1

)
. (4.31)

4.1.6 Learning Dynamics in Motor Space

In this section the learning dynamics for the formulation of the sensorimotor dynamics in
motor space will be given. We use the pseudolinear controller, Eq. (4.18) and the linear
world model that is restricted to use motor values only, Eq. (4.19). As before, we perform a
gradient descent to adapt the parameters. However, the error is now defined by Eq. (4.17)
as

Et = ν>t−1νt−1 = η>t
(
JtJ

>
t

)−1
ηt , (4.32)

with ηt = M ′
y

+ξt+1, see Eq. (4.14). The system equation is given by

yt = K(M(xt−1, yt−1) + ξt) = g (C(Ayt−1 + b+ ξt) + h) . (4.33)

As before, the parameters (C, h, A, b) are taken at time t because they are varying on
a slower timescale. Let us first calculate the Jacobian matrix. Using the derivatives of
M ′

y = A and K ′x = g′ ◦ C (Eq. (4.26)) we find according to Eq. (4.15)

Jt = g′t ◦ CtAt = g′t ◦Rt , (4.34)

with Rt ∈ Rm×m and Rt = CtAt. This gives rise to a different formulation for the shift ν
as

νt−1 = J−1
t ηt = R−1

t

(
g′t
−1 ◦ ηt

)
= R−1

t ζt , using rule (R4) (4.35)

with ζt = g′t
−1 ◦ ηt. Assembling the error function gives

Et = ν>t−1νt−1 = ζ>t R
>
t

−1
R−1
t ζt . (4.36)

Now, let us compute the update of the controller matrix C. Omitting the time indices
again we get:

1

εC
∆C = −∂E

∂C
= −2ν>

∂ν

∂C
= −2ν>

(
∂R−1

∂C
ζ +R−1 ∂ζ

∂C

)
= 2ν>R−1∂R

∂C
R−1ζ − 2ν>R−1 ∂ζ

∂C
, using rule (R9) .
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We again define the vector χ ∈ Rm, here as χ = R−1>ν =
(
RR>

)−1
ζ and neglect the

factor of 2. Thus,

1

εC
∆C = χ>

∂C

∂C
Aν − χ> ∂ζ

∂C

= χ(Aν)> − χ>∂g
′−1 ◦ η
∂C

, using rule (R6) .

The derivative ∂η
∂C

is zero, because we have no information of the dependence of the pre-

diction error on the controller parameters. Using ∂g′i
−1

∂C
= −g′′i g′−2

i and g′′i = −2gig
′
i we

find

1

εC
∆C = χ(Aν)> − 2

(
χ ◦ g

g′
◦ η
)
x>, (4.37)

where g
g′

denotes a componentwise division.

Now we need to assign the right time indices. According to Eq. (4.14) ηt depends on time
t + 1, and therefore the update rule has to be calculated using past inputs. As before,
we use the time t for all parameters (A, b, C, h), because they vary on a slower timescale.
Hence,

1

εC
∆Ct = χt−1(Atνt−2)> − 2

(
χt−1 ◦ gt−2

g′t−2

◦ ηt−1

)
x>t−2 , (4.38)

with χt−1 = R>t
−1
νt−2.

The update for h can be similarly calculated,

1

εC
∆ht = −2

(
χt−1 ◦ gt−2

g′t−2

◦ ηt−1

)
. (4.39)

4.1.7 Initialization

Following the paradigm of tabula-rasa initial conditions we initialize the controller param-
eters C with small random values. However, one should check whether the sign of the
determinant of L (Eq. (4.27)), or J (Eq. (4.34)) is positive, and if not then reinitialize.
The reason is that the error E diverges if L or J is singular. The sign of the determinant
defines the nature of the bifurcations taking place. If the determinant is negative, the
feed-back strength in the sensorimotor loop is driven towards large negative values. Once
beyond the flip bifurcation, the signs of the controller outputs are inverted in each time
step. This is difficult to realize for the robot and in general of questionable utility. In
some of the following examples the small random initialization is used. However, it has the
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disadvantage of taking a long time for the system to reach its working regime. For most
experiments it is useful to initialize with a scaled unit matrix. Its scaling factor depends
on the assumed environmental feedback and is chosen such that the system is subcritical
at initialization time. The world model is also initialized with a unit matrix, as it adapts
quickly to the observed correspondence.

4.2 Regularization

This section is rather technical and mainly addresses readers who are planing to imple-
ment the algorithm. The calculation of the update terms involves a couple of numerically
unpleasant parts that need to be treated appropriately in order to obtain a stable algo-
rithm. The difficultly is that we have to solve the differential equation of the weight update
(Ċ = −ε∂E

∂C
) in a discrete way without the possibility for a step width regulation or other

tricks. Moreover, the derivatives of the function E can be very large so that one should
either use a small step width or regularize. While a small step width would imply a short
cycle time, the sensorimotor loop cannot be driven too fast because i) the robotic hard-
ware will only allow for a given computational power and ii) inertial effects are too strong.
Remember that the executed actions need to show an effect in the sensations in order to
be conceivable by the world model. In real world applications the cycle time is also bound
by the typical signal traveling time. In most applications we use a update rate of 10 to
100Hz. In fact, the solution we will pursue uses regularization in two places:

• the inversion of possibly singular matrices and

• the artifacts of linearization.

4.2.1 Pseudoinverse

The Moore-Penrose pseudoinverse was already introduced in Section 4.1.3. It is used to
calculate the inverse of the world model matrix since it is possibly rectangular. For reasons
of simplicity and performance, we use the formula Eq. (R10) namely

A+ =
(
A>A+ δI

)−1
A>

or its counterpart Eq. (R11), which are both approximations. The parameter δ determines
the degree of regularization. The eigenvalues of the inverse should be bounded from above
for stability reasons. In Fig. 4.2 the size of the largest eigenvalue λA+

1 of the pseudoinverse
A+ is plotted against the size of the smallest eigenvalue λAn of A for different δ, which
follow the equation λA+

1 = λAn/(δ + (λAn )2). Note that only real eigenvalues are considered.
For our applications we found a value of δ = 0.001 to be appropriate.
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Figure 4.2: Influence of the regularization parameter δ on the eigenvalues of
the approximated pseudoinverse.

In the update equations we also find the inverse of symmetric and positive definite matrices
such as LL>. Here we perform a simpler regularization, with(

LL>
)+

=
(
LL> + δI

)−1
. (4.40)

Since the eigenvalues of
(
LL>

)+ behave as 1/(λLL
>

+ δ), we use δ = 0.05 to bound their
size similarly to above.

4.2.2 Disarm the Non-Linearities

Let us now consider the non-linearities. The only non-linearity in the system is the hy-
perbolic tangent activation function g(z) = tanh(z) with its derivatives and inverses. The
exact formulas for the first two derivatives are

g′(z) = 1− g2(z) , (4.41)
g′′(z) = −2g(z)g′(z) , (4.42)

as illustrated in Fig. 4.3(a). We must regularize the first derivative since it is used in the
denominator (e. g. Eq. (4.30) with Eq. (4.27)). The second derivative will be regularized
for consistency reasons. The most obvious way to regularize the first derivative is to add
a small constant δ > 0, similar to the Tikhonov regularization, such as

g′δ(z) = 1 + δ − g2(z) . (4.43)

For our applications we will use δ = 0.02. The second derivative is automatically regular-
ized when g′δ is used instead of g′ in Eq. (4.42). See Fig. 4.3(b) for both functions.

Using middle value theorem: A more elaborate regularization of the activation func-
tion (Eq. (4.41)) uses the middle value theorem. For this we have to consider where the
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Figure 4.3: Derivatives of hyperbolic tangent with regularized versions. (a) ac-
tivation function g(z) = tanh(z) and its first two derivatives; (b) simple regularized version
of the derivatives with δ = 0.05 (chosen larger for visibility).

inverse of the derivative is used. It is used for the virtual inputs v, that are obtained by the
inversion of the linearized system using the Jacobian. Let us repeat the one-dimensional
case, see Eqs. (3.24, 3.31),

vt = L−1
t ξt+1 =

1

acg′(zt)
ξt+1 . (4.44)

Remember that ξ is the prediction error in sensor space and z is the membrane potential.
For simplicity we omit the time index and rewrite Eq. (4.44) with ζ = vc and η = 1

a
ξ (ζ is

now a quantity in terms of membrane potential and η is a quantity in motor space). The
resulting (linearized) relation is just

ζ =
1

g′(z)
η . (4.45)

This linearization is not appropriate in the regions of high curvature of the activation
function (g′′ in Fig. 4.3). To improve the inversion let us make use of the middle value
theorem, which says that if g is continuous and differentiable we can write

g(z) + η = g(z + ζ) = g(z) + ζg′(Z) (4.46)

for a particular Z ∈ [z, z + ζ]. Thus, ζ can be written as ζ = g′(Z)−1η. While with
the correct Z the linearization would be exact, let us first consider a crude but efficient
approximation using Z ≈ Z̃ = z+η. This can be done since the derivative of the hyperbolic
tangent is in the interval (0, 1] and hence Z̃ ∈ [z, z + ζ]. An illustration of the approach is
given in Fig. 4.4.
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Figure 4.4: Improved linearization of the activation function using middle value
theorem. We use z + η as a crude approximation for the correct middle value. Hence
g′(z + η) (dotted green) is used instead of g′(z).

In order to avoid a too small derivative we additionally restrict Z̃ to the interval [−3, 3].
For that let us introduce the clipping function

Υ[a,b](x) =


a x < a

b x > b

x otherwise
(4.47)

that confines the argument to the interval [a, b]. In the formulas where g′(z) was used we
now write g′(Υ[−3,3](Z̃)). Values outside the clipped interval are anyway far outside of the
working regime at z ± 0.77 (Section 3.7).

Using exact inverse: Instead of the approximation we can also perform an exact cal-
culation. Remember that we want to obtain ζ in the form

ζ = ĝ′(z, η)−1η , (4.48)

where ĝ′(z, η) = g′(Z) for the correct value of Z that satisfies Eq. (4.46). Using now
the inverse of the activation function (remember that g(z) = tanh(z)), namely the area
hyperbolic tangent, which is defined as

artanh(x) =
1

2
ln

(
1 + x

1− x
)

for |x| < 1 , (4.49)

we can calculate ζ directly as

ζ = artanh(g(z) + η)− z , (4.50)

see Eq. (4.46). However, this is only valid as long as g(z) + η ∈ (−1, 1), which we will
ensure using the clipping function (Eq. (4.47)). To obtain the correct ĝ′(z, η) for Eq. (4.48)
we can simply use the difference quotient and obtain

ĝ′(z, η) =
η

artanh(Υ[−0.999,0.999](g(z) + η))− z . (4.51)

All occurrences of g′(z) can be now substituted with ĝ′(z, η).
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4.2.3 Limiting Updates

Even after regularization the updates of the controller parameters can still be comparably
large. To avoid extreme changes in one iteration the updates are clipped to the interval
[−0.1, 0.1] componentwise. Using the clipping function (Eq. (4.47)) the parameters update
for e. g. C becomes

Ct+1 = Ct + Υ[−0.1,0.1](∆C) . (4.52)

This can safely be done because the clipping only happens in extreme cases. A large change
in parameters is nevertheless possible since a consistent change will act on several cycles.

4.2.4 Square Root and Logarithm of the Error

In order to limit the effect of extreme events and to make the algorithm more stable against
large prediction errors, we propose to use the square root or even the logarithm of the error
function. This can be simply implemented by applying a scalar factor to the normal update,
which we take to be 1

10
√
E

in the square root case and 1
100E

in the logarithmic case. The
empirically determined factors (1/10, 1/100) are used to achieve a similar learning rate as
in the case of the unmodified error for most applications.

4.3 Emergent Embodied Behavior –
The Rocking Stamper

After all the theoretical considerations let us turn to an example that demonstrates the
performance of the control system when applied to a physical body. What are the general
properties of the behavior we expect from the parameter dynamics described above? (cf.
Section 4.1.4 et seq.) One of the interesting phenomena observed is the active closing of
the sensorimotor loop such that the system is set in motion. Note again that we do not
specify a certain task nor provide domain-specific information. However, the generated
motion is not just random but comes about from the interplay between internal dynamics
and the interaction of the robot with its environment. Through the internal predictive
unit – the world model – the sensorimotor dynamics should settle into a continuous and
smooth trajectory.

In order to demonstrate this phenomenon we consider here a robotic system called Rock-
ing Stamper, consisting of a bowl-like object with a pole mounted on it that is driven by
two motors in orthogonal directions, see Section 2.2.3 for more details. The only sensors are
the two infrared sensors mounted at the front end of the trunk looking down and slightly
sideways. Their values x1 and x2 depend on the distance to the ground or to the wall in a
highly nonlinear way. This is because the infrared sensor characteristics is not linear. Also,
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Figure 4.5: Behavior of the Rocking Stamper, from low initialization, rep-
resented by sensor readings and controller parameters. (a) Sensor values from
left (x1) and right (x2) infrared sensor. One can see clearly how the controller becomes
sensitive. (b) Controller parameter values C over time. The sensitization is seen in the
increase of |Cij |. The controller matrix is adapted to map the difference of both sensors
to servo 1 (y1) and the sum of both sensors to servo 2 (y2). The bias terms hi adapt such
as to compensate for the positive average of the sensor values.

the robots trunk tilts such that their angle to the ground varies. The controller outputs
(y) are the nominal positions of the servo motors which determine the angles of the pole
relative to the trunk.

After initialization, we at first have subcritical values for the feed-back strength of the
sensorimotor loop so that the influence of the noise is damped and we observe only small
fluctuations of the pole position. The learning dynamics increases the values of the con-
troller parameters C and therefore the pole movements become stronger. Eventually the
bifurcation point (Fig. 3.6) is reached and an (irregular) oscillatory motion sets in. In
Fig. 4.5 the behavior, reflected by the sensor readings, and the parameter adaptation is
displayed.

These experiments are interesting in that, despite the extremely nonlinear and nondeter-
ministic behavior of the mechanical system, the controller learns to produce a motion which
probes the possibilities of its body in a more or less controlled manner. In Fig. 4.6 the
behavior in a later stage of the experiment is shown.

We observed a rocking (oscillatory) as well as a walking like behavior, the latter being
caused by a rotational mode of the pole with suitable phase shift. The emergence of these
modes is a direct consequence of the sensitization paradigm. In fact, it is in these modes
that the controller – based on the current sensor values – can evoke the maximum change
in the sensor values over the time step. The modes preferred by the physical systems,
e. g. oscillations at the eigenfrequencies, are excited for two reasons. First, the physical
system stabilizes against perturbations so that a better prediction is possible and second
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Figure 4.6: Environment sensitive behavior of the Rocking Stamper. (a) Sen-
sor values from left and right infrared sensor over time; (b) Parameter values over time.
Until second 64 we observed rocking (oscillatory) motion with a short break around second
48. Then the robot was manually set into a corner. The infrared sensors measure much
shorter distances since they see the walls instead of the ground. At second 88 the robot
was pulled back into free space. After each change of the environment the robot was calm
for a while (low sensor fluctuation) and probed the new environment, however, after a
short time the robot rocked again.
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these modes comply with the requirement of high activity. We are tempted to say that
the controller develops a “feeling” for the body. In order to demonstrate the environment
related nature of the emerging behaviors we put the performing robot into a corner where
the infrared sensors measure the distance to the wall, which is much shorter and also has
a different characteristics, cf. Fig. 2.9 (p. 23). As a consequence the robot became calm
for a short time. Then the parameters adjusted to the new situation, so that again an
oscillatory behavior sets in, see Fig. 4.6. The same readaptation scenario occurred when
the robot was manually moved away from the corner.

In another experiment we showed that the robot always remains sensitive to its sensors,
which can be seen in [Video 1], where the infrared sensor values are changed by the hand
of the operator and an immediate reaction is observed. In [Video 2], we demonstrated
the quick adaptation to new situations by disabling a sensor or changing the sensor setup
during the experiment. In both cases the robot finds back to an active rocking behavior
after a short time. A nice sequence of locomotive behavior can be seen in the [Video 3].
The results presented in this section have been published in [43].

4.4 Sweeping Through the Behavior Space

In this section we want to investigate the explorative character of the homeokinetic con-
troller. For this we consider two different robots and study their behavior over time. Before
we look at the experiments we want to make a theoretical prediction by considering the
error function E = ξ>

(
LL>

)−1
ξ again. Now the interesting part is the positive definite

matrix LL>. When we consider L ∈ SO(n) (special orthogonal group) which means that
L> = L−1 and detL = 1, we find that LL> = I. The set of rotation matrices are also
element of SO(n) so that LL> is invariant to the rotation angle. A rotation matrix for L
causes a oscillation in the state space (sensor values) and the rotation angle decides about
the frequency of the oscillations. So in theory the oscillation frequency is not influenced
by the learning dynamics. This is not entirely true since L is not a perfect rotation matrix
because of non-linearities in the system. Additionally we have the dynamics of the bias h
to interfere, so that by way of the non-linearity the gradient descent can change the rota-
tion angle and very interesting phenomena arise. First we will consider a cylindrical robot
with two degrees of freedom. The robot exhibits a consequent frequency sweeping effect,
meaning that it accelerates and decelerates its rolling motion in a systematic manner. This
effect was first discovered by Naglaa Hamed [60] in a simplified toy world and verified by
the following experiment, published in [90]. Afterwards, we will consider the Spherical
robot with a ball-shaped body and three degrees of freedom. There we observe a change
of rotation axes over time. Within the behavioral mode of rotating around one axis we
observe a frequency sweep, but less pronounced than in the case of the Barrel robot.
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Figure 4.7: Barrel robot. (a) Schematic view of the robot; (b) Screenshot from a
simulation.

4.4.1 Application to the Barrel robot

Let us consider first the Barrel robot as depicted in Fig. 4.7. This robot has a cylin-
drically shaped body and two internal masses that can be moved along orthogonal axes.
The induced change of the center of gravity causes the robot to move. A more detailed
description of the robot is given in Section 2.2.4. The Barrel is a (simulated) physi-
cal object with strong inertia effects so that it is difficult, for instance, to drive it with
a pattern generator emitting a fixed frequency. In this case the Barrel will, for most
stimulation frequencies, exhibit a rather inhomogeneous behavior. However, if connected
to the homeokinetic controller with both the C and A matrix initialized to a unit matrix,
the parameter dynamics will, after a short time, excite a rolling mode with the velocity
systematically increasing up to a maximum value. After this the velocity decreases to zero
and increases again with inverted sign, cf. [Video 4].

In Fig. 4.8 one can see a part of the state and parameter dynamics of the system for
such a cycle. To improve stability we used the square root of the error as described in
Section 4.2.4. Note that the velocity of the robot can be directly read from the oscillations
of the sensor value x1, where high frequencies correspond to high velocities. The direction,
however, depends on the phase relation between x1 and x2 (not shown). We can analyze
the matrix R during the course of time. The diagonal elements are R11 ≈ R22, whereas
R12 ≈ −R21. This means that R has essentially the structure of a rotation matrix with a
scaling factor

R = u

(
cos(θ) − sin(θ)
sin(θ) cos(θ)

)
, (4.53)

with different rotation angles θ (see Fig. 4.8). The same holds for A and C. In the
experiment, the matrix R runs through the entire range of rotation angles θ and hence
through the accessible velocities of the robot. The described sweeping behavior repeats
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Figure 4.8: Behavior and parameter evolution for the Barrel robot in the
time interval 100 to 210 sec. The region up to time 160 covers the period where
the robot actively slows down and then inverts its velocity and rolling backwards with
increasing speed. After that the speed eventually decreased again and so on. (a) sensor
value x1(t) and bias term h1(t) (for clarity only up to time 160); (b), (c) elements of
model matrix A and controller matrix C respectively; (d) Elements of matrix R = CA
and rotation angle θ. Parameters: εC = εA = 0.05,

√
E, update rate 25Hz.
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Figure 4.9: Eigenvalues of the controller matrix R = CA during the entire
simulation run of the Barrel. The time is measured in seconds. The dashed vertical
lines mark the interval used in Fig. 4.8. Several periods of increasing and decreasing
oscillation frequency are observed.

more or less periodically as reflected by the eigenvalues of R depicted in Fig. 4.9. What do
the eigenvalues λRi tell us? They tell us in general how the system, i. e. the state, will evolve
in a qualitative manner. If they are outside of the unit circle (|λRi | > 1) then the system
is unstable, otherwise the system is stable. However, we have to keep in mind that if we
consider R alone then we neglect the non-linearities which constrain the expansion. The
complex components of the eigenvalues found here indicate that the state of the system
performs an oscillation, which was expected from the form of R and is seen in Fig. 4.8(a).
The larger the complex components the larger the oscillation frequency. The complex parts
of the eigenvalues occur pairwise conjugated. At the zero-crossings of the complex parts
the robot is changing direction of motion. Note that the eigenvalues are ordered according
to their size, such that they swap roles at the zero-crossings.

One can understand the behavior of the robot partially by considering the term LL> in
the error function Eq. (4.12). When neglecting the non-linearities this becomes RR>. If
R is a matrix of the SO(n) (special orthogonal) group, then RR> = I (unit matrix) which
is invariant against changes in the structure of R. In our case we find that R is a scaled
rotation matrix (Eq. (4.53)) so that we obtain RR> = u2I independent of θ. The scaling
is required to compensate for the non-linearities. This, however, brings effects like phase
locking which are shortly discussed in Section 4.7.2. It is important to note that the
systematic sweeping is a consequence of the interplay between the state dynamics and the
learning dynamics, especially of the threshold values hi cf. [60] for further details.

4.4.2 Application to the Spherical Robot

Let us now consider the Spherical robot on a flat surface. The Spherical robot is a
ball shaped robot equipped with three internal masses whose positions are controlled by
motors, see Section 2.2.5 for a detailed description. In this setup, the orientation sensors of
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Figure 4.10: Eigenvalues of the controller matrices during a simulation of the
Spherical robot on a flat surface. (a) Eigenvalues of the controller matrix C;
(b) Eigenvalues of the matrix R = CA. The time is measured in seconds.
Parameters: εC = εA = 0.3,

√
E, update rate 100Hz.

the axes are used, providing three sensor values for each time step. The sensor prediction
causes high error values so that we use the square root of the error (Section 4.2.4) to
avoid divergence. For a wide range of learning rates the robot will basically perform a
continuous rolling motion. The rotation axis and the velocity of the robot are varied over
the course of time. However, the velocity does not change in the way it was observed at
the Barrel robot. Instead, the system changes the effective subspace of rotation, see also
the eigenvalues of the controller matrix C and of the matrix R in Fig. 4.10.

If the Spherical robot rolls around one of its internal axes, then the sensor value for this
axis has a little amplitude. Through the gyro effects, the position of the massive weight
on the rotation axis has little influence on the belonging sensor value (axis orientation).
Instead it will result in a curved movement. Since the reaction of the system to actions
(mass movements) along this axis is low, the sensitivity increasing mechanism will increase
synaptic weights to this motor neuron and will therefore lead to stronger actions along this
axis. This will eventually lead to a change in the rotation axis, as illustrated in Fig. 4.11
and demonstrated in [Video 5]. As an indicating quantity we use the envelope of the sensor
values, see Fig. 4.11(a), which is the maximum sensor value reached in a certain sliding
window. Thus, they reflect the amplitude of the sensor value oscillations, which is in turn
low for a rotation around the respective axis. In the experiment the amplitude varies and
there are periods of low amplitude for each sensor, reflecting the changes in rotation axis.
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Figure 4.11: Behavior of the Spherical robot on flat surface. (a) Positive
envelop of the sensor values; (b) Velocity of the robot (smoothed); (c) Time evolution of
the power spectrum (spectral density) of the first sensor value (window size 20 sec, overlap
18 sec). The time is given in seconds. The averaging for (a,b) was performed using a
sliding window of 5 sec.

In a second experiment, the robot uses six infrared-sensors which are mounted at the surface
of the hull at the intersection points with the internal axes. They point perpendicular to
the surface of the hull and measure the distance to a wall or to the ground, cf. Section 2.2.5.
In this setup we also use a slower update rate without the square root regularization and
obtain a qualitatively different behavior. The update dynamics also reaches high-frequency
regimes not visited otherwise. The reason is that the rate of change of the controller is
proportional to the prediction error. For large errors the controller changes so quickly that
the adaptive model cannot follow and thus new regimes are visited. However, after some
time these modes are left again. The behavior of the robot is illustrated in Fig. 4.12. To
get an idea about the excited oscillations, Fig. 4.12(a) shows a power spectrum1 of the
sensor values over time. High frequency corresponds to high velocity. We can also observe
a breakdown in the eigenvalues when very high frequencies are reached and subsequent
recovery after some time. This phenomena will be the subject of discussion in the next
sections.

1The term ‘power spectrum’ is often used for the ‘power spectral density’, which is the square of the
Fourier transformed signal.
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Figure 4.12: Behavior of the Spherical robot with IR-sensors. (a) Time evo-
lution of the power spectrum of the first sensor value (window size 20 sec, overlap 18 sec).
One can see that a broad range of different frequencies (oscillations) are visited; (b) Eigen-
values of the matrix R. The time is given in seconds.
Parameters: εC = εA = 0.01, update rate 25Hz.

4.5 Cognitive Deprivation and Informative Actions

In this section we want to focus in particular on the consequences of the simultaneous
learning of the controller and the internal world model. In an engineering approach, the
world model would be trained by trying random actions. However, in high dimensional
systems such as complex robots or even humans it cannot be purely random, because of
the curse of dimensionality well known from statistical learning theory. It was realized to
be a serious problem in learning sensorimotor tasks already by Bernstein [19]. Moreover,
usually it is not even necessary to try all actions, but just those that contribute most to
the information gain of the model. In artificial intelligence these kinds of actions are called
epistemic actions, but the usage of the word is controversial such that we use the term
informative actions here. Our approach aims at the realization of self-exploration with
emergent informative actions instead of motor babbling.

The simultaneous learning of both, the controller and the model, faces among others the
so-called cognitive bootstrapping problem or learning paradox [18, 53, 152, 168]. Starting
at a “do nothing” and “know nothing” initialization of the controller and the world model
respectively, the robot does not have any information about the structure and dynamics of
its body, so that the world model has to learn this from scratch. However, in order to learn
effectively, the controls have to be informative so that the world model is provided with
the sensorimotor patterns necessary for its improvement. On the other hand, these actions
require a certain knowledge of the reactions of the body – information is acquired best by
informative actions. This bootstrapping situation in principle reappears on all stages of
the developmental process. We focus here, as before, on the low-level feedback loops to
achieve self-exploration of the physical properties of the body.
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4.5.1 Model Learning – Problems and Challenges

Internal models are one of the prerequisites for a robot to become a cognitive system. In
the case of the human motor system, the role of internal models has been particularly
emphasized by the work of Wolpert [177, 178]. In the present work we are concerned with
forward models as given by Eq. (4.19), which are learnt in a supervised way on training
samples of the sensorimotor patterns (xt+1, yt). Remember that the training patterns are
obtained from the interaction, such that no external supervisor is required. However, in
order to learn the relevant information about the world, the training instances must be
guaranteed to sufficiently sample not only the sensor space, but also the action space. In
practice it is complicated to ensure this sampling property. In case of on-line learning there
is always only a part of the state action space covered in a restricted interval of time. This
fact is widely recognized. We will demonstrate a possible solution to the bootstrapping
problem using the homeokinetic controller.

4.5.2 Deprivation Effect

Let us first look at how the world model is effected if the controller elicits limited actions.
For that we consider a controller restriction, which makes the actions exclude a certain
subspace. We will see that the world model gets a limited scope of accuracy and undergoes
therewith a process which we call cognitive deprivation. The term “cognitive” is used
because the world model reflects a cognitive ability of the robot, namely to perceive and
represent the reaction of the world in the current situation.

We consider for now only square matrices for A and C (Eqs. (4.19, 4.18)) and neglect the
bias terms h and b. Thus, the world model is given by

x̂t+1 = Ayt . (4.54)

Let us assume that the controller matrix Crestr has eigenvalues λ1 ≥ λ2 ≥ · · · ≥ λn with
corresponding normalized eigenvectors ui, |ui| = 1. We formulate the restriction of the
controller by assuming λn = δ � 1, which implies |Crestrun| = δ. The controller reads

y = tanh
(
Crestrxt

)
. (4.55)

The restriction implies that y has only small components in the direction of un, because
tanh(z) ≈ z, for z � 1. Note that we do not assume a particular dynamics here, but we
expect the sensor value x to be bounded, e. g. to (−1, 1).

First, we want to prove that the world model will also have this restriction after a certain
time of learning, meaning limt→∞ |Atun| � 1. The prediction error is again

ξt = xt+1 − x̂t+1 . (4.56)
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The world model is trained using standard gradient descent on the prediction error ξ>t ξt,
cf. Section 4.1.4. The update of A, see Eq. (4.21), is

∆At = −εA∂ξ
>
t ξt
∂At

− 1

τ
At = εAξty

> − 1

τ
At , (4.57)

with εA < 1. Note that ∆At = At+1 − At, thus we can unfold the iteration and find for
At+1

At+1 = Atσ + εAξty
>
t σ = 1− 1

τ
, (4.58)

At+1 = A0σ
t + εAξ1y

>
0 σ

t−1 + εAξ2y
>
1 σ

t−2 + · · ·+ εAξty
>
t−1 , (4.59)

where τ � 1 is a decay time constant. Let us now consider the projection of the world
model matrix onto the restricted direction, namely Aun. Using Eq. (4.59) we can write

Atun ≈ A0unσ
t−1 + εA

t∑
i=1

ξiy
>
t unσ

t−i , (4.60)

where we see that for large times the initial condition vanished:

lim
t−>∞

Atun ≈ A0unσ
t−1︸ ︷︷ ︸

0

+εA

t∑
i=1

ξiy
>
t unσ

t−i . (4.61)

Remember that the learning dynamics keeps the system away from the strongly nonlinear
regions, so that we can consider the linearized version yt = Crestrxt and find that y>t un ≈ δ
for any time t. Using that y>t un is a scalar number we can write the size of the projection
|Atun| in the limit as

lim
t−>∞

|Atun| ≈ εA

∣∣∣∣∣
t∑
i=1

ξiδσ
t−i

∣∣∣∣∣ . (4.62)

Let us now considering the upper bound of |Atun|. If we now assume that |ξi| < 1 (which
is reasonable), then we can use for the upper bound |ξi| = 1. Using the triangle inequality
we find

lim
t−>∞

|Atun| < εAδ
1

1− σ = εAδτ . (4.63)

From Eq. (4.63) we see that the restriction is transferred to the model matrix A if δ � 1
τ
.

In the upper calculation we made no assumptions about the concise dynamics of the sensor
values. Therewith we did not use that the modeling error ξ is usually dependent on C. To
get an impression of the real dynamics, the results of simulations with different robots are
displayed in Fig. 4.13. The size of the projection |Aun| approaches zero in an exponential
fashion. In all our numerical simulations of restricted systems we found that in the deprived
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Figure 4.13: Restriction of the world model matrix when a robot is driven
by a restricted controller plotted in logarithmic scale. Robots: TwoWheeled –
2Degrees of Freedom (DoF), Short Circuit – 10DoF, Snake – 16 segments with 15DoF.
For details on the robots, see Section 2.2. The eigenvector in the nullspace of the controller
matrix C is denoted by un and the eigenvector belonging to the largest eigenvalue of C is u1.
There is a clear exponential decay for |Aun| expressing the deprivation of the world model,
except in the case the controller is not restricted (learned normally) (dotted blue). The
projections on the largest eigenvalue is not effected by the deprivation (dashed-dotted
cyan). Parameters: τ = 5000, δ = λn = 0.0001, εA = 0.01.

situation the eigenvector of the smallest eigenvalue of A is identical to un. In other words
the kernel of the controller matrix C and of the world model A are identical. However, an
analytical proof seems so far impossible.

We have proven that in our setup a controller restriction leads to a deprivation of the world
model. More verbosely, if not all dimensions of the action space are covered from time to
time, then the world model will become inaccurate for the unvisited subspaces.

4.5.3 The Gradient Flow of the Parameters and Bootstrapping

We have demonstrated that, if the controller and therewith the actions y are restricted in
the sense that a certain subspace is excluded, the model will degenerate in that subspace
as well. This has the effect that the model might be completely wrong in this subspace.
The challenge for the controller is to find out this deprivation of the world model and to
issue motor commands which provide the world model with the sensor-action pairs (x, y)
necessary for learning the subspace neglected so far.

This is exactly what happens in our approach for the learning of the controller. It is
immediately seen when considering the gradient flow of the parameters. Remember that
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the adaptation of the controller parameters is realized by the gradient descent of the error
function E = ξ>(LL>)−1ξ, i. e.

∆C = −εC ∂

∂C
E . (4.64)

The resulting dynamics of the parameters can, at a formal level, be argued to produce the
desired properties of the system. In fact, since LL> is symmetric we may decompose it as

LL> =
n∑
i=1

λ2
iPi ,

where Pi = uiu
>
i is the projector on the space of the eigenvector ui with λi being the

corresponding eigenvalue. Then
(
LL>

)−1
=
∑n

i=1
1
λ2
i
Pi and

E =
∑
i

1

λ2
i

ξ̃>i ξ̃i , (4.65)

with ξ̃i = u>i ξ is the projection of the model error into the subspace spanned by ui. Both
λi and Pi depend on the parameters C of the controller in an intricate way. This expression
is only valid if the n× n matrix Q = LL> is of full rank, such that none of the λi is equal
to zero. However, if we start with an L not of full rank, the parameter dynamics will drive
Q away from impending singularities due to the divergence of E for any λi → 0.

In more detail, writing Eq. (4.64) using Eq. (4.65) we get

ε−1
A ∆C =

n∑
i=1

(
ξ̃>i ξ̃i
λi

∂λi
∂C
− ξ̃>i

∂ξ̃i
∂C

)
λ−2
i (4.66)

and we see that the gradient flow is driven by two objectives. The first term in the sum
obviously tends to increase each of the eigenvalues λi and hence increases the instability
in the corresponding subspace. The interesting point is in the pre-factor |ξ̃i|2/λi, which
implies that the update is strong where λi is small (high stability) and |ξ̃i|2 is large (high
modeling error component in this subspace). This can be interpreted as the tendency of
the parameter dynamics to produce in all directions the same degree of instability, with
subspaces of higher modeling error being destabilized even more strongly. Exploration
corresponds to a higher rate of noise amplification, such that one may say that subspaces,
which are less well represented by the model, are explored more intensively.

The second term in sum of Eq. (4.66) essentially counteracts the overshooting destabiliza-
tion of large error subspaces caused by the first term. The error components ξ̃i not only
depend on the quality of the model, but depend also in an essential way on the behavior
of the robot. Hence, both the ξ̃i and eigenvalues λi change with changing parameters.
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For the restricted direction the factor of the first term of Eq. (4.66) is equal to |ξ̃n|2λ−3
n .

Because there is some noise in the world |ξ̃n| is non-zero, so that we essentially have

∆Crestr ∼ 1

λ3
n

∂λn
∂Crestr . (4.67)

This implies that Crestr will be changed such that λn increases drastically as long as the
model is wrong. This in turn gives rise to actions along un (y>un � 0) and training
examples for the world model are provided.

We may interpret this by saying that the controller tries more and more actions which
force the model to learn also the behavior in the unexplored subspace. Thus, these actions
are informative, because they feed the model with the necessary input-output pairs for
complete learning. The process is started by some fluctuation in the output of the controller
which may be called motor babbling. The exploration of the deprived subspace will start
with small actions and if the physical system is not restricted in the direction of the action
then the prediction errors will raise and larger explorative steps will be taken. If, however,
the controlled system is indeed restricted then the prediction errors will stay low and the
explorative actions will stay small. In this way physical restrictions are tolerated.

4.5.4 Application to the TwoWheeled Robot

We are now going to evaluate the theory by controlling a robot. First, with a restricted
controller, such that motor commands within a subspace of the actuator space are gener-
ated. Then we activate the learning to observe the informative actions. For the experiment
we used the TwoWheeled robot with two sensors and two motors as described in Sec-
tion 2.2.1. The restricted controller is given by

C = Crestr = 1.1p>p+ δ I with p =
1√
2

(
1

1

)
(4.68)

and δ = 0.001. The regularization with δ I is used to avoid a singularity of L, cf. Sec-
tion 4.1.7. C is a projector into the space spanned by p, hence both wheels receive the
same input and the robot will perform only straight forward and backward motion. The
factor 1.1 was used to compensate for the non-linearities introduced by the activation
function g. The controller is at the beginning of the experiment not subject to the learn-
ing dynamics, i. e. εC = 0. Thus, the bias h was modulated with a sine, so that the robot
drives straight forward and backward. As expected, we observe a degeneration of the world
model, see Fig. 4.14, which more or less converged to a singularity. Then the learning of the
controller was activated by setting εC = 0.01 and the activity in motor values goes down
for a short time, because the sine-modulation of the bias is absent and thus the feedback
strength is subcritical. A quick recovery of the parameters is observed and the robot starts
to move again. It is important to note that now the controller issues motor commands
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which are mainly in the orthogonal subspace, meaning rotational. This is seen at the op-
posite sign of the two motor values y1 and y2, see Fig. 4.14(c). This exploration continues
for about 40 sec until the world model is converged to the true relationship and therewith
both straight and rotational modes occur with about equal probability. The behavior and
the parameter dynamics is displayed in Fig. 4.14 and can be seen in [Video 6].

4.5.5 Spherical Robot in a Basin

Let us now consider a more complicated robot, namely the Spherical robot as introduced
in Section 2.2.5. The sensor values of the robot are the projections of the unit vectors in
the body coordinate system onto the z-axis of the world coordinate system. The motor
commands are the nominal position of the mass points on the inner axes. An interesting
effect is produced if we put the Spherical robot into a circular basin as depicted in
Fig. 4.15. After an initial period the robot starts to roll back and forth in the basin. The
robot then performs rolling motions along a fixed height of the basin. The rolling motions
are well predictable by the model, since the sensor and motor values perform a harmonic
oscillation. If the robot is rolling at a fixed height then the dynamics remains constant,
such that these behaviors do not cause large prediction errors. As a consequence we find
that these modes are particularly stable and performed for a long time. In these periods
we observe a deprivation of the world model. In Fig. 4.16, the behavior of the robot is
characterized using the power spectrum of the sensor values and the smallest eigenvalue
of the world model. The initial phase is of the same nature as on the flat surface, i. e.
from time 0 – 80 one can see self-explorational modes, where different frequencies are
probed. Then a stable rotational mode emerged (time 80 – 110 and 140 – 170), which is
the circulation in the basin at a constant height, exhibited over many laps. The circulation
mode is seen in the power spectrum at the low frequency excitation. The high frequency
excitations are the movements of the axes of the robot due to the rolling and precession
motion. One can see that the value of the smallest eigenvalue λA3 of A decreases while the
robot stays in one mode of behavior, cf. Fig. 4.16(a). The smallest eigenvalue is a measure
for the degeneracy of the world model, which deprives due to the restriction to a specific
mode of behavior. At time 115 the world model matrix is close to a singularity and the
bootstrapping of new actions sets in. This explorational period effectively explores the
orthogonal subspace such that the smallest eigenvalue of A is seen to increase rapidly. The
same starts again at time 140 and so forth.

In summary, the behavior of the Spherical robot in the basin shows that the cognitive
deprivation effect can occur in a behaving robot without additional restrictions. We find
that the homeokinetic controller generates informative actions to improve the quality of
the world model.



80 4. Homeokinesis: Multidimensional, Properties and Extensions

-0.2
0

0.2
0.4
0.6
0.8
1

1.2

0 50 100 150 200

(a)

(b)

(c)

0
0.2
0.4
0.6
0.8
1

1.2

(a)

(b)

(c)

-1.5
-1

-0.5
0

0.5
1

1.5

100 110 120 130 140 150 160 170
time [sec]

(a)

(b)

(c)

A11

A12

A21

A22

λA2

C11

C12

C21

C22

λC2

y1 y2 y1 − y2

Figure 4.14: Cognitive deprivation and recovery in the case of a TwoWheeled
robot. The first 103 sec the robot was controlled by a restricted controller Eq. (4.68) with
sine modulated h (oscillating forward/backward). After that the learning of the controller
was activated, marked with a dashed line. (a) Model matrix A and its smallest eigenvalue
λA2 for the full time span. A degenerates until the controller is activated and stays more
or less a unit matrix after that; (b) Controller Matrix C with smallest eigenvalue λC2 ;
(c) Motor commands for left and right wheel y0, y1, and the steering value y0 − y1. One
can clearly see that the robot performs rotational actions after the activation of learning.
Parameters: εc, εa = 0.01,

√
E, update rate 100Hz.
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Figure 4.15: Spherical robot in a circular basin.
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Figure 4.16: Behavior of the Spherical robot in a basin. Note that the time
axes are from bottom to top. (a): Time evolution of λA3 , the smallest eigenvalue of the
model matrix A; (b-d): Time evolution of the power spectrum of the three sensor values
over time. Each row is the power spectrum of a certain time window. Consequent rows
are overlapping. Darker pixels stand for more energy. High frequency means here high
velocity of the robot. Parameters: εC = εA = 0.1, update rate 50Hz.
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Figure 4.17: Planar Snake robot with 16 segments and 15 degrees of freedom.
In this experiment it is fixated at the first segment with a joint (white ring) and has no
friction with the ground.

4.5.6 Application to the Planar Snake Robot

Let us now consider the planar Snake robot as depicted in Fig. 4.17 with 16 segments
and 15 degrees of freedom. A more detailed description of the hardware can be found
in Section 2.2.7. We assume again an artificial controller restriction and investigate the
bootstrapping after the release of the restriction in this high-dimensional case. We provide
here a more general way to restrict the controller (compared to Section 4.5.4). We define
the direction of restriction by the vector p ∈ R15, with |p| = 1, where P = pp> is the
projection matrix into the subspace to be avoided. The restriction of the controller is
achieved by

Ct = (I− P )(Ct−1 + ∆C)(I− P )> and ht = (I− P )(ht−1 + ∆h) . (4.69)

Essentially the restriction is enforced after the parameter update each time step. Hence,
the adaptation of parameters C and h is still performed, but the components corresponding
to the p-space are projected away. In this example we use pi = 1√

15
(−1)i which corresponds

to a zigzag posture of the robot. In Fig. 4.18 the evolution of |C p| and |Ap| are displayed,
which are the lengths of the projections of C and A into the space of P . After 120 sec
the restriction of the controller was switched on by constantly applying Eq. (4.69). One
can see an exponential decay of the world model in the direction of p. At second 360 the
restriction was released again and the controller matrix C almost instantaneously recovers
(shows a large projection |Cp| into the deprived space). The effectiveness of thereafter
elicited actions is shown by the rapid increase of the projections of the model matrix A.
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Figure 4.18: Cognitive deprivation and bootstrapping with the Snake robot. p
is a vector pointing in the deprived direction. After 120 sec the restriction of the controller
was switched on and at second 360 the restriction was released again.
Parameters: εC = εA = 0.01,

√
E, update rate 100Hz.

4.5.7 Summary

If internal models shall be learned in high dimensional systems then one faces the curse
of dimensionality. The random sampling of actions is not very promising in such a setup.
Additionally, in the closed-loop setup with simultaneous learning of world model and con-
troller it is well possible that substantial subspaces in the sensor-action space are not
visited. We have shown analytically that a restricted controller leads to a deprived world
model. However, we found that the homeokinetic approach provides a natural solution
for this problem. The controller generates explicitly motor commands that are directed
into the unknown regions of the sensor-action space. This has been clearly demonstrated
in several experiments, where a restriction was manually added, even in high-dimensional
systems with 15 DOF. In all cases the system recovered and ensured correct world model
learning. In an experiment with the Spherical robot in a basin, where long-lasting stable
behaviors are observed, we could show that the deprivation and recovery actually happens
under normal conditions. We understand this as early robot development, i. e. the first
step of a self-organized development towards ever-increasing behavioral competencies and
understanding of the behavior of the body in its environment. We published the results
in [45].

4.6 Low-Dimensional Modes

In this section we report on some phenomenological findings in high-dimensional systems
with large inertia. Using, for instance, the Snake robot as in Section 4.5.6, we observe
that after some time the robot shows only a few, but highly coordinated behaviors. For
example, the robot is shaped like a crescent and moves such that the curvature alternates.
The behavior requires all joints to behave in a similar manner – in a collective way. More
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Figure 4.19: Eigenvalues of the covariance matrix of the Snake’s sensor values.
These are the variances along all 15 principal components of the sensor data of 5 minute
sliding windows. From 30min on the number of effective principal components decreases,
so that later only one to three principal components are sufficient to describe most of the
data. Parameters: εC = εA = 0.01,

√
E, update rate 100Hz.

insights into the behavior, especially into the dimensionality, can be obtained with the
help of the principal components analysis (PCA) of the sensor values. The sensor values
measure the joint angles, such that they are a description of the body posture. The
PCA is a method to transform the coordinate system of a given dataset such that the
first coordinate accounts for as much variance as possible and each succeeding component
accounts for as much of the remaining variance as possible. The transformation can be
obtained with the covariance matrix of the data. The eigenvalues of this matrix describe
the variance of the data along the belonging principal component which is given by the
belonging eigenvector. There are basically two quantities that we can extract from this.
First we obtain the number of principal components that are required to describe most of
the behavior in a certain time window. This is done by determining how many eigenvalues
are well above zero. The second quantity we can derive from the PCA are the principal
components in terms of sensor-value vectors, which are given by the eigenvectors of the
covariance matrix.

We conducted an experiment with the planar Snake robot with 16 segments (cf. Sec-
tion 2.2.7) that last over 2 hours simulated time. For the data obtained from the experi-
ment we find that after some time very few principal components are active, see Fig. 4.19.
This verifies the low-dimensional character of the observed behavior. We know that the
sensor values lie in the space spanned by the eigenvectors with non-zero corresponding
eigenvalues. This also means that when only one principal component is active (only one
eigenvalue is non-zero), the sensor value vectors point in the direction of this principal
component (eigenvector). Figure 4.20 shows the eigenvalues of the covariance matrix
(as in Fig. 4.19) but here in a normalized way together with the eigenvectors of the two
largest eigenvalues for successive windows of 1 minute. In the first 30min a large num-
ber of principal components are used, represented by the high values in the corresponding
columns in Fig. 4.20(a). Later only one or two main principal components dominate. Fig-
ures 4.20(b),(c) display these two principal components scaled by their relative variance.
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Figure 4.20: Principal components of the Snake’s sensor values over time. The
time is given in minutes. The covariance matrices have been computed on the sensor data
from one minute each. (a) Each column shows the normalized vector of eigenvalues of the
covariance matrix which is the variance along the principal components of 15 dimensional
sensor values during one minute. ~λCov(x)/|~λCov(x)|; (b) Each column shows the eigenvector
u1 corresponding to the largest eigenvalue λCov(x)

1 (first row of (a)). The vector is scaled
with the value of eigenvalue, meaning uCov(x)

1 λ
Cov(x)
1 /|~λCov(x)|. Alternative interpretation:

first principal component in sensor space scaled with the relative variance along this com-
ponent. (c) The second eigenvector scaled with the corresponding normalized eigenvalue
(second row in (a)); (d) Enlarged two columns of (b) at min 95 (A) and 100 (B).
After minute 36 a drastic change in the distribution of variances (a) occurs and only one
or two principal components dominate. Later two principal components are alternately
active, marked with A and B. These correspond to the eigenfunctions of the underlying
physical system, meaning a half waveform or full waveform, see also Fig. 4.21.

A A A B

Figure 4.21: Main modes of the Snake robot The labels A and B correspond to
the two principal components plotted in Fig. 4.20
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Figure 4.22: The eigenvalues of the controller and world model for the first
45min. The time is given in minutes and the curves show sliding averages of one minute
intervals. (a-c) Eigenvalues of controller matrix C; (d-f) Eigenvalues of world model
matrix A; (a,d) Absolute values; (b,e) Real components; (c,f) Imaginary components,
(f) only shows a subset for clarity.
The crucial point is at minute 29, when the largest eigenvalue of C flips its sign (b).
There are also two eigenvalues with large imaginary components, which correspond to a
fast oscillation. At the same time the matrix A starts to degenerate, because the body
cannot follow such high frequencies.

The vectors are preprocessed to have a positive sign in the first few components2, in order
to increase clarity. It is striking that after 50min the first and the second principal com-
ponent have essentially one of two forms, marked at minute 95 and 100, as displayed in
Fig. 4.20(d). Theses modes correspond to a half or a full period of a wave form in terms
of sensor values, meaning that the Snake is either shaped like a crescent or an ‘S’ with
different curvature and sign, see Fig. 4.21. This corresponds to the natural modes of the
physical system which we call “Eigensnakes”, cf. [Video 7].

The reader may wonder, because the reduction to a few low-dimensional modes is a contra-
diction to the previously discussed bootstrapping phenomenon. Remember that we found
that all eigenvalues of the system’s Jacobian matrix are kept away from zero, such that
high-dimensional modes should occur. To understand this phenomenon, let us have a
look at the underlying dynamics in more detail. As a quantitative measure we plot the
eigenvalues of the controller matrix C and the world model matrix A for the first 45min in

2The eigenvector is multiplied with −1 if the sum of the first 4 components is negative.
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Figure 4.23: The eigenvalues of the linearized system matrix R. The time is given
in minutes and the curves show sliding averages of 5min intervals. (a) Absolute values;
(b) Real components; (c) Imaginary components, for clarity only a subset is plotted.
(d) Value of the error function E.
The eigenvalues of R start to decrease after minute 35 and the error increases rapidly.
However, the imaginary parts of the eigenvalues are much lower than those of C and A,
see Fig. 4.22.
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Fig. 4.22. During the first 25min we observe a variety of behaviors and all eigenvalues are
close to one. Then a period of high frequency oscillations follows, which is also reflected by
the raising of the imaginary part of C, Fig. 4.22(c). During this time the value of the TLE
raises to a large value. The step width of the gradient descent becomes too large so that
large updates occur. After 30min the largest eigenvalues of C actually gets a negative sign
on the real component. The physical body is not capable of following such high frequency
oscillations because of strong inertial effects. This causes the smaller eigenvalues of the
world model to drop to zero, Fig. 4.22(d). Now, the dynamics follows this pattern and
more and more eigenvalues get significant nonzero imaginary values and the world model
degenerates in many dimensions.

Let us have a look at the system matrix R = CA, which neglects the non-linearities.
However, its eigenvalues are very similar to the ones of L, as long as the system is away from
the saturation region of the activation function (Section 3.8). In Fig. 4.23 the evolution
of the eigenvalues over two hours is plotted. Also here, we see a drop in the real and
absolute values between minutes 30 and 40. After that, a rather slow but steady decrease
is observed. Essentially only about half of the eigenvalues remain clearly above zero in
their real part. Interestingly, the imaginary parts of the eigenvalues are comparably small,
much smaller than the ones of A and C. This tells us, again that the physical system
cannot perform fast oscillations and the world model acts like an inverse transformation
on the action of the controller. A striking figure is given by the value of the error function
E, which raises by orders of magnitude at the time of the breakdown, see Fig. 4.23(d).

What is the reason for this dynamics and why does not the bootstrapping mechanism coun-
teract this development? There are actually three reasons. The first one is the oversimpli-
fication of the world model, which cannot account for inertia and an action independent
dynamics in the environment. This leads to high prediction error in the current setup,
which in turn leads to instabilities of the gradient descent. To overcome this problem we
will elaborate on a world model extension later (Section 4.8).

The second reason is similar to the first one but applies to the controller. Currently the
controller only receives joint positions but no velocities or similar quantities. Thus, in
the current example the problems occur when the Snake starts to swing in a resonance
frequency and the controller neurons reach their saturation region. This over-excitation
leads the controller to damp these oscillations, which is, however, most easily achieved with
negative feed back. This in turn leads to negative eigenvalues of the C matrix. In a later
experiment in Section 4.8.7 we show that this problem can be circumvented using a new
sensor setup and an advanced world model.

The third reason can be found again in the form of the error function itself. Actually, a
similar situation was discussed in Section 4.4, where the invariance of the error function
to the frequency of sensorimotor oscillations was elaborated. Here, we will make a more
general statement and consider again the error function E = ξ>

(
LL>

)−1
ξ (Eq. (4.12)),

where L = A(g′◦C). The matrix Q = LL> is of special interest here, because it is a positive
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definite matrix with only real eigenvalues. If λLi are the (possibly complex) eigenvalues of
L then Q has eigenvalues λQi = λLi

(
λLi
)∗

=
∣∣λLi ∣∣2. The point is that the imaginary parts of

the λL only contribute to the size of the eigenvalues λQ, however the oscillatory character
is hidden. Thus, the parameter dynamics is not regulating the frequencies directly. Let λi
be a complex eigenvalue on the unit circle of the Euler plane. We realize that the sign of
the real part can change, even though the absolute value stays constant. Therefore, the
dynamics does not need to cross the singularity at |λi| = 0, cf. Section 4.5.3, in order reach
the second solution of the fixed point equation of the learning dynamics with negative
feedback strengths, which we neglected before as the non-physical solution. To understand
what happens in this case, let us consider the one-dimensional case again. In Section 3.7
we calculated the fixed point for positive values of the controller parameters c. Note that
c = λC in the one-dimensional case. For a negative value of c which occurs here, the motor
values have alternating sign each time step. With a minimal inertia the robot cannot follow
the oscillations and the sensor values will decrease to zero (assuming zero centered joint
sensors for example). The fixed point dynamics for c is as before (cf. Eq. (3.34))

0 = 1− 2c tanh(cx+ h)x.

For x→ 0 and c < 0 we find c→ −∞.

To avoid this situation we propose a mechanism to reduce the oscillation frequency by
minimize the derivative of the motor values, elaborated in Section 4.7.2.

4.7 Controller Extensions

The self-organizing robot behavior that we have seen so far was a product of the interplay
between the physical interaction of the robot and the parameter dynamics, which was so
far solely driven by the gradient descent on the time-loop error (TLE). Ultimately we aim
to guide the self-organization towards desired behaviors. However, for that am appropriate
way to influence the parameter dynamics is required. Desired behaviors or constraints to
the parameter dynamics can be expressed in terms of an energy function or error function.
It seems obvious to combine the TLE and additional constraints into a single error function.
This will be the subject of the following section. After that we will apply this method to
reduce the frequency of oscillations and to integrate a model of the prediction error.

4.7.1 Integration of Additional Error Functions

In this section we want to set the foundation for the combination of additional error func-
tions with the TLE. This enables to impose additional constraints to the system for example
to avoid high-frequency oscillations or to achieve specific behaviors. The combination of
self-organization and specific constraints is called guided self-organization [130, 136]. Here,
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we investigate two ways to generally integrate additional error functions into our system
and apply it afterwards to the reduction of high-frequency oscillations. In Chapter 5 we
will make use of the guided self-organization to obtain specific behaviors.

The complicated part in the combination of the self-organizing process and the additional
constraints is how to balance the two, because the emergent properties of self-organizing
systems are quickly lost if the appropriate working regime is left. Depending on the sys-
tem the working regime can be confined to a very small parameters regime, e. g. in the
case of the aligned magnetized regions in a ferromagnet at the critical temperature (see
Section 3.2). In systems that self-regulate the parameters to the appropriate regime, e. g.
in self-organized critical systems or in the homeokinetic controller, the integration of con-
straints is more easy. Nevertheless, it is important to balance the impact of the additional
drives and of the self-regulating drives. This is especially important in the case when the
additional drives contradict to the self-regulation mechanisms. Remember, the balanced
compromise between sensitivity and predictability kept by the homeokinetic controller. If
now a constraint leads to a low sensitivity then it can be less fulfilled compared to a com-
patible constraint. With the appropriate mechanisms there is hope to guide the system
gently into a desired direction without loosing the benefits of a self-organizing dynamics.

The most simple approach to combine the TLE and an additional error function would
be the plain sum of both functions. This, however, is likely to bring the system out of
balance. The reason is that the size of the TLE varies over orders of magnitude, whereas
the additional terms are often within one order of magnitude. The decisive quantity is
of course the steepness of the gradient rather than the size of the error itself. However,
large variations in size also imply a steeper gradient. At a first glance this size difference
seems to be no problem, because the TLE could bring the system back into balance when
its term dominates. But this is exactly the problem that there are periods when one term
dominates the dynamics and periods when the other term dominates. In other words, we
cannot find a fixed factor for the additional error function that would cause it to show an
effect in the average situation without destroying the self-organization.

Our first proposal is to scale the influence of the additional term with the size of the TLE.
Let us call the additional error function Ea, with the superscript a standing for additional.
Note that later we will use other superscripts for particular additional error terms. More
formally, we first consider the update for the controller parameters caused by the additional
error alone, i. e.

∆Ca = −∂E
a

∂C
. (4.70)

The overall update with the scaled additional term reads now (cf. Eq. (4.24) for comparison)

1

εC
∆C = −∂E

∂C
+ γaE∆Ca , (4.71)

where the factor γa defines the strength of the additional term with respect to the TLE
(E). The entire update size is still controlled by the learning rate εC .
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This method enables the integration of the additional error quantity without destroying the
self-organization process, given a conveniently chosen value of γa. However, this approach
has the disadvantage that the average size of the TLE (E) is unknown, such that the size
of the factor γa is very application dependent. Furthermore, the influence of Ea on the
behavior is very little if the TLE is small. Remember that the additional error specifies
some kind of goal, which may not be sufficiently followed in this way. A solution would be
the normalization of E in the scaling factor, but this is complicated to achieve online.

Our second solution to the integration was obtained from the idea to combine the additional
error directly with the prediction error. The starting point was an additional error function
in the special form Ea′ = ζ>ζ, where ζ is a vector in motor space. For the formulation of
the sensorimotor dynamics in motor space as defined in Sections 4.1.2 and 4.1.6, we could
write E = (η+ζ)>(JJ>)−1(η+ζ) as the total error. Unfortunately, this modification of the
error function leads to instabilities. Another way to modify the gradient is to transform
it into another metric. The plain gradient descent is only optimal if the space on which
the gradient is defined is not Euclidean. For an arbitrary Riemann metric the transformed
gradient is called natural gradient. The gradient has to be multiplied with the inverse
of the metric to produce the steepest direction as proven by Amari [3]. A more detailed
discussion can be found in [60], where the natural gradient was applied to the gradient of
the TLE directly to achieve a noise-dependent sensor integration. For our application we
can use the metric defined by the Jacobian matrix, i. e. JJ>. Instead of a scaling factor, as
in Eq. (4.71), we get here a ‘scaling’ matrix. The Jacobian matrix J of the sensorimotor
loop contains the non-linearities of the controller but not the prediction error. Depending
on whether we use the sensor space or the motor space implementation of the controller
we have to use the scaling matrix as a right-hand or left-hand factor. In sensor space we
find

1

εC
∆C = −∂E

∂C
+ γa∆C

a
(
LL>

)−1
. (4.72)

Note that ∂E
∂C

is given by Eq. (4.30). In motor space J is an (m×m) matrix and hence,

1

εC
∆C = −∂E

∂C
+ γa

(
JJ>

)−1
∆Ca, (4.73)

where ∂E
∂C

is given by Eq. (4.38). For the update of the parameter h we apply the same
procedure, i. e. in motor space we find

1

εC
∆h = −∂E

∂h
− γa

(
JJ>

)−1 ∂Ea

∂h
, (4.74)

cf. Eqs. (4.25, 4.39). Intuitively, the step size in the direction of low response strength (low
sensitivity) is larger compared to the normal gradient. Also, the factor γa is less dependent
on the particular application.

To summarize, we now have two ways to integrate additional goals in terms of error function
into the update rule of the homeokinetic controller. The first one uses a pure scaling with
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the TLE to obtain a balance between the self-organization and a desired drive. The second
way uses a transformed gradient using a metric defined by the “sensitivity” term of the
original TLE. It is less dependent on the size of the prediction error and maintains a better
balance between TLE and the additional error function.

4.7.2 Continuity Preference

In experiments with multidimensional systems we often observe high frequency oscillations
of the motor values. This is rarely desired in robotic applications, except maybe for the
Spherical robot, which can physically perform fast rotational modes. The phenomena
of high frequencies is a side-effect of the earlier discussed exploratory character of the
algorithm that spans to the frequency domain as well. More precisely, in systems with more
than one degree of freedom oscillations in state space of any frequency can be achieved
(assuming the physical system is capable of performing them) when the system dynamics
(Eqs. (4.4, 4.13)) performs a rotation of the state each time step. This happens if the
Jacobian L is a rotation matrix or more generally if L ∈ SO(n) (special orthogonal group).
Then the product LL> = I and, therefore, E is invariant with respect to the rotation
angle, cf. Eq. (4.12). In practice L might not be exactly a rotation matrix, e. g. due to
non-linearities, but it is close enough, such that a large range of rotation angles can be
visited in a more or less random walk fashion, see Section 4.4 for more details.

In order to induce a preference for low frequencies we require a continuity in the motor
value stream. In other words, the derivatives of the motor values should be small. This
can be achieved by including an additional error function that minimizes the difference
between subsequent motor values. Thus we define Ec, where c stands for continuity, as

Ec =
(|yt−1 − yt|2

)2
. (4.75)

The power 4 is used to have only little influence on slow oscillations and a large impact
on fast oscillations. The easiest way to minimize Eq. (4.75) is to consider the last motor
value (yt−1) as given and use supervised learning schema. Using the gradient descent we
find the additional update for C as

∆Cc = |yt−1 − yt|2 · ((yt−1 − yt) ◦ g′)x>t , (4.76)

where g′ = g′(Cxt + h). This update is integrated into the total learning rule using the
natural gradient as discussed in Section 4.7.1. The total update in motor space is thus,

1

εC
∆C = −∂E

∂C
+ γc

(
JJ>

)−1
∆Cc . (4.77)
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Experiment using Short Circuit

Let us consider again the trivial toy world (Short Circuit)

xt+1 = yt + ςt ,

where ς is a small white noise term. We can, for instance, initialize the controller as a
scaled rotation matrix

C = 1.15

(
cos(θ) − sin(θ)
sin(θ) cos(θ)

)
(4.78)

with the rotation angle θ to directly obtain a certain frequency of oscillation. The factor of
1.15 is used bring the system close to the fixed point of the learning dynamics, which is at
c ≈ 1.19 in the one-dimensional noise-free case, see Section 3.7. Since here we have noise in
the sensors values (ς ∈ (−0.1, 0.1)) the fixed point is at c ≈ 1.15. In the multidimensional
case the learning dynamics would bring the eigenvalues of C to this value (for a linear
world and A = I). Remember that the system is time-discrete so that we obtain either
true periodic or quasi-periodic behavior. For 2π/θ ∈ N we have periodic behavior with the
period 2π/θ. Since the controller neurons have a non-linear activation function we observe
preferred periods such as period 2 and 4. This phenomena is discussed in detail in e. g.
[60, 64]. For example, if we start with θ = π/3 (period 6), we find the system locking
into a period 4 oscillation (θ = π/2). Figure 4.24(a),(b) shows this behavior in terms of
controller parameters and the corresponding state space. The transition to the period 4
oscillation is clearly visible. When Eq. (4.77) is used the system is quickly changing to
the low frequency regime (small θ) even if the system was before already in a period 4
oscillation. This is shown in Fig. 4.24(c),(d) for the initial rotation angles θ = π/3 and
θ = π/2.

This method works up to a certain frequency. In the case of a period 2 oscillation (θ = π)it
is not possible to come back to low frequencies. The motor values in this case have the
same value with alternating sign every time step, i. e. yt = −yt−1. Thus, the error function
(Eq. (4.75)) has a maximum at this rotation angle. The error decreases for both lower and
higher rotation angles in the same way, such that the gradient descent may as well increase
θ.

To summarize, in a simple example we successfully implemented the preference for low
frequency oscillations. This was achieved by integrating the derivative of the motor values
as an additional error function into the total error function using the scaled gradient
method. A more complex example with the snake-like robot is given later in Section 4.8.7,
because a combination of the following extensions is used.

4.7.3 Model of the Prediction Error

Let us now consider another part of the time-loop error function (Eq. (4.12)), namely the
prediction error. When deriving the learning rules in Section 4.1.5, we realized that the
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Figure 4.24: Parameter dynamics for oscillatory behavior with and without
continuity preference using the Short Circuit setting. The panels (a,c,d) show
the evolution of the controller matrix C and the rotation angle θ (Eq. (4.78)).
(a) Normal update rule (Eq. (4.38)), initialized with θ = π/3 (60◦); (b) Motor values
corresponding to panel (a) for different time intervals, as marked with respective colored
bars in (a); (c) Dynamics with continuity preference (Eq. (4.77)), initialized with θ = π/3,
γc = 0.01; (d) The same as in (c) but initialized with θ = π/2, γc = 0.01. Parameters:
εC = εA = 0.1, ς ∈ (−0.1, 0.1).
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actual dependence of the prediction error on the controller parameter is not known. The
reduction of the prediction error happens, so far, via the step size of the gradient. For large
prediction errors large steps are taken and vice versa. However, the steepest gradient to
reduce the prediction error could not be determined. This is not a mathematical problem
but rather a fundamental problem. In order to obtain a gradient of the prediction error
based on the control parameters one would need to replay each situation with different
control parameters. Since the world changes if we execute actions, a repetition of the exact
same situation is not possible. A general solution might be conceivable in the framework of
reinforcement learning if a sufficiently frequent repetition of similar situations is assumed.
In this section we will show how it is possible to directly reduce the prediction error in
setups with multiplicative noise. So far we have only considered additive sensory noise,
but many physical sensors show rather multiplicative noise characteristics. Let us recall
the definition of the prediction error (Eqs. (3.17, 4.3)),

ξt = xt − x̃t
The predicted sensor values x̃t have a known dependence on the controller parameters C
and h, because x̃t = Ag(Cxt−1 + h) + b (cf. Eq. (4.23)). However, the true sensor values
xt are also dependent on the actions and therewith on the controller, but in an unknown
way.

Here, we propose a method to model the influence of the actions on the prediction error,
in order to counteract the upcoming errors directly. To understand the dependencies we
consider first a system with artificially applied multiplicative noise. The main difference
to additive noise is that multiplicative noise is directly action dependent, so that we can
actively counteract the upcoming noise strength. Let us consider again a simple one-
dimensional toy world described by

xt+1 = αyt + ςtf(yt) , (4.79)

where ς is uniform white noise and f(y) represents the action dependence of the noise
strength. In this case the modeling error (one-dimensional) would look like

ξt+1 = αyt − ayt + ςtf(yt) . (4.80)

Remember that the world model parameter a is adapted to minimize the error ξ2. Averaging
over a long time, we get ς = 0 (zero mean noise) and thus

ξ2
t+1 = (αyt − ayt + ςtf(yt))2

= (α− a)2y2
t + ς2f(yt)2 .

After the convergence of a to its optimal value α the modeling error simply consists of the
multiplicative noise, i. e.

ξt+1 = ςtf(yt) . (4.81)
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Since the noise ς is of course unpredictable, the remaining prediction error cannot be
modeled. Nevertheless, if we consider the size of the error we can access the dependence
described by f(y). This becomes clear if we consider the absolute value averages over
time, i. e. we find |ξt+1| = |ςt||f(yt)| for uncorrelated f and ς. Now we will assume that the
multiplicative noise strength f is symmetric for positive and negative y (point or mirror
symmetric)3, such that we can write

|ξt+1| = kf(|yt|) , (4.82)

with k = |ςt| being the fixed noise strength. Intuitively, the size of the remaining prediction
error is a function of the size of the motor action.

Before we can introduce the new method we need to specify the componentwise absolute
value of vectors, which is required in the multidimensional case. Let u ∈ Rn be a vector
then we denote its componentwise absolute value by ¦u ¦ : Rn → Rn,

¦u ¦i = abs(ui) = |ui| , (4.83)

for all i = 1 . . . n.

Using the above considerations, we introduce an adaptive model of the absolute value of the
prediction error ξ. Based on Eq. (4.82), we make the ansatz that the size of the prediction
error can be modeled by an additional neural network based on the absolute motor values.
The network is called ξ-model and we write

¦ξt+1 ¦ = P (¦yt ¦) + ζt+1 , (4.84)

with the neural network P (·),
P (¦yt ¦) = s(W ¦yt ¦) , (4.85)

where W is a weight matrix, s(z) = 1
1+e−z

is the component-wise sigmoid function, and ζ
is the residual error. We use here the sigmoid function s instead of the hyperbolic tangent
because the image domain of s is solely positive and thus sufficient for the calculation of
an absolute value. The parameters of the neural network (W ) are adapted to minimize the
residual error ζ>ζ using the gradient descent.

Now we can adapt the controller matrix C to minimize ξ explicitly by following the gradient
on EP = ¦ξ ¦>¦ξ ¦, using Eq. (4.84). First, let us consider the one-dimensional case, where we
use lower case letters, i. e. w and c instead of W and C. Remember that yt = g(cxt + h)
and abs′(x) = sgn(x), where sgn denotes the sign function, defined as

sgn(x) =


−1 x < 0 ,

0 x = 0 ,

1 x > 0 .

(4.86)

3The calculation could also be performed without this assumption. Eq. (4.84) would then read ¦ξt+1 ¦ =
¦P (yt) ¦ + ζt+1 and all following calculations need to be adapted accordingly.
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Using Eq. (4.84) we find that

∆cP = −1

2

∂|ξt+1|2
∂c

= −|ξt+1|s′(w|yt|) · sgn(yt) · g′(cx+ h)wxt .

In the multidimensional case it is a bit more complicated. Let us first define the quantity
ξ̃ = ξ ◦ s′(W ¦yt ¦). Using the rules for matrix calculation (Section 4.1.3), especially rule
(R7), we obtain an additional update term for the controller matrix C as

∆CP = −
[
W>¦ξ̃t+1 ¦ ◦ sgn(yt) ◦ g′

]
x>t , (4.87)

where g′ is taken at (Cxt+h). Note that the sign function sgn(·) is applied componentwise.
The derivative of the sigmoid function s(·) is given by

s′(z) = s(z)(1− s(z)) . (4.88)

The additional update Eq. (4.87) is integrated into the total update term using the natural
gradient as discussed in Section 4.7.1. The total update in motor space is thus,

1

εC
∆C = −∂E

∂C
+ γP (JJ>)−1∆CP , (4.89)

where γP needs to be chosen conveniently.

Experiment

In order to evaluate the new update term for the controller let us consider a simple setup
with sensors that produces a different amount of noise depending on the sensory value. This
is a common feature of physical sensors, such as infrared distance sensors. We consider
a two dimensional system, with multiplicative noise, similar to the one considered at the
beginning of this section, cf. Eq. (4.79). Let the world be given by

x1,t+1 = αy1,t + (1.1− |y1,t|)ς1,t
x2,t+1 = αy2,t + (0.1 + |y2,t|)ς2,t , (4.90)

where ςi,t ∈ (−0.2, 0.2) is uniformly distributed noise. More intuitively, x1 shows high
noise around zero and x2 shows high noise around high absolute sensor values. Since
this perturbation cannot be modeled by the internal world model (Eq. (4.19)) we expect
an action-dependent error ξ. By including the learning dynamics based on the ξ-model
Eq. (4.89), we expect the connection strengths to y1 (C11, C12) to become further supercrit-
ical to avoid errors at smaller motor values, whereas the weights connecting y2 (C21, C22)
will be decreased to prefer small motor values. The results of a simulation are displayed in
Fig. 4.25. During the first 2500 steps the parameter evolution was determined by the TLE
only (γP = 0). We observe the usual development of C, although C11 is a already little
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Figure 4.25: Effective error reduction through the ξ-model. (a) Values of the
controller matrix C; (b) Size of the modeling error ξ (Manhattan-norm) with mean and
standard deviation σ within sliding windows of 200 steps; (c) Motor values.
In the first 2500 steps the unmodified TLE was used (γP = 0.0). After that the learning
using the ξ-model, Eq. (4.89), was activated (γP = 0.1). The error is decreased to the noise
level (dotted line at 0.04 in (b)). The parameter dynamics increases C11 and decreases C22

such that the errors at small y1 and large y2 are avoided. Parameters: εC = 0.75, εA = 0.1.
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bit larger than C22. This is because the x2 shows a stronger noise for the typical value of
x ≈ 0.65 and thus the controller neuron more frequently reaches the saturation region (Sec-
tion 3.8) causing a decrease of the corresponding connections, especially of C22. After the
activation of the new update (γP = 0.1) the prediction error depicted in Fig. 4.25(b) de-
creases rapidly due to increasing C11 and decreasing C22 as expected, cf. Fig. 4.25(a). The
error drops to the noise level which is at 0.04. This value is the result of the Manhattan-
norm4 of the minimal size of the noise in each channel which is 0.1ς ∈ (−0.02, 0.02). The
motor values clearly show the opposing effects of the update on the two channels. Nev-
ertheless, different frequencies and amplitudes are exhibited, causing the error to slightly
increase around step 4000, but it decreases again later.

We have seen in the experiment that the additional learning rule based on the ξ-model helps
to directly minimize the prediction error in systems with multiplicative noise. Nevertheless,
the ξ-model might be very inaccurate or even wrong and a resulting update would be
counterproductive. This can be easily circumvented by checking whether |ζ| is significantly
smaller than |ξ| and only applying the additional update in those cases.

4.8 Model Extension and Ambiguity

In this section we investigate possible improvements of the adaptive internal world model.
The accuracy and suitability of the world model is of high importance because it represents
the controller’s ability to estimate responses to actions and is used to build a dynamical
system representation reflecting the sensorimotor dynamics of the robot. It is therefore
used in the self-regulatory mechanisms that adapt the controller to perform body compliant
behaviors.

First, we will show the insufficiency of the current world model in an experiment with the
Spherical robot. Afterwards, we will see that a simple extension of the world model gives
rise to the fundamental problem of ambiguity between sensations, caused by the actions of
the robot, and those induced by an independent dynamics in the world. In the following
sections we will propose different solutions to deal with this ambiguity.

4.8.1 Shortcomings of Simplified World Model

Up to now an oversimplified world model was used, which models future sensor values
solely based on current motor actions, cf. Eq. (4.19)

M(xt, yt) = Ayt + b.

It is obviously insufficient in cases where parts of the sensor value dynamics follow an action-
independent dynamics. Consider for example the Spherical robot, cf. Section 2.2.5,

4The Manhattan-norm also known as L1-norm and is defined as ‖x‖1 :=
∑n
i=1 |xi|.



100 4. Homeokinesis: Multidimensional, Properties and Extensions

-1

-0.5

0

0.5

1

1.5
(a)

(b)

-1
-0.5

0
0.5
1

1.5
2

2.5
3

3.5

0 10 20 30 40 50 60
time [sec]

(a)

(b)

y1 y2 y3
1
10E

C11
A11

C22
A22

C33
A33

Figure 4.26: Divergent error value for the Spherical robot with light internal
masses. Despite the low learning rates εC = εA = 0.01 the parameters fluctuate heavily
and the world model collapses. An irregular behavior is observed. (a) Motor commands
and averaged error (E) (scaled to fit in the plot); (b) Diagonal elements of controller
matrix C and world model matrix A. Parameters: εC = εA = 0.01, update rate: 100Hz,
weight of internal masses: 1/2 of hull-mass.

when it is rolling down a slope. The sensors of the robot measure the orientation of the
axes with respect to the ground. In this case the sensory dynamics is not caused by the
robot actions, but rather by an environmental circumstance. However, a similar effect
occurs if the Spherical robot is equipped with light internal masses compared to the
weight of its hull and is placed on level ground. After the robot acquired some rolling
velocity, the sensory dynamics is again dominated by the current motion and only little
influenced by the current actions due to the large inertia. In this hardware configuration
the learning dynamics can become unstable, such that a diverging error value is observed.
The divergence can happen even with comparably low learning rates of εC = 0.01, in
contrast to the normally used 0.1. Figure 4.26 illustrates the irregular behavior of the
robot and the parameter evolution. The high error values are the result of the intrinsic
dynamics of the sensor values when the body is rolling, which cannot be captured by
the simple world model. In earlier experiments with the Spherical robot we used the
square root regularization of the error (Section 4.2.4) and heavier weights to avoid such
instabilities.
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4.8.2 Ambiguity in the Interpretation of Sensations

For many robotic systems, e. g. the Spherical robot or the Snake robot (Section 4.6), it
is necessary to extend the world model to use sensory information as well. In the general
formulations in Section 4.1.1 we defined the world modelM(x, y) conceptually as a function
of sensor values and motor values, cf. Eq. (4.2), but in the particular implementation only
the motor values y have been used (Eq. (4.19)). A simple extension of the previous world
model is to include a linear dependence on the sensor values as

M(xt, yt) = Ayt + Sxt + b, (4.91)

with an (n× n) weight matrix S.

In a first practical appraisal we found out that S converges to a unit matrix and A to a
zero matrix. This seems very surprising, but considering the sensor values of subsequent
time steps we find that they are very similar in most applications. Why do we care how the
world model chooses to represent the correspondence? It is very important for the correct
functioning of the homeokinetic controller that A captures the correct correspondence
between actions and future sensations. Remember that the internal representation of the
sensorimotor dynamics (ψ) depends on A. It is used to adapt the controller matrix C
such that a slightly supercritical feedback strength is obtained. If A now reflects a small
response of the sensor values to motor actions, then this leads to large elements in the
matrix C and thus the working regime is left.

To get more insight into the problem let us consider again a simple fixed linear controller

yt = Cxt , (4.92)

and a deterministic toy world (without noise)

xt+1 = W (yt, xt) = Ayt + Sxt , (4.93)

where A and S are fixed matrices. Note the different notation of the matrices in the world
W (Eq. (4.93)) and the world model M (Eq. (4.91)). Naively we would expect that if
Eq. (4.91) is used then A and S converge to A and S respectively. However, considering
the true sensorimotor loop by putting Eq. (4.92) into Eq. (4.93) we find

xt+1 = (AC + S)xt . (4.94)

The model of the loop using Eq. (4.91) reads

xt+1 = M(xt, yt) + ξt = (AC + S)xt + ξt . (4.95)

The parameters A and S are adapted to minimize |ξt|2. Hence, we find AC+S != AC+S,
which is ambiguous in A and S. The problem is rooted in the fact that y and x are not
independent, which is also the case when the controller is subject to constant change due
to the learning dynamics. Thus, in the present formulation the ambiguity between self-
induced and environment-induced sensations cannot be disentangle. The resolution of this
ambiguity is the subject of the following investigations.
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4.8.3 Controller Noise to Disentangle Ambiguity

In order to obtain some independence between sensor and motor values we can introduce
a perturbation to the motor signal, i. e. for the simple fixed controller we write

yt = Cxt + ηt , (4.96)

where η denotes an m-dimensional zero mean noise process. The sensorimotor loop reads

xt+1 = (AC + S)xt +Aηt . (4.97)

The error function for training the model parameters is Epred = ξ>t ξt, but for simplicity,
let us consider the one-dimensional case where the error function is given by Epred = ξ2

t .
Hence

ξ2
t = ([(AC + S)xt +Aηt]− [(AC + S)xt + Aηt])

2

= ([(AC + S)− (AC + S)]xt + (A− A) ηt)
2 .

In the time average we have η = 0 such that the linear term vanishes and the error is
essentially a sum of the original error plus a noise-dependent term, i. e.

ξ2
t = ([(AC + S)− (AC + S)]xt)

2 + (A− A)2 η2
t

We see immediately that A → A, due to the second term and consequently also S → S.
However, in practice we find two complications. First, we want only a very small additional
noise, in order to avoid the noise influencing the behavior too much, and second, the world
usually acts as a low-pass filter due to inertia and therefore the perturbations are damped
away.

The controller noise can be used to separate world-intrinsic dynamics from action-induced
dynamics. However, by adding a noise term we somehow have to decide about its size and
distribution. Another more intrinsic definition of the noise term η is via the inverse of the
model,

xt+1 = M(xt, yt) + ξt+1 = M(xt, yt + ηt) ,

as in the motor space calculations in Section 4.1.2. To calculate η we can use the pseudo-
inverse (rule (R10)) and find (cf. Eq. (4.14))

ηt = M ′
y

+
ξt+1 . (4.98)

Since we do not have ξt+1 at the time when ηt is required, we assume some continuity in
time and use ξt. Using M(xt, yt) = Ayt + Sxt + b (Eq. (4.91)) and the pseudo inverse we
can explicitly calculate ηt by

ηt = (A>A+ λI)−1A>ξt . (4.99)
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What does it mean to use y + η as a motor command? Within the internal description of
the sensorimotor loop this motor command leads to a minimal prediction error in the next
time step, due to the construction of η. Although, one could argue that it decreases the
speed of world model learning because of smaller prediction errors. Nevertheless, it follows
the idea of bringing external and internal dynamics closer together, which is one goal of the
controller. It should be stressed that it is not necessarily important to be able to control
and model all possible behaviors, but rather to control the system such that the behaviors
are predictable. Note that this mechanism is not as effective in reducing the prediction
error as the ξ-model (Section 4.7.3), since it does not change the controller parameters.
However, an even more effective and general approach is elaborated in the next section.

4.8.4 Assume Maximal Self-Induced Observations

We want to consider another approach to the disambiguation problem. Let us reiterate
the meaning of A and S in the new model (Eq. (4.91)). The weight matrix A captures
the direct causes of actions yt on the forthcoming sensor values xt+1, whereas S represents
the intrinsic dynamics of the environment captured by the sensor values. We have seen in
the toy example from Section 4.8.2 that both extremes are possible, namely to consider
everything self-induced or everything environment-induced, independent of the actual cor-
respondence. The approach we want to pursue now is to assume maximal self-induced
changes in the sensor values. We argue that it makes sense for an autonomous agent to
assume controllability of its sensations. Remember also that the controller is generally
adapted to make the internal representation of the sensor dynamics match the actual sen-
sor dynamics. If the world model is adapted such that an external dynamics is explained
in terms of its own actions then the controller tends to produce those actions that are
coherent with this model. In fact, we assumed full controllability with the original world
model. In the toy example a simple solution would be the damping of S. However, in
real applications the environment is more complicated and the correspondence of motors
to sensors is not linear because of inertial effects and other perturbations. In this case
the size of the damping has to be tuned in order to balance between the preference for
self-induced actions and the actual correspondence.

The solution we propose is to request that a small perturbation in the sensor values x, say
ζ ∈ Rn, can be compensated by a shift η ∈ Rm in the actions y, i. e.

M(xt + ζt, yt) = M(xt, yt + ηt) ,

with η being as small as possible. In other words, the world model is not only trained on
the prediction error (Eq. (4.20)) but also on η,

Epref = |ξt|2 + |ηt|2 . (4.100)

In general, ηt can be approximated by

ηt = M ′
y
−1

(xt, yt)M
′
x(xt, yt)ζt , (4.101)
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which reads in the case Eq. (4.91) is used for the model

ηt = A−1Sζt . (4.102)

Following the calculations in Section 4.1.4, especially Eq. (4.21), we need to calculate ∂η>η
∂A

and ∂η>η
∂S

as

∂η>η

∂A
= −2η>A−1∂A

∂A
A−1Sζ

= −2
(
A−1

)>
ηη> ,

∂η>η

∂S
= 2η>A−1∂S

∂ζ

= 2
(
A−1

)>
ηζ> ,

to obtain the new update equations for A and S as follows:

1

εA
∆A = ξty

>
t−1 +

(
A−1

)>
ηtη
>
t −

1

τA
A, (4.103)

1

εA
∆S = ξtx

>
t−1 −

(
A−1

)>
ηtζ
>
t −

1

τA
S . (4.104)

Inspecting Eq. (4.103) we find that the second term (which is new) depends on the size of
η which in turn depends on S. If e. g. ζ is strongly contracted by the application of S in
Eq. (4.102) (meaning S does not model this direction) then the impact of the additional
term is small. The perturbation ζ can be chosen to be a noise vector or the prediction
error. We use the latter and thus set ζt = ξt.

Experiment with the TwoWheeled Robot

We conducted an experiment with the TwoWheeled robot on flat ground. The robot is
described in detail in Section 2.2.1. For simplicity the robot had no obstacles and could
move freely. The motor values control the torque of the motors, which are attached to the
wheels. The sensors read the actual rotation speed of the wheels.

In Fig. 4.27(a) the physical properties of the robot are tested with impulse shaped actions in
order to demonstrate the effects of inertia and slip, see also [Video 8]. We observe that the
wheels are shortly slipping when the robot starts to accelerate abruptly, as indicated in the
plot. Otherwise the mass of the robot leads to a slow incline of the measured wheel velocity.
When decelerating sharply, the wheels slide again so that a seemingly abrupt response is
measured. However, the slip occurs only rarely when the robot is controlled with the
homeokinetic controller (not shown), because the motor values change more smoothly,
so that only inertial effects remain. In any case, the assumed linear correspondence of
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Figure 4.27: TwoWheeled robot: Illustration of inertial effects and the ex-
periment with extended world model. (a) Reaction of the robot to impulse-shaped
actions for both wheels, y: predefined actions, x: wheel velocity sensors; (b) Experiment
with homeokinetic controller and extended world model using Eqs. (4.103, 4.104). For the
first 900 sec the new update term was switched off by setting η = 0. Top: Prediction error
(ξ) and TLE (E) for the case with the extension, and prediction error for a run without the
extension (ξo) (sliding averages of 10 sec intervals). Bottom: First diagonal elements of
extended world model matrices A and S. After the activation (η > 0) a quick recovery to
high values of A11 occurs and the prediction error decreases as well. Parameters: update
rate 100Hz, εC = εA = 0.1, τA = 1000 · 100 (1000 sec).



106 4. Homeokinesis: Multidimensional, Properties and Extensions

actions and sensation is not correct. Let us calculate the velocity v of the robot for the
one-dimensional case (both wheels are considered as one wheel), which is given iteratively
by

v t+1 = v t + a∆t , (4.105)

where a is the acceleration caused by the motors. The motors are such that their torque
depends on the difference between actual and desired velocity. For simplicity we assume
a wheel with radius 1, such that effective translational force is equal to the motor torque.
Hence,

a =
f

m
(v s − v t) , (4.106)

where v s is the desired velocity, f is the motor torque5 and m is the mass. Putting
Eq. (4.106) in Eq. (4.105) we get

v t+1 =
f

m
∆t v s +

(
1− f

m
∆t

)
v t . (4.107)

For our robot the velocity is measured by the wheel counters, thus xt = v t. The nominal
velocity is given by the motor value and therefore yt = v s. Hence, we get xt+1 = f/m∆t yt+
(1− f/m∆t)xt, which has the same form as the extended world model, x̃t+1 = Ayt+Sxt+b
(Eq. (4.91)). Thus, the extended world model is suitable for this case.

In the experiment the additional term in the update rule (Eqs. (4.103, 4.104)) was switched
off by setting η = 0 during the first 900 sec. Indeed, the learning leads to the increasing
influence of S which results in a decrease of the values of A, cf. Fig. 4.27(b). After 900 sec
the full update rule is used and a quick regulation to a high value of A takes place. This is
correct because the inertia effect is comparably small. As expected the diagonal elements
of S maintain a certain non-zero level. The system is symmetric, so that the two diagonal
elements are identical and the non-diagonal elements of A and S are close to zero (not
shown). In comparison to the case without the extended world model the prediction
error is reduced as depicted in Fig. 4.27(b), thus, the additional update term performs as
expected.

Experiment with the Spherical Robot

In the following experiment we will see that the extended world model makes it possible
to control the Spherical robot with light internal masses, which was problematic before,
cf. Section 4.8.1. The hope is that the extended world model is able to make better
predictions especially before stable modes are found. The world model can thus correctly
predict the dynamics in the environment that is not or only partially controlled by the
robot’s actions. This is, for instance, the case with the currently considered Spherical

5f is actually the motor torque per velocity deviation of 1 (units are arbitrary)
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Figure 4.28: Smoothly behaving Spherical robot using the extended world
model. The error function has a low value and the behavior is smooth but still diverse.
(a) Sketch of four typical behaviors (A-D); (b) Envelop of motor commands and the
error averaged over 10 sec (scaled for visibility). Corresponding behaviors are indicated
with letters A-D; (c) Diagonals and two non-diagonal elements of the controller matrix C;
(d) Diagonals of the world model matrices A and S. Parameters: update rate 100Hz,
εC = εA = 0.1, use of extended world model (Eqs. (4.103, 4.104)).
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robot which can be excited to perform a rolling mode which will persist for some time even
in the non-actuated situation. The evolution of the behavior and the parameters during
the experiment with the Spherical robot are depicted in Fig. 4.28. In contrast to the
earlier experiment (Fig. 4.26) without the extended model, the error now falls to a low
value. Beside the error curve the positive envelops of the motor commands are plotted in
Fig. 4.28(b). The envelops are used since the actual motor values oscillated at a frequency
corresponding to the rolling speed of the robot. Hence, the envelops reflect the amplitude
of the oscillating masses on each axis. If the robot is controlled so that one of the internal
axes is the rotation axis, then the mass movement along this axis is small, which is seen
in a drop of the envelop. For further illustration the behavioral modes are schematically
depicted in Fig. 4.28(a), namely, the rolling mode around the three internal axis (A-C)
and around another axis (D). The latter requires a qualitatively different coordination.
The influence of the additional term S varies in different situations due to the additional
update term for the preference of self-induced changes, cf. Eqs. (4.103, 4.104). Right at
the start a short period of larger values of the diagonals of S are observed, see Fig. 4.28(d).
This is due to the fact that the internal model of the sensorimotor dynamics is incorrect
and has to adapt first. Hence, the additional term S captures most of the dynamics. After
the first 15 sec the parameter dynamics is smooth and periods of stable rolling behavior
follow. In the modes of rolling around a particular internal axis the sensory response along
this particular rotation axis is low, due to gyro effects. Thus, the corresponding weights
shrink (e. g. A11 up to second 120). At the same time a destabilization along this axis
occurs by a raising value of the corresponding element of C, as displayed in Fig. 4.28(c),
until a change of behavior is initiated.

To summarize, we implemented a learning rule for the extended world model that has
a bias towards self-induced sensory changes. This has proven effective in the considered
examples. In the next section we will consider a simpler and more scalable method to
achieve the same effect.

4.8.5 Enhanced World Model

The method proposed in the previous section works well, but it is computationally rather
expensive. Here, we will propose a simpler way to achieve a preference for self-induced
observations. We will use a special discounting for the training of the world model.

The new world model is again given by M(xt, yt) = Ayt+Sxt+ b, see Eq. (4.91). Since the
model matrix A (action to sensation mapping) should capture most of the correspondence,
we discount the additional term (S) during learning. Thus, there are two error function for
the learning process. The terms S and b are trained to minimize the unmodified prediction
error (Eq. (4.20)), i. e. Epred = ξ>ξ with ξt = xt − (Ayt−1 + Sxt−1 + b) for the new world
model. The adaptation of A is done using E ′pred = ξ′>ξ′, where ξ′ is given by

ξ′t = xt − (Ayt−1 + (1− δ)Sxt−1 + b) , (4.108)
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with the discount factor δ � 1. Though the minimization of E ′pred the matrix A will adapt
to model a small part of the mapping represented by S at each update cycle, if that is
consistent. The effect of this amended learning on the prediction quality of the model is
negligible. The update rules for all parameters of the enhanced world model are

1

εA
∆A = ξ′ty

>
t−1 −

1

τA
A, (4.109)

1

εA
∆b = ξt , (4.110)

1

εA
∆S = ξtx

>
t−1 −

1

τA
S . (4.111)

Eq. (4.109) can also be written as in terms of ξt using Eq. (4.108) and we obtain

1

εA
∆A = (ξt + δSxt−1) y>t−1 −

1

τA
A, (4.112)

which illustrated the implementation of the discounting more clearly.

In the case of a linear and fixed controller yt = Cxt Eq. (4.92) and the toy world xt+1 =
Ayt+Sxt Eq. (4.93), the dynamics converges to A = A+SC−1 and S = 0. The derivation
can be found in the appendix in Section A.2. With a non-linear and changing controller
this extreme bias towards self-induced observations changes into a balance, which can be
adjusted using the discount factor δ. This can be seen in the following simulation. We
conducted the same experiments as in the previous section to validate the approach. In the
first experiment with the TwoWheeled robot we show the effect of the discount factor.
The second experiment with the Spherical robot shows essentially the same result as
presented in the previous section, such that we do not show them here, but rather in the
appendix in Section A.3.

Experiment

The following experiment uses the TwoWheeled robot (Section 2.2.1) and is identical
to the one conducted in Section 4.8.4, except the usage of the enhanced world model with
discounted learning. Here we compare the results for different values of the discount factor
δ. During the first 900 sec the bias towards self-induced observations was disabled using
δ = 0 in Eqs. (4.109–4.111) to show the degeneration of A. Afterwards, depending on δ a
quick or slow regulation to higher values of A takes place, see Fig. 4.29. As expected the
diagonal elements of S maintain a certain non-zero level, which is larger for low discount
factors. The system is symmetric, so that the two diagonal elements are identical and the
non-diagonal elements of A and S are close to zero (not shown). The prediction error is
not shown here because it behaves essentially like in Fig. 4.27.

To conclude, the enhanced world model works as well as the method proposed in the previ-
ous section but is computationally much less demanding. Both methods implement a bias
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Figure 4.29: TwoWheeled robot with enhanced world model. The discounting
in Eqs. (4.109–4.111) was switched off using δ = 0 during the first 900 sec. Displayed
are three runs with identical noise process, where δ was set to 0.01, 0.005, and 0.001
respectively after second 900.
Top: Sliding averages of 10 second intervals of the TLE (E). Bottom: First diagonal
elements of world model matrices A and S for the three runs. (sliding averages of 10
second intervals).Parameters: update rate 100Hz, εC = εA = 0.1, τA = 1000 · 100.

towards self-induced observations in the sensor values, which ensures that the estimated
action dependence of the sensor values is at least as large as it is in the actual world.
This is a promising approach to solve the problem of ambiguity between self-induced and
environment-induced observations. Such ambiguity arises quite generally when modeling
closed-loop sensorimotor dynamics and thus this approach might be interesting for a wider
range of applications.

4.8.6 Advanced Sensor Configuration

Now that a solution to the ambiguity problem was found we want to discuss some conse-
quences for further world model and controller extensions. Up to now, only sensors that
measure the same physical quantity that is controlled by the motor actions have been pos-
sible. For example, if the motor values control a joint angle then the sensors also had to
measure the joint angle, but not its velocity or the like. Nevertheless, we also used sensors
that have a less direct correspondence to the motor actions, such as the infrared sensors
of the Rocking Stamper in Section 4.3, or the orientation sensors of the Spherical
robot. However, in these setups the sensors still show a proportional relationship to the
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motor values – at least in certain behavioral modes. An additional constraint to the sensor
setup is the number of sensors. Even though the formulation of the controller in motor
space made it possible to use more sensor than motors, it caused severe problems at the
level of sensor predictions. Recall that in the original world model (Eq. (4.19)) only the
current actions are used to predict future sensor values. With the extended world model
many senors are possible because the prediction takes the past sensor values into account.
Thus, a large range of sensor types, like time-delayed sensor values and derivatives can be
used and we can expect the controller to pick the most appropriate ones. The formulas
remains identical, because the new sensor values are simply combined into the sensor value
vector x. Let us consider the typical case when original sensor values and their derivatives
are used. Hence,

x =
(
s1 · · · sn ṡ1 · · · ṡn

)>
, (4.113)

where si is the i-th original sensor value and ṡi denotes its temporal derivative. This setup
is an important step towards more and more complex systems which we will demonstrate
in the following experiment.

4.8.7 Application to Planar the Snake Robot II

In order to test the extensions on a complex example we turn again to the previously
considered planar Snake robot, cf. Section 2.2.7. In Section 4.6 we identified several
problems with the control of this system. Large inertial effects revealed the insufficiency of
the world model and the system also entered high-frequency oscillations. In the experiment
considered here we use the same setup and the same parameter as in Section 4.6, but apply
the following three extensions:

• the continuity preference for the controller (Section 4.7.2),

• the enhanced world model (Section 4.8.5), and

• the advanced sensor setup as discussed in the previous section (4.8.6).

The robot has 16 segments resulting in m = 15 powered joints and 15 joint angle sensors.
The sensor values received by the controller consist of the 15 angular sensors, as before, and
their first derivative, summing up to n = 30 sensors in total. Thus, the controller matrix
C has dimensions 15× 30, the world model matrices A and S have dimensions 30× 15 and
30×30 respectively. To get an idea of the complexity let us calculate the dimensionality of
the state space and the parameter space. We use the controller implementation in motor
space (Section 4.1.2), and thus we have a 15 dimensional state space with intermediate
30 dimensions and 465 adapting parameters (synaptic weights) of the controller. Together
with the 1380 parameters of the adaptive world model this sums to 1845 synaptic weights.

The conducted experiment last 200min. Over the entire time we observe frequent changes
of behaviors, where the eigen-modes of the physical body are occasionally excited, cf.
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Figure 4.30: Eigenvalues of the covariance matrix of the Snake’s sensor values.
These are the variances along all 15 principal components of the sensor data of 5 minute
sliding windows. All principal components remain active, reflecting high-dimensional be-
haviors. Parameters: εC = εA = 0.01,
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E, update rate 100Hz, γc = 0.001, δ = 0.005.

[Video 9]. In Fig. 4.30 the eigenvalues of the covariance matrix of the sensor values of 5min
intervals are presented. The size of the eigenvalues reflects the variance in the 15 principal
components. All eigenvalues remain non-zero and they almost equally span over the interval
0 to 1. This is in contrast to the experiment in Section 4.6, where the eigenvalue spectrum
broke down after some time (Fig. 4.19). We can conclude that the behaviors exhibited
within 5min keep a high dimensional structure. A more detailed view on the major two
principal components is given in Fig. 4.31, now for intervals of 2min. The first two principal
components scaled by their relative variances are plotted in Fig. 4.31(b),(c). The vectors
are preprocessed to have a positive sign in the first few components, in order to increase
clarity. Very different major principal components are exhibited over time. However, the
main eigen-modes of the physical system are frequently excited in a similar manner as
observed before. The normalized eigenvalues of the covariance matrix, Fig. 4.20(a), show
that at the time when theses modes occur the first mode dominates the behaviors more
strongly (brighter stripes in the rows 3-15).

Let us have a look at the parameter dynamics. The controller matrix C is no longer square,
since the derivatives of the sensors values are used as well. We consider a partition of C into
two 15× 15 square blocks, thus C = (C1 C2). C1 connects joint angles with motor values.
The eigenvalues of this matrix and of the linearized system matrix are displayed in Fig. 4.32.
All real parts of the eigenvalues of C1 stay close to 1 and the two smallest eigenvalues have
non-zero complex parts. Nevertheless, the eigenvalues of the system matrix R have very
small complex components. This shows again that the Snake robot cannot perform high
frequency oscillations. The continuity preference extension is not able to suppress these
complex parts because they do not yet lead to oscillations in the motor values, since they
belong to the smallest eigenvalues. This is in contrast to the case without the continuity
preference in Fig. 4.22, where the largest eigenvalues have large complex components.

Finally, let us consider the parameters of the system at the end of the experiment. For
that we plot the matrices C, A, and S in Fig. 4.33. The controller matrix C essentially
maps the joint angles and its derivatives to the motor values, which are nominal joint
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Figure 4.31: Principal components of the Snake’s sensor values when using
the extended world model. The time is given in minutes. The covariance matrices
have been computed on the sensor data from 2min each. (a) Each column shows the
normalized vector of eigenvalues of the covariance matrix, i. e. ~λCov(x)/|~λCov(x)|; (b) Each
column shows the scaled eigenvector u1 corresponding to the largest eigenvalue λ1 (first row
of (a)), u1

Cov(x)λ
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1 /|~λCov(x)|. (c) The second eigenvector scaled with the corresponding

normalized eigenvalue; (d) Two columns of (b) at min 8 (A) and 144 (B) enlarged.
From time to time the eigen-modes of the physical system are still excited, as marked with
A and B. For more details see Fig. 4.20 (p. 85).
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Figure 4.33: Controller and extended world model matrices at the end of the
Snake robot experiment. All matrices are taken at minute 200. (a) Controller matrix
C mapping joint angles (first 15) and their derivatives (angular velocities) (16-30) to motor
values (neglecting the non-linearity). A clear separation of the joint angles (left square
block C1) and derivatives (right square block C2) takes place. Besides the strong diagonal
elements of C1, there are long range connections (yellow and blue areas). The derivatives
(C2) are actually negatively coupled to the motor values, reflecting a damping; (b) World
model matrix A. It maps motor values to future sensor values. The lower square block
(A2) is essentially zero because there is no correspondence between motor values (nominal
joint angles) and angular velocities; (c) World model matrix S (extension of the original
model). It maps actual sensor values to future sensor values. Note the different color code
to account for the smaller elements due to the discount.
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angles (neglecting the bias term and the non-linearity in Eq. (4.18)). As above we consider
a partition of C into two 15 × 15 blocks, i. e. C = (C1 C2). Thus, C1 maps joint angles
to nominal joint angles and shows mainly a diagonal structure as expected. Connections
between neighboring joints (secondary diagonals) are negative, but very weak. This cor-
responds to a zig-zag shape of the robot. Moving in such a zig-zag pattern reduces the
inertial effects, because the movements are locally compensated. In contrast, imagine that
a joint in the center of the Snake robot is controlled to change its angle independent
of the other joints. Then the entire body has to be moved which causes a large inertial
torque. There are also long range connections formed, as indicated by the pale yellow and
blue areas at both sides of C1 in Fig. 4.33(a). These connections lead the whole body
movements indicated by the principal components in Fig. 4.31(d). The second block shows
that the angular velocities (sensors 16-30) are coupled inhibitory to the belonging joints
(diagonal of C2). This reflects a damping of the movement speed, which is not only a
consequence of the continuity preference extension of the controller, but also of the fact
that high angular velocities quickly lead to the saturation region of the controller neurons
at high joint angles. However, the angular velocities of the left and right neighbors have
an excitatory influence. Note that behavioral changes in such highly physically coupled
systems can be achieved with small changes in the controller connections.

The world model matrix A, see Fig. 4.33(b), maps motor values to future sensor values and
thus has the dimension 30 × 15. However, the lower square block (A2) is essentially zero
because there is no direct correspondence between motor values and joint velocities. The
new world model matrix S, Eq. (4.91), represents the learned mapping from current sensor
values to future sensor values, see Fig. 4.33(c). Its elements are much smaller because
of the bias towards self-induced observations realized by the discount factor δ = 0.005,
Eq. (4.108). Let us consider the matrix in four 15×15 blocks namely S1, . . . , S4 as indicated
by the dashed lines in the plot. The diagonal elements of S1 have small negative values
which is due to the following relationship: The new angular position of a joint is the desired
position (given by matrix A) minus some fraction of the old position (negative values in
S1) due to inertia. The top-right sub-matrix S2 represents the mapping from angular joint
velocities to angular positions. This is basically determined by the C2. Interestingly, not
the neighbors, but the second next neighbors are coupled inhibitory. This is due to the
physical interaction of the joints. If one joint increases its angle, then the second next joint
is pulled, such that its angle decreases as illustrated in Fig. 4.34.

4.8.8 Summary

To summarize, the extended world model leads to a decreased prediction error, resulting in
a smooth and stable parameter dynamics in the here considered high-dimensional Snake
robot. The bias towards self-induced interpretation of the observed sensor values which
was implemented into the extended world model, has shown to be effective. This was
reflected by the large diagonal elements of the A matrix. Nevertheless, the inertial effects
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Figure 4.34: Illustration of physical joint interactions of the Snake robot. We
consider 4 segments within a longer Snake robot and assume that the endpoints (blue
dots) of the considered part of the robot are fixed, reflecting the inertial effects of the
following segments. If the angle of the first considered joint (θ1) is decreased (θ̃1 < θ1)
then the third joint angle increases (θ̃3 > θ3) whereas the second joint stays almost the
same. Thus, a change in one joint angle effects the second next joints in the opposite
direction. Note that the joint sensor values are actually π − θi (0 for a straight joint), see
Section 2.2.7.

and intrinsic joint interaction of the physical system were captured by the additional weight
matrix S of the world model. The extension of the controller to prefer continuous motor
values has shown the intended effect and no high-frequency oscillations have been exhibited.
We also demonstrated that due to the extended world model it is possible to use additional
sensors, like the angular velocity sensors used in the previous experiment. The detailed
analysis of the controller and world model structure has shown that the additional sensors
have been integrated into the sensorimotor dynamics in a reasonable fashion. We also
observed how the morphology of the physical body shapes the controller, such that the
eigenmodes of system are excited, but also a lot of other behaviors are shown.

4.9 Discussion

In this chapter we formulated the sensorimotor loop as a dynamical system in the mul-
tidimensional case and derived the update rules for the controller and the world model
parameters following the homeokinetic principle. These are given by the gradient descent
on the time-loop error (cf. Sections 4.1.1 and 4.1.5). The control algorithm does not opti-
mize a specific goal, but rather requires, quite generally, that the sensorimotor dynamics
is kept at the border of stability. In more intuitive terms the application of this princi-
ple to autonomous robots can be phrased as the aim to stay active and act predictably.
We applied several regularization mechanisms to obtain a robust and practically usable
control algorithm. This was demonstrated by experiments with simulated robots as well
as with a real robot, including a driving robot, the Rocking Stamper, the Spherical
robot and the Snake robot. In our group many more robots have been controlled with
the homeokinetic controller, some of which are depicted in Fig. 4.35. Even though all
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Figure 4.35: Other robots that have been controlled by the homeokinetic con-
troller. Left: Pioneer robot [98] playing with a ball. Experiment conducted by Ralf
Der and René Liebscher; Center: A simulated dog robot is learning to move; Right:
Simulated humanoid robot performing athletic exercises. Videos can be found at [47].

of the agents are completely different, the same controller6 produces very different and
highly body and environment related behaviors, see also our collection of videos [47]. In
most cases we observe smooth trajectories and a dynamics that exploits the morphology
of the particular body. This is especially prominent in the experiments with the Barrel
and the Spherical robot, cf. Sections 4.4.1 and 4.4.2 where different highly coordinated
rolling modes are exhibited. Also the application to the Rocking Stamper resulted in
the exploitation of the eigenfrequencies of the body and showed that the controller remains
highly plastic and adapts constantly to new situations. This was demonstrated by chang-
ing the sensor configuration or breaking a sensor during the experiment, which led to a
quick readaptation, such that the robot was, after a short time, again vividly interacting
with its environment.

Interestingly, the learning dynamics based on the time-loop error does not converge to a
fixed pointed but rather stays on a transient all the time, such that the constitutes of the
dynamical system, meaning the controller and the adaptive world model change constantly.
This can result in a systematic sweeping of the behavior space as we demonstrated using
different robots. The concomitant learning of the world model and the controller can
lead to an incomplete sampling of the behavior space and thus to a limited scope of the
world model. We elaborated on the problems of model learning when sub-dimensional
modes are persistent for longer times. The observed deprivation of the world model was
called “cognitive deprivation” and was analytically proven. Quite generally, systems where
both controller and world model have to be acquired at the same time face the so called
cognitive bootstrapping problem or learning paradox [53], which might be phrased as the
problem that in order to improve the understanding of the world one has to act, but in
order to know how to act one needs to have already an understanding of the world. We
show analytically that the homeokinetic controller solves the bootstrapping problem by
producing explorative actions pointing into unexplored subspaces. The main result proves

6The dimensionality, implying the number of input and output neurons, is of course different.
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that all subspaces of the sensor-action space are explored by keeping all eigenvalues of the
Jacobian matrix high.

The homeokinetic control can be interpreted as an implementation of the ideas of cogni-
tive embodied systems proposed by Rolf Pfeifer [122, 124] and has a promising approach
for developmental robotics [20]. It is the first system that has been shown to generate
such a variety of coordinated behaviors in physically complex robotic systems, from a
single unspecific principle. Let us compare the results to related efforts in evolutionary
robotics [104]. The creatures of the Framestick world [78], for instance, show that highly
coordinated behaviors in dynamically complex systems can be evolved using artificial evo-
lution. The main difference is that these controller are designed, through the optimization
of a specific fitness function, to show a specific behavior and perform only in a narrow range
of environmental conditions. Another related study is the “playground experiment” [111].
Using an artificial intrinsic motivation a Sony Aibo [172] explores its surrounding and
tests various actions in a fully self-motivated way. Evaluating it critically we find that the
action space is a very low-dimensional discrete set and the behaviors consist of predefined
actions without dynamical complexity. Other approaches in developmental robotics using
reinforcement learning [161] and intrinsic motivation [65, 88] have much longer learning
times compared to our approach and suffer from the curse of dimensionality in complex
physical systems.

The homeokinetic controller in the original formulation is restricted to the use of specific
proprioceptive sensors, which measure the same physical quantity that is controlled by the
motor actions. Most robotic devices have many more sensors than motors, thinking of
distance sensors, tactile sensors or even visual input. Ideally, we want to supply a range of
different sensors to the controller and hope that the most appropriate ones are automat-
ically selected. To pursue this we presented a new formulation of the dynamics in motor
space, which is more suitable for systems with more sensors than motors, compared to
the original formulation in sensor space. However, the simple internal world model cannot
account for a complicated sensor setting and thus produces infeasible prediction errors.
Another reason to improve the internal world model was given in Section 4.6, where a
snake-like robot with many degrees of freedom and strong inertial effects was considered.
Due to the insufficiency of the internal world model, we observed a reduction of the be-
havioral richness to a few low-dimensional modes. We proposed an extended world model
that uses beside the motor values also the sensor values for its prediction. This raised the
inherent problem of the estimation of the causal effects of the robot’s actions from the
sensor values. We find an ambiguity between self-induced and environmentally-induced
changes in the sensor value stream. However, the actual effects of the actions have to be
properly extracted in order to regulate the controller parameters to the effective regime.
We proposed a rather general solution by specifying a bias towards self-induced observa-
tions and provided experimental evidence for its functional efficiency. A computationally
optimized variation uses a discount in the learning rule and is much simpler to implement.
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We identified another shortcoming of the unmodified homeokinetic controller, namely
that often high-frequency oscillations are exhibited. However, the influence of the self-
organization process requires intricate mechanisms. We achieved a general formulation
to integrate additional goals or constraints in terms of error functions into the learning
dynamics, without destroying the self-organization process. This is a fundamental step
towards guided self-organization, which will be the subject of the next chapter. As a proof
of concept we formulated the preference for low frequency oscillations and applied it to the
previously floundering Snake robot. In this experiment we also successfully applied the
advanced sensor setup and the hierarchical world model. To conclude, it is now possible
to control high-dimensional system with strong inertial effects and more complex sensor
setups.
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Chapter 5

Guided Self-Organization

Conquest is easy. Control is not.

Captain Kirk in “Mirror, Mirror”

In this chapter we will focus on goal-directed behaviors. Usually, this is achieved by directly
optimizing the parameters of the control program to achieve a specific goal, for example
via reinforcement learning [161] or via evolutionary algorithms [104]. We will follow a
different path, namely to combine the self-organizing control with external drives. For
this combination we coined the term guided self-organization [90] and Mikhail Prokopenko
phrased it in a general perspective [130]. Before the term was only rarely used e. g. in
nano technology [30] or swarm robotics [136]. The core idea of guided self-organization is
to combine goal-oriented design with self-organized development to obtain a system which
unites benefits of both. Compared to traditional design which operates mostly in an all-
or-nothing fashion, self-organizing systems tend to have a high tolerance against failures
and degrade gracefully, rather than catastrophically.

What can we expect from a guided homeokinetic controller? We have seen in Chapter 4 that
a variety of behaviors emerged solely from the principle of homeokinesis. The process of self-
organization has quickly structured the vast space of action sequences into a set of behaviors
that show a coherent sensorimotor dynamics of the particular robot in its environment.
The hope is now to shape the self-organization process to produce specific behaviors within
a short time. Part of the idea is to channel the exploration of the homeokinetic controller
around certain desired behaviors, such that modes can be found which fit even better to
the particular robotic device. This is especially important in high-dimensional systems
where the self-organized search for behaviors can take a long time and it is not guaranteed
that all possible behaviors are visited in finite time. With additional soft constraints we
can expect to achieve potentially useful behaviors in high-dimensional robotic systems.
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What are the challenges of guided self-organization? Let us compare self-organization
processes with technical design1. Self-organization is the evolution of a system into an
organized form in the absence of specific external pressures, whereas a technically de-
signed system has a given, usually rigid, structure without reorganization. In [129] Mikhail
Prokopenko emphasizes the differences as follows:

In fact, one may argue that the notions of design and self-organization are
contradictory: the former approach often assumes a methodical step-by-step
planning process with predictable outcomes, whereas the latter involves non-
deterministic spontaneous dynamics with emergent features.

This should not give the impression that self-organizing patterns are completely unpre-
dictable, but they have at least one unpredictable dimension.

On the methodological level we investigate three mechanisms of guidance. The first one
allows for the incorporation of supervised learning signals, e. g. specific nominal motor
commands, which we call teaching signals. This method is made possible through our
study of integrating additional error functions into the learning dynamics, cf. Section 4.7.1.
Using a distal learning [74] setup we study the use of teaching signals in terms of sensor
values. The second mechanism allow for the formulation of motor couplings. This will
be proven to be an effective and simple way to introduce constraints into the system and
facilitate the unsupervised development of specific behaviors. The third mechanism for
guiding the self-organization is discussed in Section 5.3 and uses online reward signals to
shape the emerging behaviors.

5.1 Guiding with Teaching

In this section we investigate different ways to guide the homeokinetic controller with su-
pervised learning signals. We call them teaching signals, because they are given externally
with respect to the self-organizing system. These signals can be incorporated using an
additional error function. An important prerequisite for this method was presented in
Section 4.7.1, where a natural gradient was used to maintain the balance between internal
self-regulation dynamics and external goal-oriented drives.

One way of influencing the behavior of the robot is to directly provide wanted motor pat-
terns, i. e. motor teaching signals. The reader might wonder why this is of practical value
since it requires precise information about the motor setup and its dynamics. Further-
more, if this information is already present one could use it to directly control the robot.
Nevertheless, there are two aspects which make it indeed useful. The explorative charac-
ter of the homeokinetic controller can be used to explore around the given motor pattern
and thus find a more suitable behavior for the particular situation. More importantly, the

1Design is here understood in the engineering sense to design for a particular function.
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motor teaching mechanism can be used by higher level guiding mechanisms as discussed
in Section 5.2, that are again unsupervised and require much less information about the
dynamics of the robotic device.

Thus, we will first investigate direct motor teaching signals and then consider sensor teach-
ing signals.

5.1.1 Direct Motor Teaching

In this section we will show how to incorporate motor teaching signals into the self-
organizing control. For that we define an additional error function which penalizes the
misfit

ηSt = ySt − yt (5.1)

between teaching motor values ySt and actual motor values yt. Similarly to the prediction
error for the world model, Eq. (4.20), we find

ES = ηSt
>
ηSt . (5.2)

Using the gradient descent we find the additional update for the controller matrix C
(Eq. (4.18)) as

∆CS = −∂E
S

∂C
=
(
ηSt ◦ g′

)
x>t , (5.3)

where g′ = g′(Cxt + h). The update for h is similarly obtained and reads

∆hS = −∂E
S

∂h
= ηSt ◦ g′ . (5.4)

These additional terms are integrated into the final learning rule using the technique for
integrating additional error terms, cf. Section 4.7.1. Using Eqs. (4.73, 4.74) we find for the
formulation in motor space the following total update rules for C and h:

1

εC
∆C = −∂E

∂C
+ γS(JJ>)−1∆CS , (5.5)

1

εC
∆h = −∂E

∂h
+ γS(JJ>)−1∆hS . (5.6)

The guidance factor γS regulates the strength of the additional drive and has to be deter-
mined empirically. A small value of γS leads to a small influence of the teaching signal and
results in a behavior that is mostly dominated by the original homeokinetic controller. For
large values of γS the teaching signals are followed narrowly and few exploratory actions
are performed.
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Figure 5.1: TwoWheeled robot controlled with homeokinetic controller and
direct motor teaching signals. For different values of γS (guidance factor) the teaching
signals yS (Eq. (5.7)) are followed more or less accurately. (a) Nominal motor value yS

(identical in both components) and average motor value 1
2(y1 + y2) for different values of

the guidance factor γS ; (b) Controller parameters of the first motor neuron for γS = 0.01.
Parameters: εC = εA = 0.1, update rate 100Hz.

Experiment

Let us evaluate this mechanism of guidance by using the TwoWheeled robot, see Sec-
tion 2.2.1. We want to show that teaching signals can be used to specify a certain behavior
and that the influence of the teaching can be conveniently adjusted using γS. For that
let us consider two motor teaching signals which are subsequently used. First the nominal
motor values are given by a sine wave and then by a rectangular function with the same
value for both motors, i. e.

(ySt )i =

{
0.85 · sin(ωt) t < 75

0.65 · sgn(sin(ωt)) otherwise ,
(5.7)

with i = 1, 2 and ω = 2π/50. The choice of the teaching signal has no deeper meaning.
Note that the nominal motor values should not be too large because otherwise the controller
is driven into the saturation region of the motor neurons, see Section 3.8. As we found in
Section 3.7, the fixed point of sensor dynamics in the toy example is at y ≈ ±0.65. This is
a good mean teaching signal size, which was also used in Eq. (5.7). As a rule of thumb we
recommend confining the motor teaching values to the interval [−0.85, 0.85].
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In Fig. 5.1 the produced motor values and the parameter dynamics are displayed for dif-
ferent values of the guidance factor (γS). For a low value of γS the desired behavior is
only followed by trend, whereas for higher values, e. g. γS = 0.01, the robot mostly follows
the given teaching value with occasional exploratory interruptions. These interruptions
cause the robot, for example, to move in a curved fashion instead of strictly driving in a
straight line as the teaching signals dictate. The exploration around the teaching signals
might be useful to find modes which are better predictable or more active. It was shown in
the theory of cognitive deprivation (Section 4.5) that a long performance of a single low-
dimensional behavior can lead to the inaccuracy of the adaptive world model. Thus, the
explorative actions can supply the adaptive world model with necessary sensation-actions
pairs for complete learning.

The experiment demonstrated that motor teaching signals can be used to achieve a specific
behavior. This result is not very surprising, because the system is very simple and the
taught behavior did not conflict with the homeokinetic principle (sensitive and predictable).
However, it served as a proof of principle and showed that the balance between taught
behavior and remaining self-organized behavior can be adjusted using a single parameter.

5.1.2 Direct Sensor Teaching

In this section we transfer the direct teaching paradigm from motor teaching signals (Sec-
tion 5.1.1) to sensor teaching signals. This is a useful way of teaching because desired
sensor values can be more easily obtained than motor values, for instance by passively
moving the robot, or parts of the robot, assuming that proprioceptive sensors are present.
This kind of teaching is also commonly used when humans learn a new skill, e. g. think
of a tennis trainer that teaches a new stroke by moving the arm and the racket of the
learner. Thus, a series of nominal sensations can be acquired that can serve as teaching
signals. Setups where the desired outputs are provided in a different domain than the
actual controller outputs are called distal learning [50, 74, 155]. Usually a forward model
is learned that maps actions to sensations (or more generally to the space of the desired
output signals). Then the mismatch between a desired and occurred sensation can be
backpropagated to obtain the required change of action. The backpropagation can also be
done using an inversion of the forward model. Another option is the use of a backward
model, which learns the mapping from sensations to actions. The main difference between
backward models and inverted forward models is the handling of noisy subspaces. The
inverted forward model will expand these subspaces, whereas backward models will shrink
them.

In our case a forward model is already at hand, namely, it is given by the internal world
model, see Eq. (3.16). Instead of a backpropagation we can invert the world model directly
as done in Sections 4.1.2 and 4.1.6. Let the sensor teaching signal be given by xDt . The
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distal learning error is the misfit ξDt between desired sensations xDt and predicted sensations
x̃t (Eq. (4.2)), thus

ξDt = xDt − x̃t . (5.8)

From Eq. (5.8) and using the world model M (Eq. (4.2)) we can calculate a misfit ηSt in
motor space that satisfies

xDt = x̃t + ξDt
!= M(xt−1, yt−1 + ηSt ) . (5.9)

Using a linearization we can write

ξDt = M ′
y(xt−1, yt−1)ηSt +O

(
(ηSt )2

)
, (5.10)

where M ′
y denotes the derivative of M with respect to y. Using the pseudoinverse M ′

y
+ of

the derivative of the world model M we can obtain ηSt in a linearized way as

ηSt = M ′
y

+
(xt−1, yt−1)ξDt . (5.11)

Since our particular implementation of the world model is linear (M(xt, yt) = Ayt + b, cf.
Eq. (4.19)) we can obtain the exact formula for ηSt as

ηSt = A+ξDt . (5.12)

Alternatively, we can calculate the motor teaching signal as ySt = A+(xDt −b), which makes
it easier to confine them to an appropriate interval, see Section 5.1.1. Now the update
formulas for C and h from the direct motor teaching setup are used, cf. Eqs. (5.3, 5.4).
Note that the extended world model (Eq. (4.91)) used in Sections 4.8.4 and 4.8.5 has the
same derivative with respect to y, such that the formulas remain identical. Analogously to
Eqs. (5.5, 5.6) and by using Eq. (5.11) we find the following update rules for C and h:

1

εC
∆C = −∂E

∂C
+ γD

(
JJ>

)−1 ((
A+ξDt

) ◦ g′)x>t−1 , (5.13)

1

εC
∆h = −∂E

∂h
+ γD

(
JJ>

)−1 ((
A+ξDt

) ◦ g′) , (5.14)

where g′ is taken at g′(Cxt−1 +h). The guidance factor is here called γD and regulates the
strength of the additional drive.

The application to the TwoWheeled driving robot, as it was done in the previous section,
is trivial since the world model consists essentially of a unit matrix. Among the previously
considered robots the Spherical robot has a non-trivial relation between sensor and motor
values, hence we will use it in the following experiment.
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Figure 5.2: Spherical robot and its behavior in a distal learning setup. (a) Il-
lustration of the robot with its sensor values; (b) Behavior for the distal learning task,
Eq. (5.15). The plot shows the percentage of rotation around each of the axes for different
values of the guidance factor γD (no teaching for γD = 0). The rotation around the red
axis is clearly preferred for non-zero γD. The mean and standard deviation of 10 runs
each 60min long, excluding the first 10min (initial transient, no teaching). Parameters:
εC = εA = 0.1, update rate 100Hz.

Experiment

In this experiment we use the Spherical robot, as described in Section 2.2.5. For each
axis we have one sensor value that is the z-component of the axis vector in world coordi-
nates which is illustrated in Fig. 5.2(a). We use the world model extension as proposed
in Section 4.8 with the bias towards self-induced interpretation of sensor values, see Sec-
tion 4.8.4.

The objective of this experiment is to show that a simple teaching signal in terms of sensor
values can be used to effectively guide the behavior of the Spherical robot towards
rotations around the first internal axis. To achieve that, we use the distal learning task
that requests a low value of the first sensor. More precisely,

xDt =

 0
(xt)2

(xt)3

 , (5.15)

thus only the first component of the sensor value produces an error signal. We expect
that the robot will preferably rotate around the first axis since this keeps the first sensor
value low, see Fig. 5.2(a). To evaluate, we performed for different values of the guidance
factor 10 runs each with a duration of 60min and the robot on the level ground. The
distal learning setup requires a well trained world model. Therefore no teaching signal
was provided during the first 10min of the experiment. As a descriptive measure of the
behavior, we used the index of the internal axis around which the highest rotational velocity
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was measured at each moment of time. Figure 5.2(b) displays for different values of the
guidance factor (γD) and for each of the axes the percentage of time it was the major axis
of rotation. Without teaching there is no preferred axis of rotation. With distal learning
the robot shows a significant preference for a rotation around the first axis up to 75 %.
For overly strong teaching, a large variance in the performance occurs. This is caused by a
too strong influence of the teaching signal on the learning dynamics. Remember that the
rolling modes can emerge due to the fine regulation of the sensorimotor loop to the working
regime of the homeokinetic controller, which cannot be maintained for large values of γD.

Why is it not possible with this method to force the controller to stay in the rotational
mode around the first axis? The answer is rather intuitive: When the robot is in this
rotational mode the teaching signal is negligible. However, the controller’s sensitization
will increase the impact of the first sensor, such that the mode becomes unstable again.

To summarize, the direct teaching mechanism proposed in Section 5.1.1 allows us to specify
motor patterns that are more or less closely followed, depending on the strength of integra-
tion of the additional force into the learning dynamics. In this section we considered sensor
teaching signals that were transformed into motor teaching signals using the internal world
model. We have shown that the Spherical robot with the homeokinetic controller can
be guided to locomote mostly around one particular axis, by specifying a constant sensor
teaching signal at one of the sensors. The supervised learning in terms of sensor signals
is one step in the direction of imitation learning. Imitation learning [142] deals with how
an autonomous robot can acquire behaviors from other agents or from humans. In this
setting the robot can typically perceive the movement via a camera or perhaps via its joint
sensors if the demonstrator was moving the parts of the robot’s body. In the latter case
the methods proposed here can be directly used. If only visual information is available
the correspondence problem concerning the mismatch between the teacher’s body and the
robot’s body needs to be resolved [34, 49, 134], which is not discussed here.

5.2 Guiding with Cross-Motor Teaching

Many robotic systems and animals have a symmetric structure, e. g. a sagittal symmetry
between the left and right sides of the body or a number of identical legs and so forth.
We will now discuss how to provide the control system with information about the body
morphology and symmetries of the desired behaviors to influence the self-organization
process. For that we will use soft constraints which reduce the effective dimension of the
sensorimotor dynamics and thus guide the self-organization along a sub-space of the original
control problem. In biological systems these kinds of constraints are often implemented
on a low level of neuronal circuitry, e. g. pairs of antagonistic muscles are connected such
that activity of one inhibits activity of the other on the level of α-motor neurons and
inter-neurons in the spinal cord [118].
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Inspired by this regulation we use the motor values of one controller neuron as a teach-
ing signal for another controller neuron. We call this method cross-motor teaching. To
describe which controller neuron receives a teaching signal from which we use cross-motor
connections. Note that despite the use of ‘teaching signals’ the algorithms is completely
unsupervised, because the signals are generated internally.

To introduce this method we will first consider pairwise symmetries and then generalize to
permutation relations. Finally, we will discuss how arbitrary cross-motor teaching can be
implemented to reduce the effective dimensionality of the search space.

5.2.1 Enforcing Pairwise Symmetries

First we want to influence the controller to prefer a mirror-symmetry in the motor patterns.
For that, pairs of motors are selected which are supposed to be synchronous. Let us consider
a particular pair of motors (r, s). We place a cross-motor connection from r to s and back.
Thus, the motor r is driven towards the value of motor s and vice versa. Hence, the
(internal) teaching signal is

(ySt )r = (yt)s and (ySt )s = (yt)r , (5.16)

which is used in Eqs. (5.2–5.6).

Likewise, an anti-symmetric relation can be expressed with (ySt )r = −(yt)s and vice versa.
In this simple setup the cross-motor connections have either a positive or negative sign.
For those motors i that are not part of a pair we need to set (ySt )i = (yt)i, in order to
produce no error signal in the framework of direct motor teaching, Section 5.1.1. More
complex connection types are discussed later.

Experiment

To illustrate the concept we will consider the TwoWheeled robot, see Section 2.2.1. The
robot has two motors actuated according to y1 and y2. Let the preferred behavior be to
drive straight. This can be obtained by defining a symmetric relation between both motors
following Eq. (5.16), i. e.

(ySt )1 = (yt)2 and (ySt )2 = (yt)1 . (5.17)

For experimental evaluation we placed the robot in an environment cluttered with obsta-
cles. We performed for different values of the factor γS five runs of 20min length. In order
to quantify the influence of the cross-motor teaching we record the trajectory, the linear
velocity, and the angular velocity of the robot. We expect an increase in linear velocity
because the robot is to move straight instead of turning. For the same reason the angular
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Figure 5.3: Behavior of the TwoWheeled robot with enforced symmetry of
the two motors. (a) Mean and standard deviation (of 5 runs each 20min) of the area
coverage (area), the average velocity (〈v〉), and the average turning velocity (〈|ωz|〉) for
different values of the guidance factor γS . Area coverage (box counting method) is given in
percent of the case without influence (γS = 0) (right axis). The robot is driving straighter
and its trajectory covers more area for larger γS ; (b) An example trajectory of the robot
with guidance factor γS = 0.005. Parameters: εC = εA = 0.01, update rate 100Hz.

velocity should go down. In Fig. 5.3 two sample trajectories and the behavioral quantifi-
cations are plotted. Additionally, we plot the relative area coverage2, which reflects how
much more area of the environment was covered by the robot with cross-motor teaching
compared to the original homeokinetic controller. As expected, the robot shows a distinct
decrease in mean turning velocity and a higher area coverage with increasing values of the
guidance factor. Note that the robot is still performing turns and drives both backwards
and forwards and does not get stuck at the walls, as seen in the trajectory in Fig. 5.3(b).
The properties of the homeokinetic controller, such as sensitivity and exploration, remain.

We have seen that a pairwise cross-motor teaching can be used to guide the self-organizing
control to drive mostly straight in the TwoWheeled robot. The strength of this prefer-
ence can be adjusted by the guidance factor. The algorithm is unsupervised and the only
specific information that is given is the pair of motors to be synchronized. Let us now
proceed to a more flexible specification of cross-motor connections in order to deal with
more complex situations.

5.2.2 Permutation Relations

Now we want to consider a more general cross-motor connection setup where each motor
has one incoming and one outgoing connection, such that there is still only one teaching

2The area coverage of the trajectory is calculated using a box-counting method.
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signal per motor. The cross-motor connections can be described by a permutation πm of the
m motors that assigns each motor a source of teaching input. Additionally a sign function
χ : {1, . . . ,m} → {−1, 1} defines whether the motors are supposed to be symmetric or
antisymmetric. The teaching signal is then given by(

ySt
)
i

= χ (πm(i)) (yt)πm(i) for i = 1, . . . ,m. (5.18)

The symmetric setup (Eq. (5.16)) is of course a special case of this notation. With a
cyclic schema of connections also a group of motors can be synchronized. In the following
experiment we use a rotation-symmetric configuration to show that a high-dimensional
chain-like robot can quickly develop a locomotion behavior.

Experiment

Let us now consider a more complex robot – the Armband. This robot consists of a
sequence of flat segments placed in a ring-like configuration, where subsequent segments
are connected by motor-operated hinge joints. As a result we obtain a robot with the
appearance of a bracelet or chain, see Fig. 5.4(a). A detailed description of the simulated
hardware is located in Section 2.2.8. Since the robot is symmetric there is by construction
no preferred direction of motion, meaning that the robot controlled by the homeokinetic
controller will equally probable move forward and backward. The robot cannot turn or
move sideways, but it can produce a variety of postures and locomotion patterns.

With the method of cross-motor teaching we can select different symmetries, such that the
robot is more likely to perform a directed motion. For that we define the permutation,
(used in Eq. (5.18)), as

πm(i) = (i+ k + bm/2c) mod m, (5.19)

where k ∈ {−1, 0, 1}. We will only use positive connections, such that the sign function is
not required. Thus, the teaching signals are(

ySt
)
i

= (yt)(i+k+bm/2c) mod m for i = 1, . . . ,m. (5.20)

The choice of k depends on the desired direction of motion and on whether the number of
joints m is even or odd. If m is even then k = −1 and k = 1 are used for both directions
(forward or backward) and k = 0 represents a point symmetric connection setup. In the
latter case the robot will not prefer a direction of motion and the behavior is similar to
the one without guidance. For an odd value of m, which is also used here, k = 0 and
k = 1 can be used for backward and forward motion. In the following experiments the
robot has m = 13 motors. The motor connections for k = 1 are illustrated in Fig. 5.4(b).
Each motor connection is displayed by an arrow pointing to the receiving motor. Note
that the connections are directed and a motor is not teaching the same motor from which
it is receiving teaching signals. For k = 0 all arrows in Fig. 5.4(b) are inverted, meaning
that for each connection the sending and receiving motors would swap roles.
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(a) (b)

Figure 5.4: Armband robot with cross-motor connections. (a) Screenshot from
the simulation. The transparent sphere in the center marks the center of mass of the robot;
(b) Schematic view of the robot. The prismatic structures are hinge joints actuated by
servo motors. The arrows indicate unidirectional cross-motor connections, where the head
points to the receiving unit. All links are equal, but for visibility reasons only four links
are drawn boldly. For this connection setup the robot preferably moves leftwards.
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Figure 5.5: Performance of the Armband robot with constant cross-motor
teaching. (a) Mean and standard deviation of the average velocity 〈v〉 and the average
absolute velocity 〈|v |〉 of 5 runs for different value of the guidance factor γS ; (b) Velocity
of the robot v (averages over 1 minute sliding window) for 3 runs at γS = 0.003.
Parameters: k = 1, εC = εA = 0.1,

√
E (Section 4.2.4), update rate 100Hz.
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To evaluate the performance we conducted for different values of the guidance factor γS 5
trials each 30min long. In a first setting the cross-motor connections were fixed (k = 1)
for the entire duration of the experiment. We observed the formation of a locomotion
behavior after a very short time. Note that this behavior requires all joints of the robot
to be highly coordinated. As a quantitative measure of the performance we calculate the
horizontal velocity v using the center of mass of the robot, see Fig. 5.4(a). Thus, the
velocity is a scalar number and we define forward motion if v > 0 and backward motion if
v < 0. In this experiment we expect the robot to move only forward, because a fixed cross-
motor connection setup was used. The average velocity of the robot increased distinctively
with raising guidance factors, see Fig. 5.5(a). For excessively large values of the guidance
factor γS the velocity goes down again. This occurs for two reasons: First, the cross-motor
teaching has a too strong influence on the working regime of the homeokinetic controller
and second the actual motor pattern of the locomotion behavior does not perfectly obey
the relations between the motor values as specified by Eq. (5.20). In order to satisfy the
constraints imposed by Eq. (5.20) all motor values need to be equal, which is of course not
the case in the locomotion behavior.

Without guidance the robot moves equally to both directions but with comparably low
velocity. This can be seen at the mean of the absolute velocity in Fig. 5.5(a). If the value
of the guidance factor is chosen conveniently, the robot moves in one direction with varying
speed see Fig. 5.5(b) where 3 velocity traces are displayed. The locomotive behavior can
also be seen in [Video 10] for a low value of guidance factor (γs = 0.001) and in [Video 11]
for a medium value of guidance factor (γs = 0.003). We also observe a peak of high
velocity after the first few minutes, which is followed by a dip before a more steady regime
is attained. During this time the controller is going from a subcritical regime (at t = 0) to
a slightly supercritical regime.

In a second setup we changed the cross-motor connections every 5min, i. e. k was changed
from 0 to 1 and back. A value of k = 0 should lead to a negative velocity and a k = 1 to
a positive velocity. To study the dependence on the guidance factor and to measure the
performance we use the average absolute velocity (〈|v |〉) and the correlation of the velocity
with the configuration of the cross-motor teaching (ρ(v , k)), see Fig. 5.6(a). Without
guidance (γS = 0) there is, as expected, no correlation with the supposed direction of
locomotion. For a range of values of the guidance factor we find a high total locomotion
speed with a strong correlation to the supposed direction of motion. Note that the size
of the correlation depends on the length of the intervals of one connection setting. For
long intervals the correlation will approach one. In Fig. 5.6(b) the velocity of the robot
is plotted for different runs with the same value of the guidance factor that was used in
the previous experiment (γS = 0.003). We observe that the robot changes the direction of
motion shortly after the configuration of couplings was changed, cf. [Video 12].

The experiment illustrates that we can achieve a specific behavior in a high-dimensional
robot (here 13 DoF) by using cross-motor teaching. With a set of motor couplings the
symmetry between two directions of motion was broken and a fast locomotion behavior
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Figure 5.6: Performance of the Armband robot with changing cross-motor
teaching. (a) Mean and standard deviation of 5 runs of the average absolute velocity
〈|v |〉 and the correlation ρ(v , k) of the velocity with the configuration of the couplings
for different values of the guidance factor γS ; (b) Velocity (averages over 10 sec sliding
windows) of the robot for 3 runs at γS = 0.003 and the supposed direction of motion
D = 2k − 1 for better visibility. Parameters: εC = εA = 0.1,

√
E (Section 4.2.4), update

rate 100Hz.

set in. When the connections are changed during the runtime the behavior of the robot
changes reliably. In the next section we will discuss methods to implement other types of
motor couplings that are not limited to a permutation setup.

5.2.3 Arbitrary Cross-Motor Teaching Configurations

In a more general form, the connection setup between motors can be expressed by a graph.
If we keep the restriction of the couplings to a symmetric or antisymmetric relation between
the motors then the graph can be expressed by an (m ×m) connection matrix3 M with
elements from {−1, 0, 1}. We define the teaching signal as the average of all incoming
connections, thus

(ySt )i =
1∑m

j=1 |Mij|
m∑
j=1

Mij(yt)j for i = 1 . . .m. (5.21)

The number of non-zero entries in each row must be larger than zero, i. e.
∑m

j=1 |Mij| > 0.
A unit matrix for M represents no cross-motor teaching, since all motors receive only
their own motor value. Note that using the average value of several motor values as a
teaching signal has the disadvantage of reducing the activity in the sensorimotor loop.

3The connection matrix is also known as weight matrix and an entry in column i and row j represents
the connection from motor neuron i to j. In our case a value of 0 means no connection and values of −1
and 1 stand for a negative or positive teaching connection.
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This is because the average value often has usually a small magnitude, e. g. if positive and
negative motor values are combined.

Another interesting way of coupling would be to enforce a certain phase-difference between
two motors. However, this requires a suitable definition of a phase for each controller
output, which will not be studied here.

The proposed coupling graph requires rather detailed information about the robot’s mor-
phology and its dynamics. Nevertheless, we see a large potential for this method, because
the graph of connections could be learned by a higher level learning procedure. One possi-
ble way would be to use a Hebbian type learning to capture the correlations between motor
channels for a particular behavior that is produced by the homeokinetic controller from
time to time. Strong correlations between motor channels would suggest a cross-motor
connection between them (likewise a strong anti-correlation would suggest a connection
with negative sign).

The mechanism proposed here can also be transferred to sensor space using the direct
sensor teaching (Section 5.1.2). The configuration is then defined in terms of cross-sensor
coupling analogously to the definitions given above. This can become useful, for example
if a certain behavior is demonstrated by a human operator by passively moving the robot.
In the case of the Armband robot, one can easily imagine that the robot is pushed along
the ground such that a locomotion pattern is formed. Based on the sensor readings, the
correlations between the sensor channels can be determined and serve as a basis for the
construction of a specific cross-sensor couplings.

Let us summarize: Starting from the guidance by teaching we introduced the concept of
cross-motor teaching that allows us to specify abstract relations between motor channels.
There are no external teaching signals required, because the motor values are used mutually
as teaching signals. The only specific information put into the system is mutual teaching
configuration. First we studied simple pairwise symmetric relations and shaped the behav-
ior of the TwoWheeled robot to drive mostly straight through the cross-motor teaching
between both motors. This teaching method introduces soft constraints that guide the
self-organization process to a subspace of the entire sensorimotor space and therewith the
effective dimension of the search space for behaviors is reduced. This was demonstrated
using a high-dimensional robot – the Armband. With a simple cross-motor teaching con-
figuration the robot developed within a short time fast locomotion behaviors from scratch.
The direction of motion was altered by a change in the connection setup.

5.3 Guiding with Reward

In this section we investigate how to guide the self-organization process by providing an
online reward or punishment. The starting point for the following considerations is the ob-
servation that the homeokinetic controller explores the behavioral space of the controlled
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system, cf. Section 4.4. For instance, the behavior of the Barrel robot showed a sys-
tematic sweeping through the accessible frequencies of the sensor state reflected by rolling
modes with different velocities (Section 4.4.1). In the case of the Spherical robot with its
three dimensional motor and sensor space we also observed a sweeping through a large set
of possible behaviors (Section 4.4.2). In a setup where the robot can move freely, it will ex-
hibit different slow and fast rolling modes around different axes. An important observation
is that behaviors which are well predictable will persist longer than others, cf. Section 3.5.
Nevertheless, due to the exploratory character of the controller all behavioral modes are
transient in their nature. In order to maintain a currently active behavior the adaptation
rate of the homeokinetic controller has to be low, because otherwise it will continue to
search for new behaviors. At first glance it seems to be counterintuitive that we have to
reduce learning speed in order to keep a behavior, but the point is that the controller has
already learned to produce the behavior when it is exhibited by the robot. It becomes
also clear if we think of the transient lifetimes of well and less predictable behaviors. The
homeokinetic controller gives the well predictable behavior a longer persistence, which is
indeed sound. Note that this reflects a change of adaptation speed, namely that for pre-
dictable behaviors a smaller gradient of the error function occurs, which implies smaller
learning steps. The idea is now to exploit this effect and regulate the speed of learning
based on reward or punishment. We can expect that rewarded behaviors persists longer
and punishment behaviors are left quicker.

Let us define a reward signal r(t) ∈ R for each time t, which should be considered as a
punishment for negative values and as a reward for and positive values. To incorporate
the reward signal we define a new error function in the following way

Er = (1− tanh(r(t)))E , (5.22)

where E is the usual TLE function defined in Eq. (4.12). The factor (1 − tanh(r(t))
approaches zero for large positive rewards and 2 for large negative rewards as depicted
in Fig. 5.7(a). The multiplication of the error function is the same as multiplying the
learning rate. Thus, we could similarly write εrC,t = (1 − tanh(r(t)))εC . The construction
of the new error function Eq. (5.22) follows our considerations above. For a reward (r > 0)
the factor (1 − tanh(r(t)) is smaller than 1 and thus decreases the learning speed. For
a punishment (r < 0) the learning speed is increased. The hyperbolic tangent imposes
constraints on effective values of r(t), namely they should be in the interval (−3, 3) to
have a differentiable effect on the learning dynamics. However, it is not required that the
interval is being utilized by a particular reward function, nor does it do harm to exceed
the range.

Before we evaluate this method of guidance let us wrap up the mechanism. All behavioral
modes of the non-guided homeokinetic controller are transient. The lifetime of a behavior
normally depends on the size of prediction error ξ (and on the sensitivity) so that well
predictable behavior remain longer. We used this to modulate the lifetimes based on
reward and punishment using an additional factor in error function (Eq. (5.22)) . Behaviors
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Figure 5.7: Reward dependent factor and the Spherical robot in world co-
ordinates. (a) Factor for the modified error function, Eq. (5.22); (b) Spherical robot
with angular velocity (ωz) around the z-axis and velocity vector v in x-y-plane. Note that
x, y, z refer here to the axes of the world coordinate system.

with small or even negative reinforcement should be left rapidly, whereas large positive
reinforcement tends to increase the lifetimes, which is maximal for behaviors that are both
rewarded and well predictable.

Let us now apply the mechanism to shape the behaviors of the Spherical robot. In
the following sections we will demonstrate two different behaviors which can be effectively
guided.

5.3.1 Reinforcing Speed

In the following experiment we will use the Spherical robot, as described in Section 2.2.5.
One of the simplest possible desired behaviors of this robot is to move fast. Let us construct
the reward function for this goal. For small velocities the reward should be negative, thus
causing a stronger change of behavior, whereas larger velocities should result in a positive
reward. To achieve that, the reinforcement signal can be expressed as

r(t) =
1

3
‖v t‖ − 1 , (5.23)

where v t is the velocity vector of the robot, see Fig. 5.7(b). In order to compare the results
with the unguided case the reward is shifted, such that it is zero for the average velocity
of normal runs. The scaling is done to keep the reward within the effective range4.

We conducted 20 trials with the Spherical robot with reinforcement and 20 trials without
reinforcement, all with random initial conditions, each for 60min in simulated real time

4Note that here the minimal reward is −1, so we do not use the entire range of punishment.
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Figure 5.8: Performance of the Spherical robot rewarded for speed. (a) Mean
and std. deviation of the velocity of the Spherical robot for 20 runs each 60min long with
(diamonds/solid line) and without (stars/dotted line) speed reinforcement. The label
‘all’ denotes the mean and std. deviation over the means of all runs which is significantly
(p < 0.001) higher for the reinforced runs; (b) Time course of the robot’s velocity for run
number 12 and 19, where blue/dotted shows the normal case and red/solid line shows
the reinforced case.

on a flat surface without obstacles. The robot also experiences rolling friction, so that fast
rolling really requires constant acceleration. In Fig. 5.8 the mean velocity (measured at the
center of the robot) for each simulation is plotted and the velocity trace of the robot for
two reinforced and two normal runs are displayed as well. The simulations are enumerated
and plotted pairwise in comparison, although the pairing is random. The mean velocities
of the reinforced runs are larger than the ones of the normal runs. This is especially evident
in the overall mean (mean of means marked with ‘all’ in Fig. 5.8(a)), which is significantly
different. The null hypothesis that the set of means of the reinforced runs and of the
normals runs have an indistinguishable mean was rejected with p < 0.001 using the t-test.
However, since straight and also fast rolling modes are easily predictable and active they
are also exhibited without reinforcement for a long time. The traces illustrate that the
robot with reinforcement reaches quicker a faster rolling motion and also stays longer in
these behaviors. It is important to note that the fast rolling modes are also found again,
after the robot is moving slower, see Fig. 5.8(b).

The guidance of the homeokinetic controller using a reward for fast motion has shown to
increase the average speed of the robot significantly. Nevertheless there are trials where
no increased speed was found.
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Figure 5.9: Performance of the Spherical robot rewarded for spin. (a) Mean
and std. deviation of the angular velocity ωz of the Spherical robot for 20 runs each
60min long with (diamonds/solid line) and without (stars/dotted line) spin reinforce-
ment. The label ‘all’ denotes the mean and std. deviation over the means of all runs;
(b) Time course of the velocity for run number 12 and 19, where blue/dotted shows the
normal case and red/solid line shows the reinforced case.

5.3.2 Reinforcing Spin

In a different setup we want the robot to follow curves and spin in place. We use the angular
velocity ωz around the z-axis of the world coordinates system, which is perpendicular to
the ground plane, as depicted in Fig. 5.7(b). The reward function is now given by

r(t) =
1

3
‖ωz‖ − 1 . (5.24)

Again the reward is scaled and shifted to be zero for normal runs and to be in an appropriate
interval. Positive reward can be obtained by rolling in a curved fashion or by entering a
pirouette mode. The latter can be compared to a pirouette done by figure-skaters – with
some initial rotation the masses are moved towards the center, so that the robot spins fast in
place. The robot also experiences rolling friction, so that fast pirouettes are not persistent.
Again, we conducted 20 trials with reinforcement and 20 trials without reinforcement, each
for 60min simulated real time on a flat surface without obstacles. In Fig. 5.9(a) the mean
angular velocity ωz for each simulation is plotted. The angular velocities traces of the robot
in two reinforced and two normal runs are displayed in Fig. 5.9(b). In this scenario the
difference between the normal runs and the reinforced runs is indistinguishable. Nearly all
reinforced runs show a large mean angular velocity. The reason for this drastic difference
is that these spinning modes are less predictable and therefore quickly abandoned in the
non-reinforced setup. The traces show that the robot in a normal setup rarely performs
spinning motion, whereas the reinforced robot, performs after some time of exploration
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very fast spinning motions, which are persistent for several minutes. In this setup it can
also be seen that the rewarded behaviors are found again after they are lost, see Fig. 5.9(b).

In this scenario the mechanism to modulate the learning speed by a reward signal showed
a strong effect on the behavior of the Spherical robot. When controlled by the homeo-
kinetic controller without guidance the robot rarely exhibits narrow curves or spinning
behavior. In contrast the guided controller engaged the system into curved motion most
of the time. One might wonder how it is possible that this technique is able to reach a
behavior that is normally not exhibited. The reason is that when the robot is starting
to follow a curve, then the learning rate of the controller goes down, although the world
model is still learning normally. In the unguided case the prediction error will rise (because
it is a new behavior) and thus the controller will quickly leave this behavior. This actually
happens before a fast winding is reached. In the rewarded case the world model is able to
capture the behavior before it is left and thus also influences the control network, which
in turn enables the control system to enter modes of more narrow curves.

5.4 Discussion

In the first part of this chapter we proposed two methods to guide the otherwise freely self-
organized behavior based on teaching signals. We defined an appropriate error function
that allows one to directly specify a desired motor pattern and verified its functioning
with a simple robot experiment. The balance between self-organized behavior and taught
behavior can be adjusted with a single parameter. Using the internal world model we are
able to transform sensor teaching signals into motor teaching signals. In this framework,
the Spherical robot was taught to prefer the rotation around one particular axis. This
was achieved solely by requesting a zero value of the sensor value measuring the axis
orientation of that particular axis.

The direct teaching mechanisms form the basis for further investigations that aim at higher
level guiding mechanisms, which we consider in the second part of this chapter (Section 5.2).
We introduced the method of cross-motor teaching with which abstract relations between
motor channels can be specified, such as symmetric or anti-symmetric activity or more
elaborate connection patterns. This induces soft constraints and therewith reduces the
effective dimensionality of the system. An example with the TwoWheeled robot showed
that by enforcing the symmetry between the left and the right wheel the behavior changes
qualitatively to straight motion. Nevertheless, the explorative character of the controller is
not destroyed. The resulting behaviors are less specific than in the case of direct teaching.
For example the TwoWheeled robot can drive forward or backward at its own choice,
whereas in the direct teaching setup the direction of driving is specified externally. It is also
interesting that the robot remains sensitive to perturbations and changes its behavior from
time to time so that the available environment is thoroughly scanned. Especially visible is
the effectiveness of guidance with the high-dimensional Armband robot. A cross-motor
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teaching configuration with only one connection per joint leads to a fast and coordinated
locomotion behavior. A change in the connections rapidly and reliably causes a change in
the direction of motion. This method offers a good way for higher level control structures
to direct the behavior of the robot.

In the third part of this chapter (Section 5.3) we proposed a simple method to guide
the self-organizing behavior using online reward signals. In essence, the original time-loop
error is multiplied by a strength factor, obtained from the reward signal. The approach was
applied to the Spherical robot with two goals, fast motion and curved rolling. In both
cases the performance was significantly increased, although the reinforcement of fast motion
showed only a small effect, because the homeokinetic controller achieves fast rolling modes
already without guidance. When reinforcing curved rolling the results are distinctive. In
this case we find fast spinning modes, which are not observed otherwise. Nevertheless,
the exploratory character of the paradigm still remains intact. These results have been
published in [90].

Let us compare the guided self-organization using cross-motor teaching and rewards with
other approaches to autonomous robot control, namely evolutionary algorithms [104] and
reinforcement learning [161]. We will consider several dimensions along which they are
compared: (i) the achievement of the specified goal, (ii) the learning time, (iii) the flex-
ibility of the solution, and (iv) the universality of the method. Evolutionary algorithms
can optimize the parameters of the controlling neural network and can possibly achieve
the behaviors demonstrated here. Similar systems in terms of dynamical complexity have
been considered in [36, 71, 93]. However, for high-dimensional systems, identical subcom-
ponents are often used and in any case it requires a long learning time (many generations
with many individuals). The final controller is mostly static, such that it only works in the
conditions it was evolved in. Evolutionary algorithms are universal, but the representation
of the problem in the artificial genome requires great care. When considering reinforcement
learning (RL) we have to distinguish how the control is organized. Traditionally RL uses
a set of discrete actions, which would be an intractably large set in the case of the 13-DoF
Armband robot. RL would not yield a good performance in this case. In order to achieve
a good performance the space of actions has to be structured first. A very powerful RL
method is the natural actor-critics [121]. This allows for a continuous state and action
space and is currently the most efficient RL algorithm for high-dimensional systems [1].
Nevertheless, for example a seven DoF robotic arm requires initial supervised learning (by
human demonstration) before it can successfully learn to perform the task [119]. Even
with sophisticated methods like natural actor-critics the learning times are very long in
comparison to the approaches proposed here. RL can deal with delayed rewards since it
solves the credit assignment problem, whereas the reward schema used here (Section 5.3)
require online rewards. In the case of the cross-motor teaching the specification of the de-
sired behavior is indirect and limited in comparison to the possibilities of reward function
in RL and the fitness function in evolutionary algorithms. The methods proposed here for
guided self-organization are specific methods to shape the behaviors of the homeokinetic
controller. As a matter of fact, the desired behaviors are found very fast even in high-
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dimensional and dynamically complex systems. However, the desired behaviors are only
partially followed. This is due to the underlying self-organization which causes an ongoing
exploration around the desired behaviors. Concerning the flexibility, the resulting con-
trollers are highly adaptive and can change quickly to new situations, which is one of the
major strengths of the self-organizing system. To conclude, the guided self-organization
methods offer a fast development of goal-oriented behaviors in high-dimensional continuous
robotic systems from scratch, which cannot be achieved with other learning control systems
so far. However, the implementation of goals is comparably limited. The reward-based
guidance allows any reward signals, but no time delays are tolerated. The cross-motor
teaching method is suitable to select a subset of behaviors, but cannot be generalized to
all behaviors. A combination of both methods is also possible, namely using cross-motor
teaching to be very effective in high-dimensional systems and additionally using rewards
to give a fine grain control over the behavior.

In the current setup the controller and the internal world model will forget past behaviors,
so that there is no long term effect of the reinforcement. Another problem for practical
applications is that we achieve only a tendency to a certain behavior and cannot guarantee
its successful execution. These problems will be tackled in the next chapter, where we will
look into the acquisition of behavioral primitives using a set of competing expert networks.
The presented guiding mechanisms are then usable to shape the development of behavioral
primitives.



Chapter 6

Goal-Oriented Behavior from
Self-Organized Behavioral Primitives

An expert is a person
who has made all the mistakes
that can be made in a very narrow field.

Niels Bohr (1885 - 1962)

The homeokinetic control is a very powerful method to obtain coordinated behavior in
complex robot systems (Chapter 4), but it can not really be used in practical applications,
because one cannot directly accomplish a task with it. In the present chapter we will solve
this shortcoming in a surprisingly intuitive way.

A commonly used technique for learning a particular task is reinforcement learning1 [161].
A reinforcement learning algorithm learns to choose the right sequence of actions to max-
imize a long-term reward. The latter has to be designed according to the current task.
Unfortunately, in real world applications the dimensionality of the systems is so large that
it is impossible to learn the right sequence of ad-hoc actions within a feasible amount
of time. Consider for example a robot with about 20 degrees-of-freedom (DoF), e. g. the
Snake robot as used in the present work (Section 2.2.7) or the Honda humanoid robot
Asimo [173] (with 26 DoF), where each DoF needs a motor command at every instant in
time. Even if only three different commands per DoF are used then there are 320 > 109

different actions to choose from. As it is impossible to search such a huge space for useful
actions for a particular situation, it is necessary to find a more compact representation by
coarse grain building blocks, namely behavioral primitives.

1Reinforcement learning refers here to the maximization of a future reward, which is possibly given
temporally delayed. This is in contrast to the immediate reinforcement signals that were used in Section 5.3.
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As the concept of behavioral primitives is studied in fields of human movement science
and also in robotics, we find in the literature a variety of synonyms, such as ‘movement
primitives‘ [141], ‘motor schemas’ [4], and ‘units of action’ [154]. It is believed that the
existence of behavioral primitives is essential for complex and effective skill learning and
movement generation [141]. Behavioral primitives are defined as sequences of actions or
as a sensorimotor dynamics that accomplish a complete goal-oriented behavior. They can
be as simple as an elementary action, e. g. ‘extending a leg‘, ‘waving a hand’, etc., but can
also comprise more complex movements. For the same reasons as given above, in [140]
it was stated that too simple low-level representations do not scale well to systems with
many degrees of freedom. Thus, it was suggested that behavioral primitives code complete
temporal behaviors, like ‘grasping a cup’, ‘walking’ or ‘shooting a ball’. Since they are to be
used as building blocks for more complex behaviors it is important that the primitives can
be easily sequenced and combined. An appropriate storage of the primitives can be done
in closed-loop controllers, much like the homeokinetic controller itself. This yields a good
generalization performance and smooths the transients between primitives, see also [162].

Let us now consider the behaviors that are performed by the homeokinetic controller with
some temporal persistence. Even though they do not have a specific goal 2, unless shaped
by guided self-organization, see Chapter 5, we argue that an observer can attribute a goal to
most of the particular behaviors, for example the different rolling modes of the Spherical
robot appear to follow the goal of directed motion. Therefore these behaviors are likely to
be useful for the construction of more complex goal-oriented behaviors. The sensorimotor
loops established by the homeokinetic controller do not produce merely elementary actions
but ‘complete temporal behaviors’. We will see the large difference in the performance of
learning a task when behavioral primitives are used instead of elementary actions even in
low-dimensional systems.

In the first part of this chapter we will focus on the acquisition of behavioral primitives,
and in the second part we will use them in conjunction with reinforcement learning to
create composite goal-oriented behaviors.

6.1 Acquisition of Behavioral Primitives

If the robot re-encounters a situation in the environment it should be able to reuse behaviors
that have been acquired earlier. The extraction of behaviors from a continuous stream of
sensorimotor information involves clustering or segmentation, generalization, and suitable
storage. The segmentation is necessary to chop the data into chunks that belong to one
behavior. In the case of the self-organized motor control the behavior changes permanently,
such that the system is always on a transient from one behavior to another. However,
the lifetimes of these transients differ depending on the TLE, see Section 3.6. Highly

2Since the homeokinetic controller optimized the time-loop error Eq. (4.12) there is always the general
goal of self-exploration and active interaction but no specific goal per se.
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predictable and sensitive behaviors will remain longer than others, which makes them
easier to be extracted. Nevertheless, there is no typical timescale of a behavior. Beside
the appropriate segmentation, an important requirement for the behavioral elements is the
stability against perturbations and a wide generalization capability. This is advantageous
in order to reach and stabilize the belonging behaviors from different starting points in the
behavior-space. We will see that both properties are fulfilled by the behavioral primitives
used here.

We approach the challenge of behavior acquisition with multiple local models/controllers,
which follows the paradigm of ‘divide and conquer’, and is a common way to tackle com-
plex non-linear systems [99]. The mixture of local experts [72] is a method performing the
segmentation and modeling online. There, a gating network and a set of expert networks
are trained. The gating network learns to map the inputs to a weighted sum of the outputs
of a set of experts, whereas each expert learns the input to output mapping, depending
on the strength of its participation in the total output. Let us assume the data originates
from a set of different dynamics (e. g. different behaviors in the case of the robot) and the
system switches between them. In this scenario a problem arises when the gating is based
on the inputs alone. Namely that the underlying dynamics will have overlapping input do-
mains and thus the gating cannot easily distinguish between the dynamics. Neither does
the gating network encourage the expert to compete, but rather to cooperate. The latter
makes the representation more prone to the loss of information through interference with
previously learned relationships. A method that overcomes these problems is the compet-
ing experts schema [117], which we will introduce in more detail below. The competition
between the experts is based on a single quantity, namely on their ability to predict the
current data. This approach was successfully applied e. g. to the vowels recognition in
speech data [106] and the analysis of wake/sleep EEG signals [75]. In our case the data is
provided by the behaving robot, with each expert representing one behavior. The segmen-
tation between behaviors happens naturally at borders of the Voronoi cells [7] defined by
the areas where one expert is predicting best. Thus, in contrast to the setup with a gating
network, the segmentation is now not directly dependent on the inputs (sensor values).
Moreover, a good generalization is brought about by the neural networks which store the
behaviors in their synaptic weights.

The next section explains the competing expert schema and the softmax competition rule.
After that, a new winner-takes-all competition rule is proposed that is more suitable for
the data obtained from the behaving robot. Using two examples we demonstrate the
partitioning of behavior-space by the experts. Finally, we investigate how the experts can
be used to control the robot and to find flexible and combinable behavioral primitives.

6.1.1 Competing Experts

Let us now focus on the competing expert setup with softmax competition and annealing
as introduced by Pawelzik et al. [117]. Consider the time series {at, bt} with t = 1, 2, . . .
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of input-output pairs. The underlying dynamics of the time series is assumed to switch on
a rather slow timescale, which is also a valid assumption for the robot behaviors. We have
an ensemble of experts

Fi : at 7→ b̃it i = 1, . . . , r , (6.1)

mapping the input at to the predicted output b̃it and we define for each expert the square
prediction error as

Ξi
t = |bt − Fi(at)|2 . (6.2)

Let the experts Fi consist of neural networks with the parameter matrixW i that is adapted
to minimize the prediction error via gradient descent as

∆W i = −εFpit
∂Ξi

t

∂W i
. (6.3)

The learning rates of the experts are composed of a maximal learning rate εF and a weight-
ing coefficient pit determined by the competition function called softmax:

pit =
e−β

Pδ
τ=−δ Ξit−τ∑r

j=0 e
−β

Pδ
τ=−δ Ξjt−τ

, (6.4)

where β is the strength of the competition and δ is a time-horizon. For β = 0 all experts
learn equally and for β = ∞ there is a hard competition in the winner-takes-all fashion.
The weighting coefficients are intuitively the relative probability of contribution of each
expert to the current dynamics. Note that the weighting coefficients are normalized i. e.∑n

j=1 p
j
t = 1 and depend on δ future prediction errors. These are, however, not known

at the time of the competition and thus one can use instead of
∑δ

τ=−δ Ξi
t−τ a sliding

average Ξt which is iteratively defined as Ξ
i

t = 1/δΞi
t + (1− 1/δ)Ξ

i

t−1. In order to ensure a
good distribution of experts, the competition strength β is adiabatically increased during
the learning, which is called annealing process. It must take place at a sufficiently long
timescale, because the diversification occurs at particular “temperatures” (T = 1

β
) where

the network parameters separate abruptly [137].

6.1.2 Framework

Ultimately the learned experts networks should serve as controllers for a particular behav-
ior. In order to guarantee a smooth transition between these behaviors, as well as a robust
and coherent activation of the appropriate behaviors, it is necessary to provide the robot
with a flexible representation of the behavioral primitives. We suggest using an adaptive
input-output mapping realized by a feed-forward neural network.
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Figure 6.1: Topology of an expert neural network. Inputs are the vectors of sensor
values xt and xt−1. Red arrows denote all-to-all connections. The hidden layer consists
of neurons with hyperbolic tangent activation functions. The output layers have linear
neurons. See Eq. (6.6).

The design of the experts has to be done with some care, because they should have the
right complexity. On the one hand, too simple experts are not able to capture a single
behavior, such as a particular rolling mode of the Spherical robot. In this case several
experts would be required for one behavior, which is undesirable because eventually the
experts are to be controllers for behavioral primitives. On the other hand, too complex
experts learn slower and most importantly will possibly capture multiple behaviors. Why
is this undesirable? Because if the experts are used as controllers for the robot, then it is
more difficult to predict which behavior will be exhibited. This raises the question of the
basin of attraction of the stored behaviors that will be discussed in Section 6.1.5 below.

The input-output configuration of the experts is similar to the one of the homeokinetic
controller, such that they can be used almost directly as a drop-in replacement for the
robot controller. However, the only difference is that they also receive delayed sensor
values, which enables them to capture behaviors that are based on the internal parameters
dynamics of the homeokinetic controller. Hence, we define(

x̃t+1

ỹt

)
= Fi(xt, xt−1) , (6.5)

for i = 1, . . . , r experts. Note that
(
x
y

)
denotes an n + m dimensional column vector with

all entries from x above entries of y. The r expert networks have to learn the mapping
from sensor values (present and past) to motor values and future sensor values. In motor
control theory, these models are called forward and inverse models [177], which are jointly
comprised in the here-proposed experts. The architecture of an expert neural network is
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Figure 6.2: Overall architecture of homeokinetic controller with the competing
experts long-term memory.

depicted in Fig. 6.1 and is given by

Fi(xt, xt−1) = W i
2 g

[
W i

1

(
xt
xt−1

)
+ qi1

]
+ qi2 , (6.6)

where W i
1, W i

2 are synaptic weight matrices and qi1, qi2 are offset vectors of expert i. The
offsets are required to produce a non-zero output for zero inputs or to account for sensor
or motor values which have non-zero middle positions. The neurons in the hidden layer
have a non-linear activation function g(·) = tanh(·) (component-wise). Their number
(k) determines the dimension of the weight matrices and offset vector, i. e. W1 ∈ Rk×2n,
W2 ∈ R(n+m)×k, q1 ∈ Rk, and q2 ∈ Rn+m. The interesting point is that we designed the
hidden layer as a bottleneck, i. e. k < n + m, such that an intermediate low-dimensional
representation has to be found, thus improving the generalization properties of the experts.
The entire setup with the homeokinetic controller is illustrated in Fig. 6.2. In the current
setup there is no information flow back to the homeokinetic controller, which presents an
interesting possibility for further improvements.

Analogously to Eq. (6.2) we define the prediction error ξit of expert i as the mismatch
between observed and predicted values, i. e.

ξit =

(
xt
yt−1

)
− Fi(xt−1, xt−2) , (6.7)

Ξi
t = ξit

>
ξit . (6.8)

The parameters of Fi are adapted to minimize Ξi
t by gradient descent. Since the network

has multiple layers the backpropagation learning rule [170] is used, which is a generalization
of the delta rule. For that the output of the hidden layer is required, which we denote by

oi = g

[
W i

1

(
xt−1

xt−2

)
+ qi1

]
. (6.9)
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Using Eq. (6.9) the updates of the parameters W i
2 and qi2 are simply given by delta rule as

∆W i
2 = εFit ξ

i
to
i>, (6.10)

∆qi2 = εFit ξ
i
t . (6.11)

For the updates of W i
1 and qi1 the mismatch ξit at the output layer is back-propagated to a

mismatch at the hidden layer ρit ∈ Rk as

ρit = W i
2

>
ξit . (6.12)

Then we find

∆W i
1 = εFit (ρit ◦ g′)

(
xt−1

xt−2

)>
, (6.13)

∆qi1 = εFit ρ
i
t , (6.14)

where g′ is taken at W i
1

(
xt−1

xt−2

)
+ qi1, see Eq. (6.9), and ◦ denotes the component-wise multi-

plication, see Section 4.1.3. The variable learning rate εFit is determined by the competition
algorithm. In the case of the annealed softmax competition we have εFit = εFp

i
t, where εF

is a uniform learning rate for all experts and pit is the weighting coefficients, cf. Eq. (6.4).

6.1.3 Winner-Takes-All with Suboptimality Penalty and Anneal-
ing

Although the competing experts algorithm is particularly suitable for non-stationary time
series with an underlying switching dynamics we encounter a fundamental problem when
applying it to the behavior extraction task. The assumptions that are made for the an-
nealing process, is that the switching between different dynamics occurs on a much faster
timescale than the annealing process. For the behaving robot controlled with the homeo-
kinetic controller, however, the switching between behaviors has a statistics that would
imply an extremely long annealing process. In our robotic systems we find often long peri-
ods of one behavior and a very inhomogeneous switching dynamics where certain behaviors
are very rarely exhibited. Remember that the parameter dynamics of the homeokinetic
controller has no fixed point, but is rather on a transient all the time. The length of
time that a particular behavior is exhibited depends strongly on the size of the TLE,
see Section 3.6, and on the physical stability of the behavior.

Ideally a behavior is captured by an expert when it is exhibited for a sufficiently long time
in total, independent of the amount of intermediate switches and the total run-time. We
also want a high degree of preservation in the once learned behavioral representations. The
latter implies a winner-takes-all learning scheme, because otherwise a strong interference
with already learned behaviors occurs. The most naive solution would be to always select
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the best expert to learn the current pattern. However, in this case we observe that typically
one and the same expert always wins the competition and the remaining experts are not
allowed to learn anything. We propose a solution for this problem that we call suboptimality
penalty with annealing, that penalizes experts performing suboptimally with respect to their
past performance while individually annealing the learning rate. We introduce a minimal
achieved error for each expert and define the positive deviation from this minimum as
a measure of suboptimality. The reasoning is that when an expert leaves its domain
of competence then its performance drops, whereas uncommitted experts have a similar
prediction error on all behaviors and are thus less penalized.

The prediction error, Eq. (6.8), of the experts is noisy. Thus, we redefine it as

Ξi
t =

1

τE
ξit
>
ξit +

(
1− 1

τE

)
Ξi
t−1 , (6.15)

which is simply the sliding average of the square misfit ξit
>
ξit with the time constant τE.

To determine the best performance we define a second, longer averaged prediction error

Ξ
i

t =
1

τE′
Ξi
t +

(
1− 1

τE′

)
Ξ
i

t−1 , (6.16)

where the new time constant τE′ is usually chosen to be τE′ = 10τE. The best obtained
performance of an expert is measured by the minimal achieved (smoothed) prediction error
and is therefore given by

Ξ̆i
t = min

i≤t
Ξ
i

t . (6.17)

Using this, we define the suboptimality as the positive derivation from this minimum and
obtain the penalized prediction error as

Ξ̃i
t = Ξi

t + p ·max(0,Ξi
t − Ξ̆i

t)
2 , (6.18)

where p is the penalty factor. The winning expert wt is the one with the lowest penalized
prediction error, thus

wt = arg min
i

Ξ̃i
t . (6.19)

In essence, the competition is based on the penalized prediction error, where the penalty is
given by the deviation from the minimal achieved error. Only the winning expert is trained
using the patterns observed from the robot. For that Eqs. (6.10–6.14) are applied for i = wt.
An illustration of the method is provided in Fig. 6.3. For two behaviors and two experts
the typical development of the prediction errors and the derived quantities are shown. At
the beginning, expert number two wins the competition and improves its performance for
this behavior. After the behavior changes, the prediction error of expert two is still better
than the prediction error of the yet uncommitted expert (number one). However, the
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Figure 6.3: Illustration of the competition of two experts with the penalty for
suboptimality algorithm. The orange and yellow bars indicate the currently active
behavior. In between a transient occurs. Expert 2 wins by chance at the beginning and
learns to predict behavior A, as seen at the drop of the prediction error (green lines).
When the behavior changes the prediction error of expert 2 increases and the penalized
error (brown dashed dotted line) becomes worse than the prediction error of expert 1
(blue line), thus expert 1 wins, and so forth. Note that due to the sliding average of the
prediction error (Eq. (6.15)) there is a time shift between the change of behavior and the
change of the winning expert.
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suboptimality penalty shows its effect and so expert one wins and can therefore learn the
second behavior. Note that the switch to a new winning expert occurs temporally after
the change of behavior, which is due to the sliding averages of the errors. For that reason
it is advisable to perform the training with delayed training patterns, where the delay is
half of the averaging time constant τE. More formally, the update (Eqs. (6.10–6.14)) of
the parameters of the current winning expert (i = wt) are calculated using input-output
pairs from t′ = t− bτE/2c.
To ensure convergence the learning rate of the winning expert is annealed. Thus, the
learning rate εFit of expert i is given by

εFit =

{(
1− 1

τε

)
εFit−1 i = w

εFit−1 otherwise.
(6.20)

The described algorithm can be successfully used to teach experts the robot behaviors
produced by the self-organizing controller. However, there are some useful extensions
which help to ensure convergence and enhanced the long-term plasticity of the system,
which are described now. The annealing of the learning rate of the winner, Eq. (6.20),
follows an exponential decay with time constant τε. Such an exponential decay is too fast
to ensure convergence in general. However, we introduce a rate of “forgetting” (τF ), at
which the learning rates of all experts are “warmed up” again. Instead of an exponential
increase we use a linear increase, thus, the learning rate εFit of expert i is given by

εFit =

{(
1− 1

τε

)
εFit−1 i = w

εFit−1 + 1
τF

otherwise.
(6.21)

Eq. (6.21) comprises an exponential decay for the learning rate of the winning expert and at
the same time a linear increase for non-winning experts using a much longer time constant
τF � τε. Assuming expert i wins with probability p(i) we can estimate the asymptotic
learning rate as εFit = τε

τF p(i)
. This maintains a certain flexibility in the system of experts

and allows for a possible reuse of already specialized experts in case they are unused for a
long time.

In order to improve the speed of learning and ensure that uncommitted experts are able
to quickly capture the observed behavior, it is advisable to have an initial phase where all
experts receive training patterns. Thus, Eqs. (6.10–6.14) are applied for i = 1, . . . , r with
εFit = εF · e−t/τI−1 independently of the competition, where τI is a time constant defining
the length of the initial phase.

The second quantity that should be affected by the “forgetting” process is the minimal
error Ξ̆i. A slow increase of the minimal errors for non-winning experts ensures that an
expert that is not selected as a winner for a very long time gets a higher chance to be
trained on a different behavior. Additionally, we only decrease the minimum error for the
winning expert, because there might be periods of trivial behavior that are predicted well
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by all experts, e. g. if all sensors and motor values are zero. The minimal prediction error
is thus given iteratively by

Ξ̆i
t =

{
min(Ξ̆i

t−1,Ξt) i = w,

Ξ̆i
t−1 ·

(
1 + 1

τF

)
otherwise ,

(6.22)

where τF is again the “forgetting” time constant, see Eq. (6.21).

To summarize, we use a winner-takes-all competition with annealing learning rates and
a penalty term for suboptimality, which is defined using the minimal prediction error as
a measure for optimal performance. What are the conditions that need to be fulfilled
by the time series such that this algorithm works? Without going into much detail, the
first assumption is that the underlying source of the time series is multifold and exhibits a
certain switching between its different sub-dynamics (behaviors in our case). The switching
is assumed to occur on a slower timescale than the system cycle. While the switching from
one sub-dynamics to the next need not be abrupt, the transient period is assumed to be
shorter than the duration of the switching intervals. These assumptions are also made
for the original competing expert approach [117]. However, in contrast to the original
algorithm our approach does not require an equal sampling of all sub-dynamics and a
frequent switching between them.

Parameter selection

Let us now discuss the parameter selection. The learning rate εF of the expert networks
must be chosen to fit the network size and the typical length of a period of oscillatory
behaviors. It should not be too large, to avoid local overfitting. In our applications we use
εF ∈ [0.001, 0.01].

The fine tuning of the penalty factor p was found to be unnecessary. In our applications
we use a value between 1 and 10. The more experts competing, the higher the values of p
are recommended.

The remaining parameters are timescales. The shortest one is the error smoothing horizon
τE. This should be rather small and should be adjusted to filter the noise in the prediction
error. It should be certainly not larger than a 10th of the expected behavior switching
time. The constant for annealing of the learning rate τε and the length of initial learning
phase τI are rather uncritical and we may chose τε = τI = 10/εF . The time to forget
the best performance τF must be larger than the maximal expected time to re-encounter
all behaviors. In the following robot experiments it is chosen to be τF = 3 · 105 which
is equivalent to about one hour of simulated real time. Since most of the experiments
we report do not exceed this time, the forgetting is more of a conceptual term, ensuring
long-term adaptivity. We expect that it will become more important for long experiments,
especially with changing environments.
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Figure 6.4: Simulated FourWheeled robot. The robot has four independently
powered wheels and four wheel velocity sensors. (a) Screenshot of the simulation; (b) Re-
sponse of the robot to different activations of the motors. The motor values y1,...,4,
Eq. (6.23), follow an impulse function with different phase shifts ρ, top panel. The sensor
values x1,2 of the two front wheels show only a response in the case ρ = 0 and ρ = π,
middle panel. The driving velocity v and the turning velocity ω are shown in the bottom
panel.

6.1.4 Extraction in Action

Let us now apply the competing experts architecture to the behavior extraction task at the
example of two robots. We start with a wheeled robot and continue with the Spherical
robot.

Application to the FourWheeled Robot

The first robot we consider is the FourWheeled robot, as depicted in Fig. 6.4(a) and
described in Section 2.2.2. The robot has four independently driven wheels. In order to
move the robot reasonably a certain degree of coordination is required. To illustrate the
physical properties of the robot we use predefined motor values that are described by a
periodic impulse function as

yi =


1 sin(0.2 t+ iρ) > 0.5,

−1 sin(0.2 t+ iρ) < −0.5,

0 otherwise,
(6.23)

with the phase shift ρ. The responses of the robot for different values of ρ are plotted in
Fig. 6.4(b). Essentially the robot only moves if the wheels on one side rotate in the same
direction, i. e. for ρ = dπ with d = 0, 1, . . . .
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Figure 6.5: Distribution of 8 experts on the behavior space during a 30 minute
experiment with the FourWheeled robot. Each point represents the state of the
robot in terms of driving velocity v and rotation velocity ω at a certain time. (a) Data
points as produced by the robot; (b) Clustering with experts. The color represents the
number of the winning expert (w). Only points with a low prediction error of the winning
expert are plotted. The center of the point-cloud for each expert is marked with a numbered
disk. Parameters of homeokinetic controller: εC = εA = 0.05, 50Hz update rate; for
competition: εF = 0.01, p = 10, τE = 20.

When controlled with the homeokinetic controller a coordinated behavior develops very
quickly, such that the robot shows straight driving and curved driving with different radii.
For the behavior extraction we use the following parameters: There are r = 8 expert
networks with k = 2 hidden units (see Fig. 6.1). The learning rate for the experts is
εF = 0.01 and the penalty factor p = 10. The timescale for the averaging of the prediction
error is τE = 20. For the remaining parameters the default values are used, see Section 6.1.3.
We let the robot drive for 30min and recorded the translational and rotational velocity as
well as the index of the winning expert. The behavior of the robot in terms of translational
and rotational velocities is displayed in Fig. 6.5(a). The resulting clustering is presented
in Fig. 6.5(b), where a clear partitioning of the behavior space is observed. There are two
experts for forward and backward driving (#1,#2) and two for rotation in place in both
directions (#4,#5). Experts #3, #6, and #7 represent curved driving with different radii
and expert #8 remains unused. The histogram of winning frequencies of the experts is
plotted in Fig. 6.6. The experts do not win with the same probability. This shows that
the extraction is not based on the duration and frequency of a behavior but rather its
qualitative properties. The trajectory of the robot is displayed in Fig. 6.7, where each part
is colored according to the winning expert. A clear and stable segmentation of the different
behaviors is seen from the start of the experiment on.

If there are many experts available then not all of them receive sufficient training data
to learn a behavior. We define a threshold at 1% of the learning time and those experts
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Figure 6.6: Histogram of winning. For each expert the relative frequency to win the
competition is plotted. The color-code is the same as in Fig. 6.5(b). The gray line at 0.01
marks the threshold under which the experts are considered to be uncommitted, here #8.
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Figure 6.7: Trajectory of the robot in physical space, colored according to the
active expert. The right graph shows a magnified view of the rectangular area marked
in the left graph. The color code is identical to Fig. 6.5.
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Figure 6.8: Parameter dependence of the number of committed experts. The
blue lines stand for the setup with independent robot behaviors and red dotted lines
stand for the case of a single recorded robot. For each parameter setting 10 independent
simulations have been performed, where the initial weights of the expert networks are
randomly chosen. The graphs show the dependence of the number of committed experts
on: (a) the averaging timescale τE ; (b) the penalty p (in log-linear scale); and (c) the
learning rate εF . Parameters (if not varied): τE = 5, p = 10, εF = 0.005.

that win less than 1% are considered to be uncommitted, see also Fig. 6.6. Let us study
how the number of committed experts is influenced by the system parameters. Essentially,
there are three parameters to check: the learning rate of the experts εF , the averaging
constant τE and the penalty p. We use r = 12 experts in order to always have room
for uncommitted ones. We use two setups, one with a differently behaving robot3 for
each trial and one with a single recorded robot behavior. In the first case the particular
sensorimotor data differs in the sequence and duration of behaviors. However, the number
of actually shown behaviors is roughly constant. In case of the recorded robot behavior
the only source of non-determinism is the random initialization of the synaptic weights
(W i, qi) of the experts. We found that the extraction algorithm has little dependence on
the choice of τE and p, see Fig. 6.8(a),(b). Unsurprisingly, for a higher penalty we obtain
a higher number of experts. The learning rate εF , however, has a significant impact on the
number of committed experts, see Fig. 6.8(c). For very low learning rates few experts are
committed, which is due to a slow learning progress. Thus, the minimal errors decrease
slowly and the penalty for suboptimality is less effective. Nevertheless, a wide range of
values of the learning rate results in a high number of committed experts, such that εF
does not require fine tuning. In general, we find no over-specialization, i. e. that behaviors
are not split into many small sub-behaviors, independent of the parameter choice, such
that uncommitted and highly adaptive experts remain available for new behaviors.

Let us now have a closer look at the clustering with different numbers of committed experts.
For better comparison we use the same recorded robot behavior as above (Fig. 6.8). In
Fig. 6.9 the winning statistics and the clustering of the behavior space for three different
values of the learning rate are displayed. When only 4 experts are committed we find a

3The robot was controlled with an independently initialized homeokinetic controller with a different
instance of the noise process, thus the behavior is not identical.
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Figure 6.9: Different number of committed experts depending on learning
rate. The 12 experts are sorted according to their winning frequency. The winning
statistics (a-c) and the clustering of the behavioral space (d-f) for simulations with εF =
0.001, 0.002, 0.005 are displayed. For εF = 0.001 (a,d) only 4 experts are committed,
whereas for εF = 0.002 we find 5 and for εF = 0.005 there are 7 experts committed. See
also Fig. 6.5 and Fig. 6.8. The underlying robot behavior was identical (a recorded run
was played back). Parameters: τE = 5, p = 10.
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Figure 6.10: Spherical robot with angular velocities around internal axes.

symmetric arrangement of experts covering the most prominent behaviors, Fig. 6.9(a),(d).
When more experts are committed, a more fine grain clustering occurs. For example, with
5 experts there are two experts for forward driving, one for slower (#5) and one for faster
(#4) motion, Fig. 6.9(b),(e). With 7 experts we get different representations for curved
behaviors, e. g. left curves with slow forward or backwards speed covered by experts #1
and #5 in Fig. 6.9(c),(f).

Before we turn to the Spherical robot, let us summarize. The clustering of the behavioral
space of the FourWheeled robot was successfully performed by the proposed competing
expert algorithm. The parameter dependence turned out to be graceful and only the
learning rate had to be chosen appropriately. It should be emphasized that no over-
specialization was observed, such that uncommitted experts are available for future novel
behaviors.

Application to the Spherical Robot

A more interesting robot in terms of behavior is the Spherical robot, which was the
subject of several experiments, e. g. in Sections 4.8.4 and 5.3.1. We will now apply the
competing experts setup to this robot and extract primitive behaviors. In the following
experiments we use the three axis-orientation sensors described in 2.2.5. Thus the robot
has three motors and three sensors, which results in six inputs and six outputs for the
expert networks, Eq. (6.5). As the number of hidden units we have chosen k = 4, instead
of 2 in the case of the FourWheeled robot, because the behaviors have a more complex
dynamical structure. For example, when the robot rolls on a flat surface, the sensor values
perform a harmonic oscillation with different amplitudes. The frequency of this oscillation
depends on the velocity of the robot. If the rotation axis matches one of the internal axes,
(as in Fig. 4.28 (p. 107), A-C), then one sensor value has a zero amplitude. The internal
masses must perform an oscillation with a suitable frequency and phase-shift in order to
produce a coherent rolling behavior. In this way each particular behavior is characterized
by an orbit in the sensorimotor space, and the orbits of different behaviors are also partially
overlapping. In order to obtain a suitable visualization, we consider the angular velocities
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Figure 6.11: Partition of the behavior-space of the Spherical robot with 4
experts. Each point represents the state of the robot in terms of angular velocities around
the three internal axes of the robot at a certain time. Note that the angular velocities are
not directly accessible by the controller and by the experts. Nevertheless, a clear partition
is observed, where only three experts are committed.
Parameters of homeokinetic controller: εC = εA = 0.1, update rate 100Hz, extended world
model (Section 4.8.4); for competition: εF = 0.001, p = 1, τE = 50.

ωx,y,z around the three internal axes, as depicted in Fig. 6.10. A rolling behavior with fixed
rotation axis and fixed velocity is represented by a single point in the space of angular
velocities.

In a first experiment we provide only r = 4 experts and select a low learning rate and
low penalty, such that only 3 experts are committed. The resulting clustering in terms
of angular velocities is depicted in Fig. 6.11. Each of the three experts occupies the
rotation around one particular internal axis, however, without discrimination of forward
and backward motion.

In a longer experiment with r = 20 experts and suitably selected parameters we find a
much more fine grain partition of the behavior-space, as depicted in Fig. 6.12. Not only
is the symmetry broken between forward and backward rolling around the different axes,
but also there are experts for different speeds around one and the same axis, e. g. expert
numbers #3 and #4. It should be noted that the experts cannot sense the rotation speed
directly, because their inputs are only axes orientations. So in terms of inputs and outputs
(sensor and motor values) the clusters are actually periodic orbits in a six dimensional
space. This demonstrates nicely the potential of the competing expert approach, which
does not depend on the input space but only on the prediction performance.
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Figure 6.12: Partition of the behavior-space of the Spherical robot with 20
experts. Each point represents the state of the robot in terms of angular velocities around
the axes of the robot at a certain time. For clarity only a selection of experts is drawn. In
contrast to Fig. 6.11 the experts specialize to have a specific velocity.
Parameters of homeokinetic controller: εC = εA = 0.1, update rate 100Hz, extended world
model (Section 4.8.4); for competition: εF = 0.005, p = 10, τE = 50.
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Figure 6.13: Attractor behaviors of the experts for the FourWheeled robot.
The colored points and the transparent discs show the training data for the experts (points
where the expert won the competition), see Fig. 6.5 (p. 155) for a description. The black
disks mark the attractor behavior of each expert.

6.1.5 Experts as Controllers

The extraction of behaviors as discussed above can only be considered successful if the
behaviors can be reproduced reliably by the experts. For that reason we will analyze the
quality of the acquisition in terms of behaviors exhibited by the robot when the experts
are used as controllers. In order to obtain behavioral primitives it is important that the
behaviors are combinable and robust. Thus, it is important that there is an attractor
behavior obtained when a particular expert network is controlling the robot. Additionally,
the basin of attraction of each attractor behavior is of particular interest. This is the
region of the behavior-space from which the attractor behavior is reached. If the basin of
attraction is large or even spans the entire space of initial configurations then the expert
can be activated independently of the state of the robot. This makes the sequencing of
experts especially easy. Remember that the experts are closed-loop controller, hence, the
transition from one expert to the next will most likely happen on a smooth transient, which
we will see at the end of this section.

FourWheeled Robot

In the case of the FourWheeled robot we find for all committed experts stable attractor
behaviors with global basins of attraction. This is not very surprising because the con-
trol of a behavior consists essentially of constant motor values. We use one by one the
developed experts presented in Fig. 6.5 (p. 155) as controllers for the robot. Starting from
different initial conditions we measured the behaviors exhibited after a transient phase.
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Figure 6.14: Attractor behaviors and their basins of attraction of one expert
controlling the Spherical robot in the under-represented case of 4 experts.
The expert #4 of Fig. 6.11 is used as an example. (a) Initial conditions (yellow), original
winning points (green), and final states of the robot (black); (b) Final states are parti-
tioned in 2 clusters as marked in (a); (c) Initial conditions belonging to the two clusters.
The cluster I (red) has a much larger basin of attraction.

For each expert there is a stable attractor behavior reached. These attractor behaviors
are displayed in Fig. 6.13 together with the original partitioning of the behavior space.
The shown behaviors are close to the original center of training points for the forward
and backward driving expert. The training points are those where the particular expert
won the competition and was allowed to learn the sensorimotor correspondence. With the
experts controlling curved driving a small deviation from the training data center is ob-
served, but the quality of the behavior is mostly preserved. Since expert #4 and #7 show
very similar behavior the acquisition of 6 distinct behavioral primitives has been achieved.
Even if the learning of the experts continues theses primitives are not forgotten due to the
exponentially decreased learning rate of the experts, Eq. (6.21). Nevertheless, a certain
fine tuning of the represented behaviors can still occur.

Spherical Robot

In the case of the Spherical robot, the control of the behaviors is much more complicated
than for the wheeled robot, because the weights have to be coordinated with the orientation
of the robot. We consider again the developed experts as controller for the robot. Firstly,
we want to analyze what happens if too few experts are provided, as in Fig. 6.11 (p. 160),
such that multiple behaviors are represented by the same expert. Let us consider the robot
behavior when controlled by expert #4 from Fig. 6.11 without additional noise in the sensor
values. Starting from a large number of different initial orientations and initial rolling
velocities the behavior after a sufficiently long time was recorded, see Fig. 6.14(a),(b).
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Figure 6.15: The main attractor behaviors of the three committed experts.
For each committed expert (#1, #2, and #4) in Fig. 6.11 (p. 160) the attractor behavior,
which has the dominant basin of attraction is presented. See also Fig. 6.14.

We observe two attractor behaviors which are not a single point in the space of angular
velocities, but appear as small clouds. With closer inspection we find small limit cycles
that corresponds to a slight precession4 of the Spherical robot. The first attractor cloud,
marked with I, lies inside the original behavior and represents the rolling motion around
the first internal axis. The second cluster, marked with II, represents a spurious behavior,
that is not connected to the training set. To determine the basin of attraction we associate
the initial conditions to the two clusters and find that the first cluster has a large basin of
attraction, whereas the behavior of the second cluster is only reached from a small subset
of the initial conditions, see Fig. 6.14(c).

The remaining two committed experts have a very similar structure of attractors. In
Fig. 6.15 the attractor behaviors with a large basin of attraction are displayed for all
experts. We find that the main attractor behaviors represent the rotation around all three
internal axes in one direction.

Let us now consider the case of many experts, as illustrated in Fig. 6.12 (p. 161). We find
mostly one attractor per expert with global basin of attraction. A selection of attractors is
displayed in Fig. 6.16. For each of the three internal axes, a behavioral primitive for forward
and backward rolling has developed. Beside that, there are behaviors that correspond to
a rotation around an axis different from the internal axes, e. g. expert #5 and #6. The
attractors of these two experts show particularly well their orbital structure in the space
of angular velocities. This usually corresponds to a slow precession movement of the
Spherical robot.

4Precession refers to a cyclic change in the direction of the axis of a rotating object, e. g. a gyroscope.
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Figure 6.16: Attractor behaviors for the case of 20 experts with the Spherical
robot. The colored points show the attractor behavior for each expert. For clarity only a
selection of experts is displayed. Each transparent sphere marks the center of the point-
cloud belonging to one expert.
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Figure 6.17: Transient behavior when the Spherical robot is controlled by
a sequence of experts. Each expert of the sequence #11, #4, #7, #14, #9, and #13
was subsequently controlling the robot for 30 sec. The colors correspond to the controlling
expert. The transparent spheres mark the attractor behaviors, see also Fig. 6.16. A smooth
transient between the attractor behaviors is observed.

The attractor behaviors represent the repertoire of primitive behaviors that have been ac-
quired during the online learning phase. In the here considered examples, the basins of
attraction of these behaviors are global if sufficiently many experts are provided. This
qualifies them as behavioral primitives because they can be arbitrarily sequenced to com-
plex behaviors. In order to study the sequencing and the transient behaviors between
the primitives we controlled to robot with a sequence of experts. Figure 6.17 shows the
trajectory of the Spherical robot in the space of angular velocities for a sequence of 5
experts. Starting from a calm initial position (ωx,y,z = 0), the robot reaches the attractor
behavior of the first expert (#11) on a smooth transient. After a certain time the control
was switched to the next expert in the sequence and for each transition a smooth tran-
sient to the belonging behavior is observed. This shows that the experts, which have been
acquired in a self-organized way, serve as combinable behavioral primitives.
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6.1.6 Summary

The online acquisition of behavioral primitives from the behaving robot controlled by the
homeokinetic controller was achieved with a set of competing experts. We proposed a novel
competition algorithm in the winner-takes-all manner with a penalty for suboptimality and
an individual learning rate annealing that leads to a suitable distribution of experts in the
behavior-space with long-term stability and without overfitting. The extraction of behav-
iors was shown for the FourWheeled robot and for the Spherical robot with different
number of experts. In both cases the method did not require a fine-tuning of parameters
and showed a reliable partitioning of the behavior space. In both applications the trained
experts have shown their capability to control the robot. Additionally the analysis of the
stability of the reproduced behaviors revealed that in most cases the attractor behaviors
of the experts have a global basin of attraction. This allows for a simple combination of
behaviors by sequencing the experts. Thus, the experts represent behavioral primitives
that are flexible and robust building blocks for complex behaviors. A subset of the here
presented results has been published in [89].

6.2 Goal-Oriented Behaviors through the Combination
of Primitives

In the remaining part of this chapter we will investigate how the behavioral primitives can
be used to achieve goal-oriented behaviors. The system should learn to achieve a goal that
is specified by rewards and punishments. We will use a higher level of learning that is to
choose the right sequence of primitives to maximize the long-term reward. First, we will
introduce reinforcement learning, which is the most prominent approach to this kind of
learning problem. We will show how to use the behavioral primitives represented by the
experts (Section 6.1) as discrete action in the reinforcement learning framework. We then
apply the setup to an obstacle avoidance task using the FourWheeled robot and the
Spherical robot.

6.2.1 Temporal Difference Learning – Reinforcement Learning

In this section we will formally introduce temporal difference learning and then describe the
standard reinforcement learning algorithm named Q-learning. Temporal difference (TD)
learning is a method to learn the prediction of a quantity that depends on future values of
a given signal, e. g. a reward signal [11]. TD learning is often used in reinforcement learning
(RL) to predict the total amount of reward expected in the future. Interestingly, recent
studies in neuroscience confirmed that animals must have a similar learning mechanism.
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It was found in mammals that the firing rates of dopamine neurons5 in the midbrain show
a convincing correspondence to the reward error function of the temporal difference learn-
ing theory [144]. In machine learning many different solutions to the RL task have been
proposed based on the TD learning algorithm called TD(λ) introduced by Richard S. Sut-
ton [158]. The most prominent RL algorithms are Q-learning [169], adaptive actor-critics
algorithms [79], policy gradient methods [12] and ISO-learning [128]. A short overview of
the literature was provided in Section 1.2. For our applications we will use the Q-learning
algorithm, because it is simple and is proven to find an optimal solution for a deterministic
Markovian system [160].

Let us now go into more detail and formally define TD learning. The name ‘temporal
difference’ comes from the use of differences between predictions over successive time steps.
In an iterative manner the prediction is updated to bring it closer to the prediction of the
same quantity at the next time step. Suppose the system received at each time step t a
reward value rt ∈ R. The TD learning tries to predict the quantity

r̃t = rt+1 + γrt+2 + γ2rt+3 + · · · =
∞∑
i=1

γi−1rt+i , (6.24)

where γ is a discount factor, with 0 ≤ γ < 1. Intuitively r̃t is the discounted expected
reward, where the far future is less important than the immediate future. TD learning
exploits that we can write the expected reward iteratively as

r̃t = rt+1 + γr̃t+1 . (6.25)

To predict the reward an input that characterizes the state of the system is required. Let
us denote the input as st and the prediction function as Pt(st), where the goal is to achieve
Pt(st) = r̃t. Note that the expected reward r̃t (Eq. (6.24)) implicitly depends on the current
and future states via the reward signals rt+τ . The predictor carries a time index because
it is gradually improved over time. Rewriting equation Eq. (6.25) using the predictor we
obtain

Pt(st) = rt+1 + γPt(st+1)− ρt+1 , (6.26)

where ρt+1 is the misfit or TD error. Note that we use the predictor at time t to predict
the reward using the next input. Now, the predictor is updated to minimize the TD-error
ρ. This leads to an iterative update rule

Pt+1(st) = Pt(st) + εPρt+1 , (6.27)

where ρt+1 = rt+1 +γPt(st+1)−Pt(st) and εP is a learning rate. Note that the state space is
commonly assumed to be discrete. In the simplest case the predictor can be implemented

5The dopamine neurons regulate the release of the neurotransmitter dopamine that regulates the
strength of synaptic connections for neurons that use dopamine as neurotransmitters, e. g. the dopaminergic
neurons chiefly found in the midbrain.
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as a look-up table. In the case of a continuous space the most commonly used variation
applies linear function approximators [11]. More sophisticated versions can be found in [51].

TD-learning can thus be used to estimate the value of a certain state with respect to future
rewards, however, it does not provide information on how to act in order to maximize this
reward. This is the purpose of reinforcement learning algorithms, which add a policy to
the system that decides about the actions to take. A simple but powerful RL algorithm
is Q-learning [169], that will be introduced in the following. The Q in its name is derived
from the originally used symbol for value table Qt(s, a) that assigns a value to each state-
action pair (s, a), where s denotes a discrete state and a denotes a discrete action. Using
TD learning, especially Eq. (6.27), the value table for the current state-action pair can be
updated as follows:

Qt+1(st, at) = Qt(st, at) + εP

[
rt+1 + γmax

a
Qt(st+1, a)−Qt(st, at)

]
. (6.28)

The value of the next state is obtained using the maximum over all possible actions, which
is independent of the actually executed action. The selection of the action is called policy,
and thus this is called off-policy update. Let us denote the policy as π(·) with

at+1 = π(st+1, Q) . (6.29)

The simplest way is to choose the action which promises the maximal reward, i. e. at+1 =
arg maxaQt(st+1, a) with a high probability and choose a random action otherwise. Note
that it is important to select suboptimal actions from time to time in order to explore
the value landscape and to find optimal solutions. A more sophisticated policy uses the
softmax function (which was also used in Section 6.1.1) to select good actions with a higher
probability than actions with a low value.

Let us now consider a variation of theQ-learning algorithm to perform an on-policy update,
namely SARSA [138, 159]. The update formula for SARSA reads

Qt+1(st, at) = Qt(st, at) + εP [rt+1 + γQt(st+1, at+1)−Qt(st, at)] , (6.30)

where at+1 is given by the policy (Eq. (6.29)). Here, the actually performed action is used
to estimate the value of the next step. Therefore the behavior of the algorithm depends
on the policy. In our applications we will use SARSA.

A commonly used extension of TD-learning and reinforcement learning are eligibility
traces [147]. The idea is to update not only the prediction for the previous state but
also for a number of past states. Eligibility traces are often implemented with exponen-
tially decaying memory with decay parameter λ. To each state-action pair an eligibility
value et(s, a) is assigned that accounts for how often this state-action pair was visited in
the past:

et(s, a) =

{
γλet−1(s, a) + 1 s = st and a = at

γλet−1(s, a) otherwise.
(6.31)
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The integration of eligibility traced into SARSA is straight forward, it leads to a transfor-
mation of Eq. (6.30) to

Qt+1(s, a) = Qt(s, a) + εPρt+1et(s, a) , (6.32)

with

ρt = rt+1 + γQt(st+1, at+1)−Qt . (6.33)

For λ = 0 this is equivalent to the original formulation (Eq. (6.30)), and with λ = 1 all
elements of the table Q are updated each time. The integration into Q-learning is bit more
complicated, because it is an off-policy algorithm. In this case the eligibility traces have to
be interrupted when exploratory actions are chosen. More precisely, we set all et(s, a) = 0
if at 6= arg maxaQt(st−1, a).

6.2.2 Experts as Discrete Actions

We propose to use the behavioral primitives, studied in Section 6.1, as discrete actions for
the reinforcement learning. Thus we have a ∈ {1, . . . , r}, where r denotes the number of
experts. In applications to robots we find two problems with reinforcement learning and
behavioral primitives. First, the typical duration of a behavior is unknown, e. g. a turning
behavior has an intrinsic timescale, but the behavior to drive straight can have all possible
durations. Hence, the selection of an uniform time-interval for RL updates and action
selection is difficult, if not impossible. The second problem is that the robotic system is
not necessarily Markovian. The Markov property states that the measured state describes
the system sufficiently, i. e. there is not past dependence. For example, if a robot has a
significant inertia, then the state would need to also capture the impulse of the robot to
be Markovian. Therefore the design of the state-space for the RL is crucial. However, the
state-space should also be as small as possible to keep the training time within feasible
bounds.

We are now going to exploit the modeling capabilities of the experts, to cope with the
delayed reaction of the physical body. Remember that the experts are able to predict
future sensors values, see Eq. (6.5), which will be most correct if their preferred behavior
is currently active. Thus, by comparing the prediction quality of all experts limited to
the sensor values, we obtain a good measure of the actually exhibited behavior. To get in
intuition, consider a simple driving robot with weak motors. Assume we have two experts,
the first one for forwards driving and the second one for backwards driving, see Fig. 6.18. If
now the first expert is controlling the robot it will drive forward, which is also reflected in
the sensor values. However, if the second expert is activated the robot will not immediately
drive backwards because of inertia, thus the sensor values will still report forward driving
for a certain time after the switching of control and the prediction error of the first expert
will be small. As soon as the sensor value reflects the backwards driving the prediction of
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Figure 6.18: Illustration of a robot with large inertia and the best predicting
expert as part of the state variable. Periodic RL-steps occur at t1,t2,t3. The control-
ling expert is displayed on the top (blue boxes), which changes at t2. Expert 1 moves
the robot forward and expert 2 backwards. The inertia causes a slow transition period
starting at t2. As long as the velocity is positive expert 1 predicts best the sensor values
(wp = 1, green boxes). At ts the velocity of the robot flips sign and expert 2 predicts
best. Thus, at ts a state change occurs and an additional RL-update takes place.

the second expert will be better than the prediction of the first expert. In summary, the
index of the expert with the least sensor prediction error provides a generic and discrete
measure of the actual behavior, independent of the controlling expert. We define the best
sensor predicting expert wp as

wp = arg min
i

(
xt − Fi(xt−1, yt−1)(1,...,n)

)2
, (6.34)

where F (·)(1,...,n) denotes the first n components of the output vector, namely only the
sensory component, see Eq. (6.5). We propose to use wp as part of the state variable for
reinforcement learning, i. e. s = (wp, . . . ).

Let us focus on the problem of update rate selection. For example, in an obstacle avoidance
task the time interval between updates is supposed to be small in order to be able to react
on an appearing obstacle. However, if the robot gets stuck in a corner and tries to get
away there are many steps required until a reward in the obstacle-free part is received.
This is often so long that the learning times become intractable if short update cycles
are used. The approach we pursue runs the RL-update and action selection at fixed long
time-intervals and at times of state changes. Since the state is a discrete value it is easy
to detect a change. Figure 6.18 gives a schematic view of the entire scenario. Note that
the change in the state can either originate from a change of the best predicting expert wp
(Eq. (6.34)) or from a change of the context sensor state. The latter can be for example a



172 6. Goal-Oriented Behavior from Self-Organized Primitives

discrete infrared sensor configuration. In any case, the change of the state indicates that a
distinct situation is reached. This can be a direct consequence of the actions or an external
influence, e. g. the encounter of an obstacle. To account for the inhomogeneous update
cycles the reward has to be scaled with the interval length since the last update.

The system with wp in the state variable behaves quasi-Markovian6 when observed at the
state changes. This is necessary because reinforcement learning algorithms require Marko-
vian systems. Thus, with the here-proposed method it is possible to use reinforcement
learning with robots that have large inertial effects.

6.2.3 Obstacle Avoidance

Let us now apply reinforcement learning with behavioral primitives to an obstacle avoidance
task using the FourWheeled robot and the Spherical robot.

Application to the FourWheeled Robot

First we consider the FourWheeled robot again. Now the 6 infrared (IR) sensors as
used, see Section 2.2.2. These sensors actively sense by emitting a beam of light and
measure the strength of the reflection. Thus, they measure the distance to an reflective
obstacle. If no obstacle is in the range of the sensor, then its value is 0 and if an obstacle is
very close then the sensor value is 1. In between we use a linear characteristics. The task
for the robot is to drive forward while avoiding obstacles. Hence, the reward is given by

rt = v t − 2 max
i

(
xIRt
)
i
, (6.35)

where v is the velocity of the robot (normalized to [−1, 1]) and xIR is the vector of IR-
sensor values. If the robot bumps into an obstacle the reward is -1, whereas if the robot
drives in free space with maximal speed the reward is 1.

We use the SARSA(λ) variation of theQ-learning algorithm, see Section 6.2.1. The selected
action (at) decide which expert controls the robot at time t. We use the 7 committed
experts, see Fig. 6.5 (p. 155), hence the action space contains 7 actions. The inertia of
this robot is rather small such that we do not include wp (Eq. (6.34)) in the state s in
this example. Nevertheless, the state must incorporate the infrared sensor values in some
way. We use a discrete infrared sensor state with four components: s = (fl, fr, b, slr). If
the left-front IR sensor is non-zero then fl = 1 otherwise fl = 0. The same holds for
fr (right-front IR-sensor) and for b (back IR sensors). The term slr is either 0, 1, or 2
depending on whether the left sensor value is larger than the right sensor value or vice
versa or both are zero. Thus, there are 24 possible states. The policy we use is a simple

6We cannot prove that the system is actually Markovian, but the dependence on the past is very small.



6.2. Goal-Oriented Behaviors through the Combination of Primitives 173

(a) (b)

Figure 6.19: Comparison of the performance of reinforcement learning with ex-
perts opposed to reinforcement learning with predefined actions for the Four-
Wheeled robot. (a) Mean accumulated reward over 300 sec sliding windows in a run
of 5000 sec; (b) Trajectory of the wheeled robot (red line) after learning the obstacle
avoidance task with behavioral primitives. Dotted black lines correspond to obstacles
and walls. Parameters: εP = 0.1, γ = 0.7, % = 0.1, λ = 0.7, RL-update rate 5Hz.

randomized strategy [81] that takes the action with the highest expected reward (greedy
method), but with the probability of % chooses an action at random. Hence,

at+1 =

{
arg maxaQ(st, a) with probability 1− %,
random action with probability %.

(6.36)

For an evaluation we compared the performance of Q-learning using the 7 experts with
Q-learning using predefined actions. These actions are given by the Cartesian product of
the four quantized actuator states. In order to reduce the number of actions we use three
discrete actions: forward rotation, backward rotation and no rotation, i. e. in total 43 = 81
actions. Figure 6.19(a) compares the performance using the mean accumulated reward.
Both methods lead to a positive overall reward, however with the behavioral primitives a
higher reward is obtained after a short time. This result was expected given the difference
in the size of the action space. For the robot controlled with behavioral primitives, the
trajectory after learning the obstacle avoidance task is shown in Fig. 6.19(b). A large area
of the cluttered environment is covered while a clear distance to the walls is maintained,
see also [Video 13].

Application to the Spherical Robot

We also applied the learning scheme to the Spherical robot, which is in this experiment
additionally equipped with six infrared (IR) sensors that extend the internal axes towards
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Figure 6.20: Comparison of the performance of reinforcement learning with
experts opposed to reinforcement learning with predefined actions for the
Spherical robot. Mean accumulated reward over 300 sec sliding windows in a run
of 10000 sec. The low performance with predefined actions shows that a structuring of the
behavior space is crucial. This is efficiently performed by the behavioral primitives.
Parameters: εP = 0.1, γ = 0.9, % = 0.1, λ = 0.7, RL-update rate 5Hz.

the outside of the robot as depicted in Fig. 2.12 (p. 25). For simplicity in this experiment
only the walls and obstacles are supposed to reflect the IR beams, such that the floor does
not influence the IR sensor values. The Spherical robot is very difficult to control because
it shows huge inertial effects and the orientation and velocity of the robot influences the
result of the actions significantly. The task for the robot is to roll around one particular
axis while avoiding obstacles. Hence, the reward is given by (similar to Eq. (6.35))

rt = ωx,t − 2 max
i

(
xIRt
)
i
, (6.37)

where ωx,t is the normalized rotation velocity around the first internal axis at time t and
xIRt is the vector of IR-sensor values.

The 20 behavioral primitives represented by the experts from Fig. 6.12 (p. 161) are used.
The state s = (wp, d) comprises the best predicting expert wp (Eq. (6.34)) and a discrete
IR-state d = (l, r, f), with l, r, f ∈ {0, 1}. Imagine the robot is rolling around the first
internal axis with positive velocity, then we can define left, and right IR-sensors, which
are the ones extending the first axis. If the left sensor measures an obstacle then l = 1
otherwise l = 0 and the same for the right sensor and r. If one of the remaining sensors is
activated then f = 1, otherwise f = 0. Thus there are 20 · 8 = 160 states.

For comparison predefined actions are used in the same way as in the previous section,
i. e. for the three motors 3 positions are given (−1, 0, 1), which gives 33 = 27 actions.
The state space in this case contains the infrared state d as above and the current action,
i. e. s = (d, a) which results in 216 states. Figure 6.20 displays the performance of both
algorithms in terms of the mean accumulated reward. The reinforcement learning with
predefined actions is not able to achieve the task even after a long time. This is mainly
due to the fact that the pure rolling mode is hard to achieve with the elementary actions.
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Figure 6.21: Trajectories of the Spherical robot after learning to move freely
in two different environments based on the same set of behavioral primitives.

The performance using the experts is very effective. We performed the comparison to show
that it is very important to structure the behavior space in complex robotic systems. Even
though the dimensionality of the robot is low the dynamical complexity is high enough to
make it impossible to achieve the task with an ad-hoc definition of the discrete actions.

The trajectories of the Spherical robot after learning the obstacle avoidance task in two
different environments is shown in Fig. 6.21. The environments are much larger compared
to the driving robot experiments, such that the robot is small in comparison. Most of the
time the robot stays away from the walls, see also [Video 14].

6.3 Discussion

In the first part of this chapter we proposed a technique that enables a robot to acquire
behavioral primitives from the self-organizing behavior generated by the homeokinetic con-
troller [89]. The extraction and storage of the behaviors is done online with a set of
competing experts implemented as neural networks in a closed-loop setup. We proposed a
novel competition schema called ‘suboptimality penalty with annealing’ that is particularly
suitable for the statistical properties of the self-organizing behaviors. In the considered ap-
plications, namely the FourWheeled driving robot and the Spherical robot, the expert
networks are able to reproduce the learned behaviors in a self-stabilizing way, such that
the term ‘behavioral primitive’ is justified. The acquired behavioral primitives are not
merely a fixed sequence of actions but rather code for the dynamics, i. e. the sensorimotor
coordination of that particular behavior. For example, in the case of the Spherical robot
a single behavioral primitive accounts for the rolling mode around one particular axis in-
cluding all possible transients to this behavior from other points in the behavior space, cf.
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Fig. 6.16. This includes also the acceleration from a resting position or the change of the
rotation axis. According to Schaal [140], these are the types of motor primitives that are
required to be able to scale up to high-dimensional systems.

The acquisition of behavioral primitives solves the long standing problem that the self-
organized behaviors are not persistent. The combination of homeokinetic controller and
competing experts is an important step towards autonomous robot development. It allows
a robotic system to explore its physical capabilities and to gradually build up a repertoire
of behaviors. The competition algorithm was deliberately designed to have long-term
flexibility while minimizing the interference with already learned behaviors.

The second part of this chapter was devoted to the creation of goal-oriented behavior based
on the behavioral primitives. First we elaborated on the integration of the primitives into
the Q-learning algorithm. We proposed a generic way to obtain a measure of the current
behavior by exploiting the expert’s capability to predict the sensory dynamics. Inserting
this into the state of reinforcement learning leads to a space-efficient quasi-Markovian
description for robots with inertial effects. In a proof of concept the driving robot and
the Spherical learned an obstacle avoidance task in cluttered environments. Especially
the experiment with the Spherical robot demonstrated that the usage of behavioral
primitives is distinctively more effective than a set of predefined actions. The self-organized
acquisition of behavioral primitives is an promising way to structure the vast space of
possible actions into a small set of potentially useful primitives. This enables the usage of
simple reinforcement algorithms on high-dimensional continuous systems. The combination
with more sophisticated reinforcement algorithms such as the adaptive actor-critics [79]
can also eliminate the structuring of the context-sensor space, which was so far performed
manually.



Chapter 7

Conclusions

I never think of the future.
It comes soon enough.

Albert Einstein (1879 – 1955)

In this thesis we investigated control algorithms for autonomous robots that learn to control
the physical body without specific external pressures and continue to explore the dynamical
properties of the body and the environment. We pursued three complementary objectives.
First, we aimed at a better understanding of the homeokinetic controller, which led us to
the improvement of its basic constitutes, especially with respect to the representation of the
world. The second objective was to utilize this versatile controller to achieve goal-oriented
behaviors, which we solved with novel mechanisms of guided self-organization. The third
aim was to autonomously acquire a pool of reusable behavioral primitives that can be used
to perform tasks.

The control algorithms used in this thesis are based on the principle of homeokinesis [39,
44] that we described in Chapter 3. Essentially, the idea of homeokinesis is to keep the
dynamical regime of the sensorimotor loop in a range, where high sensitivity to sensory
inputs is assured, but chaotic behavior is avoided. The representation of the sensorimotor
loop in the homeokinetic control paradigm is a self-referential stochastic dynamical system.
The parameters are self-regulated such that the system is slightly above the bifurcation
point1.

First, we created an appropriate workbench for our studies, namely a full-fledged robot
simulator called LpzRobots [91] including many virtual robots with different complexities
(Chapter 2). This has proven to be very useful to test hypotheses and control algorithms
on a variety of robots. LpzRobots allows for physically realistic simulations of complex
rigid body objects and features a novel support for material, different motors and sensors,

1We mean the bifurcation point of the deterministic system (without noise). With noise there is an
effective bifurcation region [96].
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graphical rendering, an interface to interactively change parameters, and so forth. The
simulator is an open source project and is used by other researchers as well. Apart from
the virtual robots, we also constructed a real robot, namely the Rocking Stamper [43]
(Section 2.2.3).

With the help of the computer simulations we applied the homeokinetic control to more
complex robots than those real robots that were available to our group. In these systems
we analyzed and illustrated the properties of the control algorithm. We have demonstrated
with a set of simulated robots the emergence of highly body and environment-related be-
haviors, even in systems where the control of these behaviors by hand is complicated [43, 46]
(Chapter 4). For a similar study see [62]. In most cases those are not merely random move-
ments, but develop into coordinated whole body motions where all degrees of freedom are
actively participating. The homeokinetic control can be interpreted as an implementation
of the ideas of cognitive embodied systems [122, 124]. Nevertheless, the application is
limited to robots with purely proprioceptive sensors. In systems with many degrees of
freedom we identified a mismatch between theoretical predictions and experiments, which
was mainly due to the insufficiency of the world model. The tendency of the parameter
dynamics to enter regimes of high frequency oscillations in the state dynamics is not fully
understood.

Extensive simulations with different robots revealed that there is still necessity for im-
provement and extension of the original homeokinetic controller. On the side of the overall
controller algorithm we improved the robustness by introducing different types of regular-
izations. The formalization of the dynamical system in terms of motor space coordinates
enables the efficient integration of many sensors. Before, the system was limited to max-
imally the same number of sensors as motors. Apart from that, an additional adaptive
model of the prediction error was proposed, allowing for its direct minimization in setups
with multiplicative noise. For setups with additive noise this remains an open problem. An
important constitute of the homeokinetic controller is the adaptive internal world model
that is learned online. We investigated two problems arising from the simultaneous learning
of the controller and internal model. The first is the effect of cognitive deprivation, which
occurs if the actions of the controller are constantly limited to a subspace of the available
action space. We showed analytically and experimentally that this problem is solved by
the homeokinetic controller in a natural way by producing explorative actions pointing
into unexplored subspaces [45]. The second problem arises when the internal world model
is extended to receive sensory inputs in addition to the motor values. Such an extension
leads to an ambiguity between self-induced and environmentally-induced changes in the
sensor values. This ambiguity must be resolved because knowledge about the actual effects
of the actions is required to regulate the controller parameters to the appropriate regime.
We proposed a general solution by specifying a bias towards self-induced observations and
provided experimental evidence for its functional efficiency. A computationally optimized
variation uses a discount in the learning rule.
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Our extensions enable the integration of exteroceptive2 sensors that allow the robot to
perceive changes in the environment. Furthermore, the new controller can cope with action-
independent dynamics of the body or within the environment, for instance those brought
about by inertial effects or moving objects. The extension of the controller network to
multiple layers or to include recurrent connections remains open.

The second part of this thesis is concerned with the generation of goal-oriented behav-
iors based on the homeokinetic control. We established several ways to shape the self-
organization process using specific goals (Chapter 5). On a general level, we proposed a
method to integrate additional constraints, in the form of energy functions, to the learning
dynamics of the homeokinetic controller. This makes it possible to combine supervised
learning with self-organization of behavior. For example, we demonstrated teaching in
terms of desired motor and sensor patterns. Using such mechanisms we derived a method
that we called cross-motor teaching, which allows for a specification of certain symmetries
in the desired behavioral patterns or in the morphology of the physical system and thus re-
duce the effective dimensionality of the system. This is especially important in cases where
useful behaviors lie on a manifold of small codimension, which are very rarely found by the
self-organizing controller. We demonstrated the effectiveness of cross-motor teaching with
the example of the high-dimensional Armband robot. The robot developed a complex
forward and backward locomotive behavior depending on the specified symmetries3. Only
a certain class of behaviors are possible to stimulate with this form of guidance, namely
those which are sufficiently constrainable by cross-motor symmetries. A formal description
was not elaborated upon here. The cross-motor teaching needs to be specified externally,
which requires a certain insight into the dynamics of the behaviors. A learning of these
connections presents an interesting topic for further investigations. Another way to guide
the self-organization is to modulate the learning rate, such that wanted behaviors persist
longer and unwanted ones are left quicker in comparison to the unguided case [90] (Chap-
ter 5). This is a more generic way of shaping the behavior, but conceptually only those
behaviors can be obtained that are also exhibited in the unguided case.

It is now possible to guide the emergence of sensorimotor coordination towards desired
behaviors. However, in the current setup the behaviors are still impermanent and cannot
be retrieved on demand. To address this shortcoming we designed an additional learning
system that acquires and stores behavioral primitives (Chapter 6). We used a competing
expert schema [117] with a novel competition principle named suboptimality penalty with
annealing. We achieved an online partitioning of the behavioral space, such that each
expert learns a particular behavior [89]. When the robot was controlled by a particular
expert, a stable behavior with a global basin of attraction was observed in most of the con-
sidered cases. These are necessary properties for the further combination of the primitives.

2Exteroceptive sensors perceive the environment directly in contrast to the proprioceptive sensors which
measure the position of body parts. Note that before the extended world model, only proprioceptive sensors
have been possible.

3The locomotion behaviors are almost never found by the original controller and are now established
within short time.
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Figure 7.1: Bioloid Puppy robot by Robotis [135] with 15 DoF.

Thus, the set of experts represents a repertoire of combinable behavioral primitives. Note
that this set is obtained in an unsupervised way, without providing specific information.
Thus, we see this work as a promising approach for developmental robotics [20, 85]. The
huge space of possible action sequences is reduced to a small set of potentially useful prim-
itives. These can be used to solve tasks, which we have demonstrated using reinforcement
learning techniques. The behavioral primitives served in this way as discrete actions. We
illustrated the method on the example of an obstacle avoidance task, where we have shown
that it is much more effective to combine the reinforcement learning with the acquired
behavioral primitives than with a set of externally predefined actions, especially for robots
with dynamically complex behaviors.

Perspectives

Many learning methods struggle with the curse of dimensions occurring in realistic robotic
setups. The self-organization of control offers a way to structure the vast space of possible
sensorimotor mappings to a smaller set of body and environment-related behaviors. The
mechanism of guided self-organization can be used to further constrain the behaviors space,
such that suitable modes are developed quickly. This is especially useful in combination
with the acquisition of behavioral primitives to scale up to high-dimensional systems, for
example to our new Dog-like robot, see Fig. 7.1.

The guidance of self-organizing behavior is also applicable in the context of evolutionary
robotics. It was shown that, in general, lifetime plasticity can speed up the evolutionary
process and yield more powerful behaviors [103, 175]. The combination of homeokinetic
control with evolution algorithms was already suggested a decade ago [48]. Nevertheless,
the suitable mechanisms to influence the self-organization process have been missing. The
combination is now possible with the mechanisms proposed here. For instance, only the
configuration of the cross-motor teaching could be evolved, which has a much lower di-
mension than the full set of controller parameters. Additionally, the controller remains
adaptive and is likely to cope with different environmental conditions. In contrast to other
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learning mechanisms, the homeokinetic controller generates coherent behaviors by itself,
such that a much smaller amount of information has to be genetically encoded. Apart
from the combination with evolutionary robotics, we hope that our work facilitates more
studies of the combination of goals and self-organization that has just started to attract
scientific attention [130].

A promising approach to complex control networks is based on recent findings in neu-
roscience. It was revealed that the bursts of neural activity in cortical slices show a
self-organized critical behavior [16], which was also implemented in artificial neural net-
works [82]. Such a network regulates the synaptic connections in a way that responses on
all scales are observed, which will bring about activity in the sensorimotor loop. However,
the integration of additional learning mechanisms, e. g. to maintain predictability or to
pursue goals, is not solved yet.

Another fascinating topic is the interaction of multiple homeokinetic agents, where first
insights have been obtained by the author [92]. According to Luc Steels, one of the re-
search challenges in the evolution of communication is “how populations of agents can
self-organize a shared repertoire of discrete building blocks grounded in a continuous phys-
ical medium” [151]. Thus, the emergence of social interaction, synchronization phenomena
and the negotiation of a communication schemata are interesting directions for further
investigations.

The application of homeokinetic control is especially promising for those robots that are
oriented towards entertainment, e. g. the Aibo robot by Sony [172] or the Bioloid robots
by Robotis [135]. In this field it is important that the robot is self-developing and capable
of learning new things, because it makes them much more exciting. We reckon that the
application to traditional robotics and to prosthetics has become more realistic with the
here-proposed mechanisms. We see major strengths of our approach in the learning of new
skills and in unforeseen situations. The reliable performance of tasks can be achieved in
combination with traditional learning algorithms. However, there are many open questions,
for example, how lifelong adaptation of the behavioral primitives can be obtained and how
to achieve a balance between self-organized skill learning and goal-oriented learning and
so forth.

The consideration of the homeokinetic principle in the framework of information theory
is also very interesting, as it enables an analysis of the system from a different perspec-
tive. For instance, whether the control parameters are optimally regulated in terms of the
flow of information through the system [8, 41]. Furthermore, the information theoretical
interpretation might give rise to a different formulation of the learning dynamics.

There remains much to be done, but the path ahead of us is full of excitement.
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Appendix A

A.1 Derivation of Matrix Calculation Rules

This section contains the derivation of the matrix calculation rules that were given in
Section 4.1.3 (p. 53).

Let us first consider Eq. (R6), i. e.

∂

∂X
a>Xb = ab> .

Let X be an m× n matrix. We can write a>Xb as

a>Xb =
m∑
i=1

n∑
j=1

aiXijbj . (A.1)

Since a and b are defined to be independent of X we find for the derivative with respect
to an element Xkl:

∂

∂Xkl

m∑
i=1

n∑
j=1

aiXijbj = akbl . (A.2)

This gives in matrix notation

∂

∂X
a>Xb = (akbl)k=1,...,m

l=1,...,n
= ab> (A.3)

�

The derivation of equation Eq. (R7), i. e.

∂

∂X
a>g(Xb+ c) = (a ◦ g′)b>
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goes along the same line as above. Again a, b, c are defined to be independent of X and we
find component-wise

∂

∂Xkl

m∑
i=1

aig

(
n∑
j=1

(Xijbj) + ci

)
= akg

′

(
n∑
j=1

Xkjbj + ck

)
bl . (A.4)

Since g(·) is a component-wise function the term g′
(∑

j Xkjbj + ck

)
is the k-th element of

the result vector of g′(Xb+ c) and hence we write only g′k. In matrix notation we can use
the row-wise multiplication and we obtain

∂

∂X
a>g(Xb+ c) = (akg

′
kbl)k=1,...,m

l=1,...,n
= (a ◦ g′)b> (A.5)

�

The derivation of Eq. (R9), i. e.

∂A−1

∂X
= −A−1 ∂A

∂X
A−1

where A is a square matrix can be obtained by considering the derivative of A−1A first,
i. e.

∂A−1A

∂X
=
∂A−1

∂X
A+ A−1 ∂A

∂X
= 0 . (A.6)

Multiplying Eq. (A.6) with A−1 from the right and rearranging the terms gives directly
Eq. (R9). �

A.2 Convergence of Enhanced World Model in a Sim-
plified System

This section provides the calculations of the limit behavior of the learning dynamics of
the enhanced world model, Section 4.8.5, in a simplified linear world with a fixed linear
controller.

Let the controller be linear and fixed controller, Eq. (4.92), as

yt = Cxt (A.7)

and the toy world be given by (Eq. (4.93))

xt = Ayt−1 + Sxt−1 . (A.8)
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Let us repeat the prediction errors used for the world model matrices: The prediction error
used for adapting A is (Eq. (4.108))

ξ′t = xt − (Ayt−1 + (1− δ)Sxt−1 + b) (A.9)

and the one used for S and b is

ξt = xt − (Ayt−1 + Sxt−1 + b) . (A.10)

The learning dynamics Eqs. (4.109–4.111) converges if the prediction errors ξt and ξ′t are
zero. Thus, setting Eq. (A.8) into Eq. (A.9) and ξ′t = 0 we get (omitting the time index)

Ay + Sx = Ay + (1− δ)Sx+ b. (A.11)

The bias b vanishes, such that we can omit it. Substituting y using Eq. (A.7) and resolving
for A yields

A = A+ (S − (1− δ)S)C−1 . (A.12)

Doing the same with Eq. (A.10) gives

S = (A− A)C + S . (A.13)

Putting Eq. (A.12) in Eq. (A.13) reveals that

S = (1− δ)S , (A.14)

which implies that S = 0. Setting this into Eq. (A.12) gives

A = A+ SC−1 . (A.15)

A.3 Experiment using the Enhanced World Model

This section present the results of the experiment with the Spherical robot and the
enhanced world model with discounted learning as proposed in Section 4.8.5. The exper-
iment is identical to the one conducted with the extended world model in Section 4.8.4.
The Spherical robot (Section 2.2.5) is particularly suitable for the application of the new
world model because it shows a sensor dynamics that is partly independent of the actions.
This occurs especially when the internal masses are located close to the center and the
robot is rolling. The evolution of the behavior and the parameters during the experiment
are depicted in Fig. A.1. The behavior is very similar to the one observed in Section 4.8.4
(Fig. 4.28), but we find a slower change of behavior. For a discussion of the parameter
dynamics we refer to Section 4.8.4.
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Figure A.1: Smoothly behaving Spherical robot with enhanced world model
using Eqs. (4.109–4.111). The error function has a low value and the behavior is smooth
but still diverse. (a) Envelop of motor commands and the error averaged over 10 sec (scaled
for visibility). (b) Diagonals and two non-diagonal elements of the controller matrix C;
(c) Diagonals of the world model matrices A and S. Parameters: update rate 100Hz,
εC = εA = 0.1, δ = 0.005.



Video References

The following videos can be found on the web-page
http://robot.informatik.uni-leipzig.de/martius/thesis.

[Video 1] Rocking Stamper: starts to move and shows sensitive reaction on sensors,
Section 4.3 (p. 67). start_sensitivity.mpg

[Video 2] Rocking Stamper: Adaptation to changed sensor setup and to a disabled
sensor, Section 4.3 (p. 67). sensor_flapped_disabled.mpg

[Video 3] Rocking Stamper: Close view of hardware and walk-like behavior, Section 4.3
(p. 67). close_walklike.mpg

[Video 4] Barrel robot: Sweep through behavior space, Section 4.4.1 (p. 68).
barrel.avi

[Video 5] Spherical robot: Waxing and waning of rolling modes around different axes,
Section 4.4.2 (p. 71). Sphere_IR_roll_different_axis.avi

[Video 6] TwoWheeled robot: At the start the controller is restricted. After the re-
striction is released informative actions are performed, Section 4.5.4 (p. 79).
cogdepr_2wheeled.avi

[Video 7] Snake robot: Low-dimensional modes, Section 4.6 (p. 86).
Snake1D_lowdimmode.avi

[Video 8] TwoWheeled robot: reaction of the robot to impulse shaped actions, Sec-
tion 4.8.4 (p. 104). nimm2_impuls.avi

[Video 9] Snake robot: Behavior with continuity preference and extended world model
and advanced sensor setup, Section 4.8.7 (p. 112). Snake1D_withExt.avi

[Video 10] Armband robot with cross-motor teaching: Slow locomotive behavior with
different postures (small guidance factor)), Section 5.2.2 (p. 133).
wheelie_golden_rolling_jumping.avi

[Video 11] Armband robot with cross-motor teaching: Fast locomotive behavior with
small exploratory actions (normal guidance factor), Section 5.2.2 (p. 133).
wheelie_golden_wobble_rolling.avi

http://robot.informatik.uni-leipzig.de/martius/thesis
http://robot.informatik.uni-leipzig.de/martius/thesis/start_sensitivity.mpg
http://robot.informatik.uni-leipzig.de/martius/thesis/sensor_flapped_disabled.mpg
http://robot.informatik.uni-leipzig.de/martius/thesis/close_walklike.mpg
http://robot.informatik.uni-leipzig.de/martius/thesis/barrel.avi
http://robot.informatik.uni-leipzig.de/martius/thesis/Sphere_IR_roll_different_axis.avi
http://robot.informatik.uni-leipzig.de/martius/thesis/cogdepr_2wheeled.avi
http://robot.informatik.uni-leipzig.de/martius/thesis/Snake1D_lowdimmode.avi
http://robot.informatik.uni-leipzig.de/martius/thesis/nimm2_impuls.avi
http://robot.informatik.uni-leipzig.de/martius/thesis/Snake1D_withExt.avi
http://robot.informatik.uni-leipzig.de/martius/thesis/wheelie_golden_rolling_jumping.avi
http://robot.informatik.uni-leipzig.de/martius/thesis/wheelie_golden_wobble_rolling.avi
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[Video 12] Armband robot with cross-motor teaching: Fast locomotive behavior with
change in direction of motion after couplings were swapped, Section 5.2.2
(p. 133). wheelie_golden_teaching_pointsym.avi

[Video 13] FourWheeled robot: obstacle avoidance using reinforcement learning and
behavioral primitives, Section 6.2.3 (p. 173).
FourWheeled_obstacle_avoidance.avi

[Video 14] Spherical robot: obstacle avoidance using reinforcement learning and behav-
ioral primitives, Section 6.2.3 (p. 175).
spherical_obstactle_avoid_square.avi

http://robot.informatik.uni-leipzig.de/martius/thesis/wheelie_golden_teaching_pointsym.avi
http://robot.informatik.uni-leipzig.de/martius/thesis/FourWheeled_obstacle_avoidance.avi
http://robot.informatik.uni-leipzig.de/martius/thesis/spherical_obstactle_avoid_square.avi
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