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Abstract

In the last two decades, new technologies have made DNA genotyping and sequencing far
more time and cost efficient. The resulting tremendous increase in the amount of available
genomic data allows for a deeper understanding of the relationship between the genotype
and the phenotype. In this thesis, I present two novel frameworks which analyze specific as-
pects of the relationship between the genotype and the phenotype, namely the identification
of regulatory SNPs (rSNPs) as well as the detection of epistatic SNP pairs.

In my first framework, I utilized deep learning to train a convolutional neural network for the
prediction of promoter sequences in the species Vicia faba. By exploiting the conservation
of promoter signatures across closely related species, I avoided the need for the expensive
and time-consuming task of assembling and annotating a reference genome for the species
under study. With the detected promoter regions, I was then able to analyze putative rSNPs
in terms of their effects on the binding of transcription factors. Finally, my results revealed
two rSNPs which were highly associated with the trait under study, namely the vicine and
convicine content (V+C) of the plants. These markers could then be further used in plant
breeding programs that target a low V+C content. Furthermore, I thereby demonstrated that
an annotated reference genome is not always necessary for this type of analysis.

For my second framework, I developed a method named MIDESP for the detection of
epistatic interactions between SNP pairs based on mutual information. This method extends
the existing information theory-based approaches for epistasis detection in two key areas.
First, by adopting a kth-nearest neighbor-based approach for estimating mutual information,
it is the first mutual information-based method which can be applied to detect epistasis for
qualitative as well as quantitative phenotypes. Secondly, the method incorporates the aver-
age product correction (APC) to deal with possible complications in a genotype-phenotype
dataset, which may otherwise give rise to the detection of false-positive interactions. I show-
case the performance of MIDESP and its different aspects by means of simulated as well
as real datasets, which were related to bovine tuberculosis and the weight of chicken eggs,
respectively. Comparing the results with and without the application of the APC showed
that the correction is necessary to reduce the prediction of false-positive interactions.

Overall, both of my frameworks provide novel insights into specific mechanisms underlying
the relationship between the genotype and the phenotype and identify important SNPs that
are participating in these mechanisms.





Zusammenfassung

In den letzten zwei Jahrzehnten haben neue Technologien die DNA-Genotypisierung und -
Sequenzierung wesentlich zeit- und kosteneffizienter gemacht. Die dadurch erzielte enorme
Zunahme der verfügbaren Genomdaten ermöglicht ein tieferes Verständnis der Beziehung
zwischen dem Genotyp und dem Phänotyp. In dieser Arbeit stelle ich zwei neuartige Ver-
fahren vor, die spezifische Aspekte der Beziehung zwischen Genotyp und Phänotyp analy-
sieren, nämlich die Identifizierung von regulatorischen SNPs (rSNPs) und die Erkennung
epistatischer SNP-Paare.

Bei meiner ersten Methode setze ich maschinelles Lernen ein, um ein neuronales Faltungs-
netzwerk für die Vorhersage von Promotersequenzen in der Art Vicia faba zu trainieren.
Durch die Ausnutzung der Konservierung von Promotersignaturen bei eng verwandten Ar-
ten, konnte ich die teure und zeitaufwändige Aufgabe der Assemblierung und Annotation
eines Referenzgenomes für die untersuchte Art vermeiden. Anhand der entdeckten Promo-
terregionen konnte ich dann mutmaßliche rSNPs in Bezug auf ihre Auswirkungen auf die
Bindung von Transkriptionsfaktoren analysieren. Schlussendlich ergaben meine Ergebnisse
zwei rSNPs, die in hohem Maße mit dem untersuchten Merkmal assoziiert waren, nämlich
dem Vicin- und Convicin-Gehalt (V+C) der Pflanzen. Diese Marker könnten dann in Pflan-
zenzuchtprogrammen verwendet werden, die auf einen niedrigen V+C-Gehalt abzielen. Ich
habe damit ebenfalls gezeigt, dass für diese Art der Analyse nicht immer ein annotiertes
Referenzgenom erforderlich ist.

Für meinen zweiten Ansatz habe ich eine Methode namens MIDESP zur Erkennung epista-
tischer Interaktionen zwischen SNP-Paaren auf Grundlage der wechselseitigen Information
entwickelt. Diese Methode erweitert die bestehenden auf der Informationstheorie basieren-
den Ansätze zur Epistasisdetektion in zwei Schlüsselbereichen. Erstens ist sie durch die An-
wendung eines k-nächsten Nachbarn-basierten Ansatzes zur Schätzung der wechselseitigen
Information die erste auf wechselseitiger Information basierende Methode, die zur Erken-
nung von Epistasis sowohl für qualitative als auch für quantitative Phänotypen angewendet
werden kann. Zweitens beinhaltet die Methode die sogenannte “average product correction”
(APC), um mit möglichen Komplikationen in einem Genotyp-Phänotyp-Datensatz umzuge-
hen, die andernfalls zur Erkennung von falsch-positiven Interaktionen führen könnten. Ich
demonstriere die Leistung von MIDESP und seiner verschiedenen Aspekte anhand von si-
mulierten und realen Datensätzen, die sich auf Rindertuberkulose bzw. das Gewicht von
Hühnereiern beziehen. Der Vergleich der Ergebnisse mit und ohne Anwendung der APC
zeigte, dass die Korrektur notwendig ist, um die Anzahl von falsch-positiven Interaktionen
zu reduzieren.



vi

Insgesamt liefern meine beiden Methoden neue Einblicke in spezifische Mechanismen, die
der Beziehung zwischen Genotyp und Phänotyp zugrunde liegen, und identifizieren wichti-
ge SNPs, die an diesen Mechanismen beteiligt sind.
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1. Introduction

In the last two decades, new methods in the field of genome sequencing, collectively re-
ferred to as next generation sequencing (NGS), have been developed, which offer cost-
effective strategies to produce massive amounts of sequencing data [1]. One of these meth-
ods is genotyping-by-sequencing (GBS), which is an efficient method to obtain genome-
wide genotype data for any species [2, 3]. The characteristic feature of GBS is the repro-
ducible generation of short genomic fragments using known restriction enzymes. Due to
its easy applicability, GBS is currently the method of choice in the field of plant sciences,
since it makes plants without reference genome amenable to genomic analysis. Several
groups have applied GBS to obtain high-quality genome-wide single nucleotide polymor-
phism (SNP) markers. These markers have often been used for applications like genome
wide association studies (GWASs), marker-assisted selection, breeding value estimation in
genomic prediction, analysis of high density genetic maps, or assessment of population dy-
namics in plant genomics and plant breeding [4, 5, 6, 7, 8, 9, 10, 11]. At the same time,
the development of new high-density SNP arrays for a multitude of species allows for the
simultaneous genotyping of up to several hundred thousand SNPs in a cost-effective and
time-efficient manner [12, 13, 14, 15]. Altogether, the amount of genomic data has in-
creased tremendously, which enables a more detailed research into the genetic background
of qualitative and quantitative traits.
One crop species that can greatly benefit from these advancements is the faba bean [16, 17].
Vicia faba, or faba bean, is an old world grain legume, which is globally grown for both
human consumption as well as feed for livestock [18]. The species is diploid with 2x = 12
very large chromosomes. Due to its large size of 13 Gbp [16], there is thus far no sequenced
and annotated reference genome available for this plant. Despite its agro-ecological impor-
tance (nitrogen symbiosis, rotation hygiene, and pollinator support) [19] and high protein
content of approximately 30% [20] it is a crop of limited importance in many countries.
This is mainly caused by its anti-nutritive seed-compounds vicine and convicine (in the fol-
lowing termed V+C), which are co-occurring pyrimidine glycosides that are assumed to be
formed in the seed coat of Vicia faba [21, 22]. These anti-nutrients have negative effects on
animals such as laying hens, broilers and piglets, but also on 400 million humans suffering
from glucose-6-phosphate-dehydrogenase deficiency [23, 24]. Therefore, the V+C content
is a factor that severely limits the wider usage of Vicia faba as feed for animals and food
for humans. Breeding new V+C-poor varieties and production and marketing of their fruits
could have a number of positive effects, such as reducing environmentally critical soybean
imports to Europe and North America, fostering of regional production methods, and avoid-
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ing energy-intensive transports. This was for example the goal of the project Abo-Vici [25],
which was supported by the German Federal Ministry of Food and Agriculture as part of
its Protein Crop Strategy to raise the importance of domestic protein crops in Germany and
Europe [26].
Despite ongoing research efforts and the discovery of a robust marker for the V+C content,
the responsible genes and mechanisms remained unknown for a long time, and the loca-
tion of the responsible locus could only be restricted to an interval on chromosome 1 of
Vicia faba, that shows conserved synteny with a 900 kb region on chromosome 2 of the
related species Medicago truncatula, which is located between the Medicago truncatula
genes Medtr2g008210 and Medtr2g010180 [21, 23]. Only recently could a putative key
enzyme of the V+C pathway be identified [27]. This enzyme encodes a GTP cyclohydro-
lase II which participates in the biosynthesis of riboflavin from GTP [28]. Moreover, the
authors showed through feeding studies that GTP is a precursor for V+C and thereby further
validated the role of the identified enzyme [27].
In this thesis, my aim is to present two novel frameworks that analyze specific aspects of
the relationship between genotype and phenotype, namely the identification of regulatory
SNPs (rSNPs) as well as the detection of epistatic SNP pairs.
rSNPs are located in the promoter regions of genes and can influence the gene regulation
by affecting transcription factor binding sites (TFBSs). Today, it is well known that these
rSNPs may be causal for the phenotype and could therefore possibly provide prime candi-
dates useful for breeding programs or marker-assisted selection [29, 30, 31, 32, 33, 34, 35].
Nevertheless, the identification of regulatory SNPs requires the location of the promoter
regions in the genome of the species under study. Despite the rich literature on the analysis
of promoters, their prediction remains a challenging task due to their complex and diverse
structure. Until now, different machine learning approaches have been developed, which
form the core of most computational prediction methods for promoter regions. Whereas
in early works the emphasis was on the identification of specific promoter elements (such
as TATA boxes, initiator elements, downstream promoter elements and others) or the
extraction of k-mer distributions [36, 37, 38, 39, 40, 41, 42, 43], nowadays a more holistic
approach is given preference in which whole genomic regions are examined using convo-
lutional neural networks (CNNs), which have been successfully applied in many species
[44, 45, 46, 47, 48, 49]. However, these approaches still require annotated training data
for the respective species, which is missing in the case of Vicia faba. To address this
problem, I exploited the conservation of promoter signatures among closely related plant
species [50, 51] and first trained a CNN model using the known promoter sequences of
seven species of the Leguminosae family, to which Vicia faba belongs. Second, using
GBS sequence reads of 20 Vicia faba lines with known V+C content, I assembled a de
novo draft partial genome. Thereafter, I called the genomic variants by aligning the GBS
reads to the partial genome to obtain high quality SNPs for candidate gene association
studies. Next, by applying the CNN model to the partial genome sequences, I predicted the
potential promoter sequences of Vicia faba. Finally, I analyzed the SNPs in these promoter
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sequences that were associated with the V+C content of Vicia faba regarding their effect on
the binding affinity of transcription factors. Using this framework, it is thereby possible to
identify rSNPs for Vicia faba based directly on GBS data [52].
The aforementioned development of high-density arrays for genotyping in recent years has
allowed GWASs to become powerful tools for the detection of SNPs that are associated
with traits of interest. However, GWAS methods are usually based on the analysis of
single loci, ignoring the potential interaction between genes, and are therefore of limited
applicability for complex traits. Today, it is well-known that the expressions of complex
traits are often controlled by multiple genes that can interact with each other in complex
manners [53, 54, 55]. These genes may have only a small effect on the phenotype and
could therefore be missed in single-locus analyses, despite having a strong influence based
on their interactions [56, 57, 58, 59]. While large parts of the phenotype variance are
attributed to individual SNP effects, these interactions, which are commonly referred to as
epistasis, have been shown to be of importance for many complex diseases in humans such
as asthma [60], cancer [61] or diabetes [62], as well as for quantitative traits in animals
[55, 63, 64, 65, 66, 67] and plants [68, 69, 70, 71, 72], and could help to explain the
relationship between the genetic variants and the corresponding phenotype [54, 65, 73, 74].
Among the numerous methods that have been developed to detect epistasis, several use
information-theory-based measures such as mutual information to quantify epistatic inter-
actions [75, 76, 77, 78, 79, 80, 81, 82, 83, 84]. While being quite successful in general, these
methods are limited in specific aspects. For one, the application of information-theory-
based approaches has so far been limited to case-control phenotypes because estimating the
mutual information for a continuous phenotype is a computationally far more challenging
task than it is for a discrete phenotype. This limits their utility, particularly in the field of
animal and plant sciences where quantitative traits are common. Secondly, these methods
do not necessarily take into account different types of complications resulting from sample
structure, relatedness between the genotyped individuals or marginal effects of single
SNPs on the phenotype [71, 85, 86]. Such types of complications can lead to background
associations between the SNP pairs and the phenotype, and thus the importance of some
SNPs in the epistatic interactions could be overestimated. Consequently, the prediction of
existing methods could be biased, potentially impeding the identification of correct epistatic
signals. Hence, the elimination of the bias inherent in the genotype-phenotype datasets
is needed to separate the signal caused by functional interactions from the background
associations between SNPs [71, 85]. To overcome these limitations, I developed a novel
method called Mutual Information-based Detection of Epistatic SNP Pairs (MIDESP) for
the detection of pairwise epistatic interactions, which extends the previously mentioned
mutual information-based approaches by additionally enabling the identification of epistatic
interactions between SNP pairs and quantitative phenotypes. For this purpose I adopt, in the
context of epistasis for the first time, the mutual information estimator developed by Ross
[87], which accurately estimates the level of epistasis using a kth-nearest neighbor-based
approach. Moreover, to deal with possible complications within a genotype-phenotype
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dataset (as mentioned above), my method incorporates the average product correction
(APC) theorem [88] as an additional step to estimate the expected level of background
association for each SNP pair. Finally, the removal of the estimated background from
the measured epistasis values leads to the detection of true epistatic signals arising from
functional interactions. In order to demonstrate its performance and functionality, I applied
MIDESP to simulated datasets and two real datasets with a qualitative and quantitative
phenotype, respectively, as well as to the Vicia faba dataset.

Overall, my results suggest that, by applying my two frameworks novel insights into the
relationship between genotype and phenotype can be obtained. This knowledge could then
in turn be used to provide new markers and strategies for breeding programs such as the
aforementioned Abo-Vici project.

1.1. Structure of the thesis

The organization of the thesis is as follows. In Chapter 2, I introduce the most relevant
biological concepts that are required to understand this thesis, in particular transcriptional
gene regulation and epistasis. I further give an overview of the different bioinformatics
databases and tools used in this thesis. In Chapter 3, I give a brief overview into the theoret-
ical concepts underlying this thesis. To start, I describe the existing techniques of promoter
detection followed by a primer into information theory. In the last part, I introduce the idea
of genotype-phenotype association analyses with a particular focus on detecting epistastic
interactions. Followed by the biological and theoretical background, I describe the used
datasets and present the two analysis frameworks established in this thesis in Chapter 4.
Thereby, I first introduce the framework for the identification of regulatory SNPs based on
genotyping-by-sequencing data in Section 4.2. In the following Section 4.3, I describe the
MIDESP algorithm for the detection of epistatic SNP pairs using mutual information. Af-
terwards, I present the results of both methods on simulated and real datasets in Chapter 5.
The application of the two methods is discussed in Chapter 6 and finally, I complete this
work in Chapter 7 by summarizing the thesis and providing an outlook for future work.

1.2. Impact

Journal articles: I have published the two frameworks described in this thesis in the fol-
lowing articles:

[1] Heinrich, F.; Wutke, M.; Das, P.P.; Kamp, M.; Gültas, M.; Link, W.; Schmitt, A.O.
(2020). Identification of regulatory SNPs associated with vicine and convicine con-
tent of Vicia faba based on genotyping by sequencing data using deep learning.
Genes, 11(6), 614.
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[2] Heinrich, F.; Ramzan, F.; Rajavel, A.; Schmitt, A.O.; Gültas, M. (2021). MIDESP:
Mutual Information-Based Detection of Epistatic SNP Pairs for Qualitative and
Quantitative Phenotypes. Biology, 10(9), 921.

Detailed author contribution of Felix Heinrich to both journal articles: Participated in the
design of the studies. Prepared the datasets. Participated in the model development. Con-
ducted the bioinformatics analyses and implemented the MIDESP tool. Participated in the
interpretation of the results. Participated in writing the final version of the manuscripts.

The sequence data of Vicia faba used in this thesis has been submitted to the European Nu-
cleotide Archive under the accession number PRJEB38838 and published in the following
article:

[3] Heinrich, F.; Gültas, M.; Link, W.; Schmitt, A.O. (2020). Genotyping by Sequencing
Reads of 20 Vicia faba Lines with High and Low Vicine and Convicine Content. Data,
5(3), 63.

Further, I contributed to the following publication that is related to the topic of this thesis:

[4] Klees S.*; Heinrich F.*; Schmitt A.O.; Gültas M. (2021). agReg-SNPdb: A
Database of Regulatory SNPs for Agricultural Animal Species. Biology, 5(3), 790
(*These authors contributed equally to this work.).

Conferences, Workshops, Meetings and Student’s thesis
I presented topics of this thesis at the following workshops and conferences:

• Oral presentation titled "agReg-SNPdb: A database of regulatory SNPs for agricul-
tural species" at 2019 CiBreed Workshop organized at Georg-August University, Göt-
tingen, Germany, 2019.
• Oral presentation titled "Identification of regulatory SNPs based upon genotyping by

sequencing data in Vicia faba using deep learning" at THETA seminar series, Statis-
tical Genetics Group, Institute of Animal Genetics, Wrocław University of Environ-
mental and Life Sciences, Wrocław, Poland, 2020.

In collaboration with Mehmet Gültas and Armin O. Schmitt I supervised the following
student work:

• Miriam Kamp: Analyse von Kandidaten-SNPs und ihren assoziierten Genen in Vicia
faba mittels bioinformatischer Methoden. Bachelor’s Thesis, 2020

In collaboration with Selina Klees and Mehmet Gültas, I further provide an online database
for regulatory SNPs in several animal species (see Appendix A.4) that is available via
https://azifi.tz.agrar.uni-goettingen.de/agreg-snpdb.

https://azifi.tz.agrar.uni-goettingen.de/agreg-snpdb




2. Biological background

In this chapter, I briefly introduce the biological concepts that are necessary to understand
this thesis and the motivation behind the two analysis frameworks I developed. Additionally,
I give an overview of the existing databases and tools that are used over the course of this
thesis in the final part.

2.1. Genotype and phenotype

An individual can be characterized by using its observable and measurable attributes. These
attributes are commonly referred to as traits while the specific expression of an attribute in
an individual is called the phenotype [89]. As an example, one can consider immunity to
a specific disease as a trait with resistance and susceptibility being the two possible phe-
notypes that an individual can have. Traits can be divided into qualitative and quantitative
traits with the former having discrete, categorical expressions while the phenotypes of the
latter are continuous values. The phenotype of an individual is a result of the combination
of the individual’s genotype as well as environmental effects. In this regard, the genotype
refers to the total of all genes that determine the phenotype [89]. An important characteristic
of the relationship between genotype and phenotype is the so-called heritability. It indicates
how much of the phenotypical variance can be explained by the variance of the genotype
[90]. A higher heritability would mean that the phenotype could be more accurately pre-
dicted using the genotype.
For this thesis, I use trait and phenotype interchangeably to refer to an observable charac-
teristic.

2.2. Gene expression

In this section, I describe how the genetic information of an individual is stored and how
its translation to functional proteins is regulated by transcription factors. If not indicated
otherwise, the content of this section is based on [91, 92].

2.2.1. DNA

Deoxyribonucleic acid (DNA) is the conveyor of genetic information in an individual. It
is built from nucleotides, which in turn are each composed of a deoxyribose sugar, a phos-
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phate group and one of four possible nucleic acids. These acids, which are also referred to
as bases, are adenine (A), cytosine (C), guanine (G), and thymine (T). Based on the struc-
ture of the nucleic acids, they are divided into two groups. Adenine and guanine belong
to the purines while cytosine and thymine are pyrimidines [93]. Through phosphodiester
bonds, which are created between the phosphate group attached to the 5’-hydroxyl of one
nucleotide and the 3’-hydroxyl of another nucleotide, the nucleotides are joined to long
chains. The orientation of the 5’-hydroxyl and the 3’-hydroxyl also allows one to define a
direction for the nucleotide chain with the general convention being to write the sequence
from the 5’ end to the 3’ end. Considering a specific position in the chain upstream refers
to the region from the position towards the 5’ end while downstream refers to the region
towards the 3’ end. DNA is formed by two of these polynucleotide chains, which are ar-
ranged in form of a double helix so that the backbones are on the outside while the nucleic
bases face each other. Hydrogen bonds, which are formed between opposing bases, grant
this structure its stability. Furthermore, these bonds are specific so that adenine binds to
thymine and cytosine to guanine. The two chains are therefore complementary to each
other, which enables the replication of the DNA from a single chain [94]. The structure of
the DNA is shown in Figure 2.1.
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Figure 2.1.: The DNA consists of two complementary nucleotide chains. The nucleotides
are linked by the phosphate groups (yellow), which are attached to the deoxyribose molecule
(blue) of the nucleotides. Hydrogen bonds between the nucleic acids adenine and thymine
as well as between cytosine and guanine connect the two chains. This figure is taken from
[93], page 309.

2.2.2. Genes

Segments on the DNA sequence that contain the information on a functional molecule are
termed genes. These genes contain the majority of the genetic information of an organism.
The site of a gene in the DNA sequence is referred to as the locus of the gene [95]. To
create a protein from the gene, the corresponding DNA sequence is first transcribed to a
ribonucleic acid (RNA) sequence. In the second step, the RNA sequence is translated to
an amino acid sequence, which folds into the protein. Similar to the DNA, the RNA is
built from nucleotides. However, there are some differences between the two. RNA only
has a single nucleotide chain, the sugar molecule is ribose and the nucleic acid thymine is
replaced by the base uracil (U). Besides offering a template for the amino sequence, RNA
can fulfill several other functions in the cell. These include for example acting as adaptors
during the translation process, being part of complexes like ribosomes as well as having a
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regulatory effect on the gene expression.
In eukaryotes, the genes are often constituted of several coding regions that are interrupted
by non-coding regions (introns). Therefore, before translation, it is necessary to remove the
introns and to join the coding regions together. This process is called splicing.
Due to mutations in the DNA sequence, alternative forms of a gene may be created if the
corresponding amino sequence is changed. These different forms are known as the alleles
of a gene [95]. An individual has two alleles for each gene locus with one of them being
inherited from the father while the other is obtained from the mother. This specific allele
set is termed the genotype of this gene for the individual. Based on the occurring alleles of
a gene in an individual, a distinction can be made between a homozygous genotype (two
copies of the same allele) and a heterozygous genotype (two different alleles).

2.2.3. Regulation of gene expression

Whether a gene is expressed in a specific cell at a specific time depends on multiple factors
such as cell type, environmental responses as well as the function of the corresponding pro-
tein. Complex regulatory mechanisms are necessary to control the gene expression. These
mechanisms encompass all steps of the gene expression starting with preventing the tran-
scription itself by restricting the access to the corresponding region of the DNA sequence
to modifications of the protein after it has been created through translation [95]. However,
in this thesis, I focus on how transcription factors influence the process of transcription.

2.2.4. Regulation of transcription by transcription factors

The transcription starts with the binding of the RNA polymerase to the DNA close to the
transcription start site (TSS) of a gene. This initial binding of the polymerase to the DNA
requires the presence of several proteins termed general transcription factors (GTFs), which
first bind to the DNA in a region called core promoter. The core promoter surrounds the
TSS and is usually 40-60 nucleotides long. It contains several sequence elements that allow
for the binding of GTFs to the DNA, however, its exact composition can differ from gene to
gene [96]. The elements which occur relatively frequently in the core promoter are, among
others, the TFIIB recognition element (BRE), the TATA element, the initiator element (Inr)
as well as some elements downstream of the TSS such as the downstream promoter element
(DPE), the downstream core element (DCE) and the motif ten element (MTE) [97]. It is
not necessary for all elements to be present to initialize the transcription, and there are core
promoters that do not contain any of those elements [98]. Figure 2.2 shows how a core
promoter could exemplarily be structured.
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Figure 2.2.: The core promoter can contain several sequence elements, some of which are
indicated here with their respective approximate start and end position relative to the TSS.
This figure is based on [91], Figure 13-15.

In addition to this core promoter, there may be other regulatory elements around the TSS
that are involved in the regulation of the gene expression. This greater region is termed the
promoter of the gene and can encompass several 100 nucleotides upstream of the TSS, but
also even more distant regions [41, 93, 99, 100].
Transcription factors (TFs) are a class of regulatory proteins that recognize and bind to these
regulatory elements and, through their binding, influence the expression level of the gene.
The binding of TFs can be necessary to start the transcription of a gene, but it can also
completely repress the expression or control it at a more granular level [93]. Only a small
fraction of TFs interact directly with the RNA polymerase. Instead, most TFs are involved
only indirectly, by interacting with other proteins that act as bridges to the polymerase, or
by modifying the structure of the DNA and thereby changing its accessibility [92]. The
sequences to which the TFs bind (termed transcription factor binding sites (TFBSs)) are
specific to the particular TF and are generally short, being in the range of 6 to 12 nucleotides
[101]. It is often the case that specific positions in the TFBS are more constrained than
others and require a certain nucleotide base at the corresponding position. Mutations in the
DNA sequence at such positions could therefore prevent a TF from binding to the site [101].
Other positions still could be changed without affecting the ability of the TF to bind to the
TFBS. To account for this variability in the analysis of TFBSs, position weight matrices
(PWMs) can be used to represent them [102]. These matrices contain for each position of
the respective TFBS the probability that one of the four possible DNA bases occurs at this
position. A PWM can be built from an alignment of known DNA sequences for the TFBS.
The process is exemplarily shown in Figure 2.3. A useful method for visualization is the
logo plot where the size of the letters indicates how conserved a position is (see Figure 2.4)
[103].
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Figure 2.3.: Construction of a PWM for a TFBS based on an alignment of five nucleotide
sequences of length nine bp. The numbers in the PWM give the counts for the frequency of
each base at the corresponding position in the sequence alignment.

Figure 2.4.: PWM and logo plot (created using motifStack [104]) for the TFBS
V$VMYB_01 [105]. The y-axis shows the conservation of each position measured in bits.
The visualization indicates that the positions 4, 5 and 6 are strongly conserved while the
start and end of the TFBS can be variable.
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2.3. Single Nucleotide Polymorphisms

A multitude of different DNA-based molecular markers have been utilized in the last few
decades to analyze the genome (see [106] for an overview). Single nucleotide polymor-
phisms (SNPs) have emerged as one of the most popular types of markers based on their
abundance in the genome and the relative ease of their detection [107, 108]. A SNP refers
to a change of the nucleotide base at a specific position in the genome, where the surround-
ing sequence is, however, conserved across individuals [109]. These variants are created
through mutations, which are then passed on to the offspring. Similar to a gene locus, the
alternative variants are termed the alleles of the SNP. Likewise, the allele set is the genotype
of this SNP for the individual and one can define heterozygous and homozygous genotypes
for the SNP. To distinguish SNPs from mutations which are specific to a single or few indi-
viduals, it is usually required that the least abundant allele of a SNP in a given population
has a frequency of 1% or more among all individuals in that population [110]. While it is
possible for a SNP to have more than two different alleles in a population, most commonly
used SNPs in genome analyses only have two different alleles and are therefore also referred
to as bi-allelic markers [109]. For a SNP, the allele, which corresponds to the base in the
reference genome sequence of the species, is usually termed the reference allele, while the
other one is the alternate allele.

2.3.1. Regulatory SNPs

Regulatory SNPs (rSNPs) are a subset of all SNPs in a genome and refer to those SNPs,
that are located in the regulatory regions. These rSNPs can affect the gene expression by
altering regulatory elements such as the previously introduced TFBSs [111, 112, 113]. For
example, a change in the nucleotide base at a highly conserved position of a TFBS can be
sufficient to disrupt it and prevent TFs from binding there. Likewise, however, it is also
possible that a new binding site could be created if the nucleotide is substituted. rSNPs can
also interact with other types of regulatory elements, such as binding sites for non-coding
RNA sequences [114, 115]. However, for this thesis I only consider the impact of rSNPs on
TFBSs. Following previous studies [35, 52, 111], I differentiate four types of consequences
that a SNP may have on a TFBS: (i) no effect, (ii) change in binding affinity, (iii) loss
of TFBS (a TFBS appears only for the reference allele) and (iv) gain of TFBS (a TFBS
appears only for the alternate allele). These different consequences are visualized in Figure
2.5. Furthermore, a single SNP can effect multiple TFBSs with different consequences for
each.
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Figure 2.5.: Depiction of the four possible consequences that a SNP can have on a TFBS.
This figure is taken from [35].

2.3.2. Genotyping methods

The process of determining the genotype of a SNP for an individual is termed genotyping. If
the SNPs and their surrounding sequences are already known, one commonly used approach
are microarrays (also known as DNA chips). These arrays are based on DNA hybridization
and allow the simultaneous genotyping of several hundred thousand SNPs [108]. For each
allele of a SNP, the array contains a probe which is reverse complementary to the DNA
sequence around the SNP. The probes for a SNP are identical except for the location of
the SNP itself, which corresponds to the specific allele. Thereby, only sequences with the
corresponding allele are able to bind to the probe [108]. By using a suitable length for the
probes, the probability of another DNA sequence in the genome being able to bind to them
is negligible [116]. Furthermore, the probes are labelled with an allele-specific fluorescent
dye. After the hybridization step, the resulting color can be analyzed to determine whether
the individual has for this SNP one of the two homozygous genotypes (only a single color
is visible) or a heterozygous genotype (both colors are visible) [117]. Finally, automated
algorithms are utilized to determine the genotype of the SNPs based on the dye intensities
[116].
An alternative strategy for SNP genotyping is the genotyping-by-sequencing (GBS) ap-
proach [3]. In this approach, the discovery of novel SNPs and genotyping occur at the
same time [118]. As a first step, the genome of an individual is digested using a restriction
enzyme. This enzyme cleaves the DNA at specific sites, which results in a multitude of
short fragments. After that, the ends of these fragments are sequenced. Thereby, sequence
reads of the genome can be obtained, which are in general a few hundred nucleotides long.
The reads of each individual are then aligned against the reference genome sequence of the
species to find SNPs and their genotypes [3, 119]. For species without a known reference
genome, the reads are first used to assemble a partial genome, which can be used for the
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alignment [118, 120]. A particular advantage of GBS is its ability to obtain sequence data
from regulatory regions [3]. Correspondingly, it is thereby possible to discover regulatory
SNPs.

2.4. Epistasis

Epistasis, at its core, refers to the interactions between two or more genes (represented, for
example, by SNPs), which jointly influence a phenotype. These interactions can contribute
to the main/additive effects of the genes (i.e. association between a single gene and the
phenotype independently of other genes) but they can also exist without any additive ef-
fects [121]. Therefore, by considering epistasis, it is possible to find genes associated with
the phenotype that would otherwise be missed due to an insufficient main effect [58, 59].
Furthermore, the knowledge of these interactions can help us to understand the complex
biological systems that are responsible for the expression of a trait [65]. One possible bio-
logical explanation for the existence of epistasis is the concept of canalization, which was
first proposed by Waddington [122]. The idea is that evolution seeks the development of ro-
bust systems, which are buffered against genetic and environmental variation [57]. This can
be observed in gene networks with redundant pathways, where a change of the phenotype
requires the accumulation of several mutations. Each individual variant would then have
only a small effect on the phenotype by itself [121].
The term epistasis was first introduced by Bateson in 1909 to refer to the phenomenon in
which the effect of one allele at locus A is masked by the effect of another allele at locus B
[121, 123]. A few years later, Fisher appropriated the term to describe statistical deviations
from an additive model of multiple loci [124], which is nowadays the common usage and
the basis for the computational detection of epistasis [53, 65, 121]. In this sense, the effect
of one locus may depend on the genotype of another locus [53, 65], which is shown in the
following example.

Example: Epistasis between two genes

X1 and X2 are two genes with three possible genotypes each. X1 has the genotypes
aa, Aa and AA, while the genotypes of X2 are bb, Bb and BB. Together, the genes
control the expression of a phenotype. Based on Figure 1 in [65], I present the follow-
ing visualisations for three different scenarios of how the interaction of the two genes
influences the phenotype.
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In the first scenario, there is no epistasis between the genes. Both of them influence the
phenotype independently of each other. Regardless of the genotype of X1, the effect
of X2 is the same and vice versa.

For the second scenario, however, it can be observed that the difference in the pheno-
type between the genotypes of X2 depends on the genotype of X1. While the difference
between bb and BB is relatively small for aa, their difference for AA is much greater.
In this case, the genotype of X1 increases the effect of X2.
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The last scenario also shows epistasis between the genes. Here, the direction of the
effect of bb and BB depends on the genotype of X1. If X1 has the genotype aa, then bb
results in a small and BB in a large phenotype. However, if X1 is instead AA then this
effect is reversed and bb results in a large phenotype while BB has a small phenotype.

2.5. Bioinformatic resources

In the last decades, the available amount of genomic data has increased tremendously. To
facilitate the storage and exchange of data in an organized manner, numerous databases have
been established. Similarly, novel tools and algorithms have been published for the analysis.
In this section, I shortly present the bioinformatics databases and tools that I utilized for this
thesis.

2.5.1. Bioinformatic databases

2.5.1.1. Ensembl database

The Ensembl Project database (https://www.ensembl.org) is one of the most known
and comprehensive resources for publicly available genomics data [125, 126]. It combines
primary genomic information such as genome sequences with several automated pipelines
and tools for annotation and analysis. The various annotations include, for example, gene
models, sequence variations (SNPs, insertions, deletions and structural variants) and reg-
ulatory features. Furthermore, the website offers the users different possibilities to query
the available data, for instance by doing cross-species comparison and search of sequences
as well as the prediction of variant effects [127, 128]. Figure 2.6 gives an overview of
the information available for a species (here Bos taurus). Since the project was started

https://www.ensembl.org
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in 2000 to annotate the human genome, it has expanded to include more than 300 verte-
brates as well as species belonging to different domains of life, for example plants (https:
//plants.ensembl.org) or bacteria (https://bacteria.ensembl.org) [129].

Figure 2.6.: Overview page for the species Bos taurus in the Ensembl database. This page
includes links to the various types of information available for the species. (Source: https:
//www.ensembl.org/Bos_taurus/Info/Index, 11.11.2021)

2.5.1.2. Pulse Crop Database

The Pulse Crop Database (PCD) (https://www.pulsedb.org) is a public database that
collects genomic, genetic and breeding resources for more than 40 species belonging to the
group of pulse crops [130, 131]. It connects annotated reference genomes and transcrip-
tomes with marker and phenotype data, thereby allowing users, for example, to identify
genes related to traits of interest. The data can be downloaded as well as analyzed and
visualized directly on the website using various tools.

https://plants.ensembl.org
https://plants.ensembl.org
https://bacteria.ensembl.org
https://www.ensembl.org/Bos_taurus/Info/Index
https://www.ensembl.org/Bos_taurus/Info/Index
https://www.pulsedb.org
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Figure 2.7.: Overview page for the species Vicia faba in the Pulse Crop Database. It con-
tains basic information and a summary of the available data. (Source: https://www.

pulsedb.org/bio_data/642, 11.11.2021)

2.5.1.3. TRANSFAC R©

TRANSFAC R©, which was firstly published in 1988 [132], is a database for eukaryotic tran-
scription factors (TFs). The database stores information about the TFs, their binding sites
and the genes that are regulated by them. Experimentally verified DNA binding sites are
used to build position weight matrices (PWMs), which can then be used for computational
prediction [133]. It further provides a hierarchical classification structure consisting of six
levels for the TFs, which is based on their DNA-binding domains [105].

2.5.2. Bioinformatic tools

2.5.2.1. PLINK

PLINK is a popular and widely used tool set for the analysis of genomic data in the form of
SNP markers [134, 135]. It uses a binary file format as an efficient way to represent SNP
data and offers various possibilities to reorder, recode and filter the information according to
different criteria. Furthermore, it can convert the data to different text-based formats, which
are often used by other programs to read in SNP marker data. In this thesis, I mainly utilize
these data management aspects of PLINK to filter and prepare the datasets for analysis.
Additionally, I apply PLINK to perform tests for the analysis of association between SNP

https://www.pulsedb.org/bio_data/642
https://www.pulsedb.org/bio_data/642
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markers and the phenotype. This includes tests for interactions between two SNPs and the
phenotype (the previously introduced epistasis).

2.5.2.2. MATCHTM

MATCHTM is a tool for the computational prediction of putative transcription factor binding
sites (TFBSs) [136]. The program takes DNA sequences as input and screens them for
TFBSs using a library of PWMs. At each possible position of the sequences, two scores are
calculated, that indicate how good the match with a PWM is: (i) the matrix similarity score
(MSS) and (ii) the core similarity score (CSS). Whereas the MSS uses the complete length
L of the PWM, the CSS compares only the first five most conserved consecutive positions
of the PWM which define its core. The MSS and CSS are calculated in a similar way for a
DNA sequence as

SS =
Current−Min

Max−Min
(2.5.1)

where SS stands for MSS or CSS. Equation 2.5.1 uses the following values:

Current =
L

∑
i=1

I(i) · fi,Bi (2.5.2)

Min =
L

∑
i=1

I(i) · f min
i (2.5.3)

Max =
L

∑
i=1

I(i) · f max
i . (2.5.4)

In above equations fi,Bi is the frequency of the nucleotide Bi at position i of the PWM,
f min
i is the lowest frequency at position i of the PWM and f max

i is the highest frequency at
position i of the PWM. Furthermore, I(i) is the information vector defined as

I(i) = ∑
B∈{A,C,G,T}

fi,B · ln4 · fi,B , i = 1,2,...,L. (2.5.5)

The information vector describes the conservation of position i in the PWM [137]. By
multiplying by I(i), the mismatches in highly conserved regions of the PWM will inflict a
stronger punishment on the score compared to regions that are less conserved. This results
in an improved prediction accuracy [138].
Both MSS and CSS range between 0 and 1 with the latter indicating a perfect match between
sequence and PWM. In order to decide if a TFBS exists, the program uses pre-specified cut-
off values that are specific for each PWM. Such cut-off profiles are supplied, for example,
by TRANSFAC R© [105]. Finally, if the scores for a match exceed the cut-off values of the
PWM, the corresponding information is added to the output of MATCHTM (see Figure 2.8).
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Figure 2.8.: The output of MATCHTM consists of five columns. The first column contains
the identifier of the PWM for which the match was found. This is followed by the start
position of the match on the DNA sequence as well as a plus or minus indicating the strand.
Columns three and four contain the CSS and MSS, respectively. The last column contains
the matching sequence.

2.5.2.3. GeneXplain platform

GeneXplain (https://genexplain.com/) is an online platform for the computational
analysis of biological data, in particular transcriptomic data [139, 140]. It provides a
wide range of statistical, bioinformatics as well as systems biology functions and combines
them with several biological databases including the previously mentioned TRANSFAC R©

database. In addition to several predefined workflows, such as gene set enrichment anal-
ysis or master regulator search, users have the option to create their own custom analysis
pipelines.

Figure 2.9.: Start page of the GeneXplain platform. (Source: https://platform.

genexplain.com/bioumlweb/, 11.11.2021)

https://genexplain.com/
https://platform.genexplain.com/bioumlweb/
https://platform.genexplain.com/bioumlweb/




3. Theoretical background

In this section, I introduce the concepts and methods that were utilized in this thesis. To
begin, I provide an overview of the techniques for promoter detection with a more detailed
description of convolutional neural networks. In the second part, I give a short introduction
to information theory, in particular mutual information and other related measures. Finally,
I present the basic concepts of genotype-phenotype association studies, with an emphasis
on the detection of epistatic interactions.

3.1. Prediction of promoter sequences

This section is mainly based on my publication [52] (see Appendix A.2) and the method
overview given in [48]. The subchapter dealing with convolutional neural networks includes
content from [141]. Due to their varied and complex structure, the computational identifi-
cation of promoter regions is still a challenging task. The methods that are used for their
prediction are mostly binary classification-based machine learning (ML) algorithms. By
training them on sequence data from known promoter and non-promoter sequences, these
methods are able to decide whether a new sequence is a promoter or not. However, there
exists no single approach for choosing the positive and negative datasets for training. While
for promoters an interval around the transcription start site (TSS) is chosen, which often
differs only in the exact length and the position, the choice of the negative dataset is more
diverse. The negative set can be built from sequences that correspond to a certain promoter
sequence in the positive set (for example a specific region from the first exon of the gene)
[46], sequences randomly taken from coding regions [40, 43, 44] as well as intergenic re-
gions [42, 49] or by randomizing promoter sequences [48]. Moreover, the classifiers mostly
differ from each other by the ML architecture that is used (support vector machines, random
forests, neural networks and others) and the specific sequence features that are taken as input
for the classifier. These features range from the existence and position of highly conserved
sequence motifs (such as TATA boxes, initiator elements (Inrs), downstream promoter ele-
ments (DPE), transcription factor binding sites (TFBSs) and others) to more content-based
features like k-mer distributions or a combination of both. PromoterScan [142], for ex-
ample, utilizes a combination of TATA box and TFBS detection as input for a linear dis-
criminator to detect promoter sequences. To address the issue of variable spacing between
sequence motifs, NNPP [143] applies a time-delay neural network, but only considers the
TATA box and Inr as features. PromFind [144], on the other hand, selects the 6-mers that
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distinguish most strongly between promoter and non-coding as well as coding sequences
from the training data to classify novel sequences. Similarly, PromMachine [43] and Pro-
moBot [40] both use a selection of 4-mers and 6-mers, respectively, as input for an SVM to
distinguish between promoter and non-promoter sequences. Finally, both TSSP-TCM [37]
and TSSPlant [51] use a multitude of motif- and content-based features together as input
for an SVM respectively neural network to classify sequences.
However, with the ever increasing knowledge about the diversity of promoter structures, the
methods have moved on from the identification of specific promoter elements. Methods that
rely on the assumed (near) universal existence of a few specific elements in the promoter
regions are no longer suitable, since this assumption has been disproved [45, 48]. For exam-
ple, it has been shown that the TATA box does not exist in many promoter sequences, so that
algorithms are sometimes even trained separately for promoters containing a TATA box or
not [37, 44, 48, 51]. On the other hand, the TATA box is not exclusive to promoter regions
and can be found in abundance in non-promoter datasets [145]. Therefore, a classifier that
relies solely on the presence of the TATA box to differentiate the sequences is easily prone
to make false classifications [48].
Instead, the focus has changed to more holistic approaches that are able to take the whole
genomic region and its spatial structure into account. These include, for example, methods
that utilize differences in the free energy patterns of the DNA sequence between promoter
and non-promoter regions, such as PromPredict [39]. Similarly, Li et al. [146] apply a gen-
eralized topological entropy to measure the complexity of DNA sequences and observed
differences between promoter, exon and intron regions. In a similar vein, iProEP [41]
considers the composition of pseudo k-mer nucleotides with a position-correlation scoring
function as input for an SVM to differentiate promoter and non-promoter sequences.
Nowadays, convolutional neural networks constitute a major fraction of promoter prediction
methods [44, 45, 46, 47, 48, 49].

3.1.1. Detection of promoters using CNNs

Convolutional neural networks (CNNs) are a special type of neural network, which are
especially suited for analysing data with grid-like structures such as time-series or image
data [141]. In these areas, they achieve state-of-the-art performances [147, 148, 149]. They
have also been successfully used for various biological tasks, for example, the prediction
of genes [150], sequence binding sites [151] or the effects of noncoding variants [152].
CNNs are characterized by having at least one so called convolutional layer, which is used
to process the input. The convolution can be understood as calculating a weighted average.
Within a convolutional layer, an array of stacked weight matrices (also referred to as filters)
of dimension W×H×D, where W and H correspond to the width and height of the matrices,
respectively, while D refers to the depth of the array, is moved spatially across the input
data [44, 47]. The length of each step of the weight matrices is called stride. A stride of
two, for example, would mean that the weight matrix moves two positions over the input
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with each step. At every possible position, the summed element-wise product between the
weight matrices and a subset of the input is calculated and a corresponding feature map is
computed. The feature maps of all weight matrices are then taken as input for the next layer.
Figure 3.1 visualizes this process for a single weight matrix.

Figure 3.1.: An example for a convolution with a single 2× 2 weight matrix. Input is a
4× 4 2-dimensional array and output is a 3× 3 2-dimensional array. As an example, the
colored borders indicate which part of the input array resulted in the corresponding value of
the output.

Another important aspect of convolutional layers is zero padding. As shown in Figure 3.1,
the output of the convolution will be smaller than the input matrix if the weight matrix is
not a simple scalar. If the input has a width of m and the weight matrix a width of k, then
the output matrix will have a width of m− k+ 1. Zero padding prevents this shrinkage by
adding additional cells with 0 to the borders of the input such that the output will be of the
same dimensions as the original input matrix.

To process DNA sequences with a CNN, the 1-dimensional sequence is first transformed
into a 2-dimensional array, where each nucleotide is encoded into a one-hot representation
and expressed by a four-dimensional vector (see Figure 3.2).



Theoretical background 26

Figure 3.2.: One-hot encoding of a DNA sequence. Each nucleotide is represented by a
one-hot vector: A = (1,0,0,0), C = (0,1,0,0), G = (0,0,1,0), and T = (0,0,0,1).

A major advantage of CNNs is their ability to automatically learn local as well as global
features from the input data [153]. Therefore, no previous domain-knowledge or assump-
tions regarding the importance of features is necessary.
Umarov et al. used a CNN in their CNNProm program for promoter prediction and achieved
a significantly higher accuracy than previous methods [44]. With DeeRecCT-PromID, a
promoter predictor, which builds upon CNNProm and includes an iterative training scheme,
Umarov et al. found that features learned by the CNN correspond to well-known charac-
teristics of promoter sequences [45]. Nevertheless, it can still be possible to improve the
performance of a CNN using specific sequence features. For example, Triska et al. showed
that including certain additional features can improve the performance of the CNN com-
pared to a baseline model, which utilizes only the sequence as input [46]. In a similar vein,
Qian et al. have demonstrated that the separation of the sequence into important elements
and unimportant sections followed by analyzing the former in more depth can improve the
performance [47].

3.2. Information theory

The information theory was first developed by Claude Shannon in the 1940s for the analysis
of communication systems [154]. He discovered that there exists a lower bound for the
length that is necessary to describe a random variable on average. This measure, which
he termed as entropy, can be interpreted as the amount of information that is inherent to
the variable. Based on this basic quantity, a great number of different measures have been
developed to analyze the relationship between multiple variables in different ways, several
of which I present here. The content and notations for this section are mostly taken from
[155] and [75].

3.2.1. Entropy

The entropy of a discrete random variable X , which takes on values from an alphabet X,
depends only on its probability distribution p(x) and measures the average uncertainty of
X .
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Definition 3.1 (Entropy) The entropy H(X) of a discrete random variable X with a prob-
ability distribution p(x) = Pr{X = x}, where the distribution satisfies 0 ≤ p(x) ≤ 1 and
∑x∈X p(x) = 1, is defined as

H(X) =−∑
x∈X

p(x) log p(x). (3.2.1)

The base of the logarithm used in this study is 2 and, therefore, log stands for log2. In this
case, the unit of the entropy is the bit. It is convention that 0 log0 = 0. Thus, additional
terms with zero probability do not change the entropy. The entropy of X is 0 if and only if
X has a fixed value x with p(x) = 1 and, consequently, no uncertainty exists. On the other
hand, the maximum entropy is obtained only if p(x) is a uniform distribution over X and is
equal to log |X|.

Example: Calculation of entropy

Let X be a discrete random variable with the following outcomes:

AA AA AC CC CC AA AA AC AA AC

For the calculation of the entropy, it is assumed that the variable X has an alphabet
X= {AA,AC,CC}. As a first step, the marginal probabilities of the possible outcomes
are estimated using their relative frequencies among the observations:

p(AA) = 5
10 p(AC) = 3

10 p(CC) = 2
10

The entropy H(X) of X is then calculated as:

H(X) =−∑
3
i=1 p(xi) log(p(xi))

=−(p(AA) log(p(AA))+ p(AC) log(p(AC))+ p(CC) log(p(CC)))

=−( 5
10 · log( 5

10 )+
3
10 · log( 3

10 )+
2
10 · log( 2

10 ))

≈−((−0.5)+(−0.5210897)+(−0.4643856))

≈−(−1.485475)

≈ 1.485475 bits

By extending the notion of entropy to two or more random variables, their joint entropy can
be defined. Given discrete random variables X and Y with alphabets X and Y, respectively,
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their joint entropy depends only on their joint probability distribution p(x,y) with X×Y as
the alphabet of the possible value pairs.

Definition 3.2 (Joint Entropy) The joint entropy H(X ,Y ) of two discrete random vari-
ables X and Y with a joint probability distribution p(x,y) is defined as

H(X ,Y ) =−∑
x∈X

∑
y∈Y

p(x,y) log p(x,y). (3.2.2)

A related measure is the conditional entropy of Y given X , which describes the average
uncertainty of Y that remains when the value of X is known.

Definition 3.3 (Conditional Entropy) The conditional entropy H(Y |X) of two discrete
random variables X and Y with a joint probability distribution p(x,y) and a conditional
probability distribution p(y|x) is defined as

H(Y |X) =−∑
x∈X

∑
y∈Y

p(x,y) log p(y|x). (3.2.3)

The relation between the three introduced measures is shown in the following chain rule.

Theorem 3.1 (Chain rule for entropy) The joint entropy H(X ,Y ) of two discrete random
variables X and Y can be defined in terms of the entropy and the conditional entropy of
these variables as follows

H(X ,Y ) =H(X)+H(Y |X) or H(Y,X) =H(Y )+H(X |Y ). (3.2.4)

This relationship is also visualized in the Venn diagram depicted in Figure 3.3. The follow-
ing properties hold for the introduced measures:

• H(X)≥ 0
• H(X)≤ log |X|
• H(X ,Y ) =H(Y,X)

• H(X ,Y )≤H(X)+H(Y ) with equality if and only if X and Y are independent
• H(X ,Y ) ≥ max{H(X),H(Y )} with equality if and only if one variable is a function

of the other variable
• H(X |Y )≤H(X) with equality if and only if X and Y are independent

3.2.2. Mutual Information

The mutual information of two discrete random variables X and Y is a measure for the
amount of information that is shared between these two variables, i.e., how much informa-
tion X contains about Y and vice versa.
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Definition 3.4 (Mutual Information) The mutual information between two discrete ran-
dom variables X and Y with marginal probability distributions p(x) and p(y), respectively,
as well as a joint probability distribution p(x,y) is defined as

MI(X ;Y ) = ∑
x∈X

∑
y∈Y

p(x,y) log
p(x,y)

p(x)p(y)
· (3.2.5)

The relation between the previously introduced entropy measures and the mutual informa-
tion is shown in Figure 3.3, where the mutual information MI(X ;Y ) corresponds to the
intersection of the entropy of X with the entropy of Y . The mutual information can be
rewritten in terms of entropy as

MI(X ;Y ) =H(X)−H(X |Y ) =H(Y )−H(Y |X) =MI(Y ;X). (3.2.6)

Based on these formulas, it can also be interpreted as the reduction of the uncertainty of X
due to the knowledge of Y and vice versa.

Figure 3.3.: Relationship between entropy and mutual information for two variables X and
Y .

The following properties hold for the mutual information:

• MI(X ;Y )≥ 0 with equality if and only if X and Y are independent
• MI(X ;Y )≤min{H(X),H(Y )} with equality if and only if one variable is a function

of the other variable
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• MI(X ;X) =H(X)

• MI(X ;Y ) =MI(Y ;X)

• MI(X ;Y ) =H(X)+H(Y )−H(X ,Y )

Example: Calculation of mutual information

Let X and Y be two discrete random variables with the following outcomes:

X : AA AA AC CC CC AA AA AC AA AC
Y : 1 1 1 0 0 1 1 1 1 0

To calculate the mutual information, first the marginal probabilities as well as the joint
probabilities of the pair occurrences are determined based on the relative frequencies
among the observations:

Marginal probabilities of X : Joint probabilities:
p(AA) = 5

10 p(AA,0) = 0 p(AA,1) = 5
10

p(AC) = 3
10 p(AC,0) = 1

10 p(AC,1) = 2
10

p(CC) = 2
10 p(CC,0) = 2

10 p(CC,1) = 0

Marginal probabilities of Y :
p(0) = 3

10

p(1) = 7
10

The mutual information MI(X ,Y ) between X and Y is then calculated as follows:
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MI(X ;Y ) = ∑
3
i=1 ∑

2
j=1 p(xi,y j) log p(xi,y j)

p(xi)p(y j)

= p(AA,0) log p(AA,0)
p(AA)p(0) + p(AA,1) log p(AA,1)

p(AA)p(1) + p(AC,0) log p(AC,0)
p(AC)p(0)

+ p(AC,1) log p(AC,1)
p(AC)p(1) + p(CC,0) log p(CC,0)

p(CC)p(0) + p(CC,1) log p(CC,1)
p(CC)p(1)

= 0+ 5
10 · log( 5/10

5/10·7/10 )+
1
10 · log( 1/10

3/10·3/10 )+
2
10 · log( 2/10

3/10·7/10 )

+ 2
10 · log( 2/10

2/10·3/10 )+0

≈ 0.2572866+0.0152003+(−0.01407787)+0.3473931

≈ 0.6058021

3.2.3. Multivariate Mutual Information

The introduced formulas can be generalized to an arbitrary number of variables, which al-
lows the analysis of more complex relationships. For illustration, I present several different
information theoretic measures for the case of three discrete random variables X , Y and Z.
The joint mutual information MI(X ,Y ;Z) is equivalent to the mutual information MI(S;Z)
where S represents the grouping of the two variables X and Y . The grouping can be inter-
preted as the concatenation of the respective values of X and Y . MI(X ,Y ;Z) measures how
much information X and Y together contain about Z.

Definition 3.5 (Joint Mutual Information) The joint mutual information of a pair of dis-
crete random variables X and Y with a third discrete random variable Z is defined as

MI(X ,Y ;Z) = ∑
x∈X

∑
y∈Y

∑
z∈Z

p(x,y,z) log
p(x,y,z)

p(x,y)p(z)
· (3.2.7)

The joint mutual information can also be expressed as

MI(X ,Y ;Z) =H(X ,Y )+H(Z)−H(X ,Y,Z). (3.2.8)

It is bound by max{MI(X ;Z),MI(Y ;Z)} ≤MI(X ,Y ;Z)≤min{H(X ,Y ),H(Z)}. The addi-
tional knowledge of Y cannot, therefore, decrease the information that is already available
about Z due to the knowledge of X (and vice versa). The Venn diagram in Figure 3.4 a)
shows the relation between the joint mutual information and the entropy values of the three
variables. However, this visualization is no longer accurate in all situations, since the com-
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bination of multiple variables together can result in the generation of novel knowledge, as
the following example shows.

Example: Comparison of mutual information and joint mutual information

Let X , Y and Z be three discrete random variables with the following outcomes:

X : A C A C A C A C
Y : G T G T T G T G
Z : 1 1 1 1 0 0 0 0

Further, the grouping S of the variables X and Y is defined by combining their respec-
tive values.

S : AG CT AG CT AT CG AT CG

It can easily be seen that the probability distributions of X and Y are identical indepen-
dent of the value of Z. Hence, the mutual information between the variables is

MI(X ;Z) = 0 and MI(Y ;Z) = 0.

However, the probabilities of S on the other hand depend on Z.

Joint probabilities:
p(AG,1) = 2

8 p(CT,1) = 2
8 p(AT,1) = 0 p(CG,1) = 0

p(AG,0) = 0 p(CT,0) = 0 p(AT,0) = 2
8 p(CG,0) = 2

8

This results in a joint mutual information of

MI(X ,Y ;Z) =MI(S;Z) = 1.

S is perfectly associated with Z due to the creation of new knowledge, even though
neither X nor Y share any information with Z alone. This makes an accurate depiction
in a Venn diagram impossible, since it would mean that on the one hand there is no
overlap between the circles representing X and Y with the circle of Z, while on the
other hand the area of X and Y together should encompass the whole circle of Z.

Similar to the conditional entropy, the conditional mutual information CMI(X ;Y |Z) is de-
fined as the amount of information shared between X and Y that remains if the value of Z is
known (see Figure 3.4 b)).
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Figure 3.4.: Relationship between entropy and information theory measures for three vari-
ables X , Y and Z. The filled in area marks the corresponding measure. a) joint mutual
information MI(X ,Y ;Z), b) conditional mutual information CMI(X ;Y |Z) and c) multivari-
ate mutual information MMI(X ;Y ;Z).

Definition 3.6 (Conditional Mutual Information) The conditional mutual information
between two discrete random variables X and Y given a third discrete random variable
Z is defined as

CMI(X ;Y |Z) = ∑
x∈X

∑
y∈Y

∑
z∈Z

p(x,y|z) log
p(x,y|z)

p(x|z)p(y|z) · (3.2.9)

In terms of entropies the conditional mutual information can also be expressed as

CMI(X ;Y |Z) =H(X |Z)−H(X |Y,Z). (3.2.10)

CMI(X ;Y |Z) is non-negative and it is zero if and only if X and Y are conditionally inde-
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pendent given the knowledge of Z.
The multivariate mutual information MMI(X ;Y ;Z) of X , Y and Z is the amount of infor-
mation that is common to all three variables. This is shown in the Venn diagram in Figure
3.4 c) as the area where all three circles overlap.

Definition 3.7 (Multivariate Mutual Information) The multivariate mutual information
between three discrete random variables X, Y and Z is defined as

MMI(X ;Y ;Z) =MI(X ;Y )−CMI(X ;Y |Z)
=MI(X ;Z)−CMI(X ;Z|Y )
=MI(Y ;Z)−CMI(Y ;Z|X).

(3.2.11)

The multivariate mutual information has the following properties:

• Symmetry regarding X , Y and Z
• −min{CMI(X ;Y |Z),CMI(X ;Z|Y ),CMI(Y ;Z|X)} ≤MMI(X ;Y ;Z)
• MMI(X ;Y ;Z)≤min{MI(X ;Y ),MI(X ;Z),MI(Y ;Z)}

In contrast to the mutual information between two variables, the multivariate mutual infor-
mation can become negative, namely if the additional knowledge of the third variable Z
increases the mutual information between X and Y .
A closely related measure is the information gain IG(X ;Y ;Z), which is the difference in the
mutual information between two variables due to the knowledge of the third variable.

Definition 3.8 (Information Gain) The information gain between three discrete random
variables X, Y and Z is defined as

IG(X ;Y ;Z) =MI(X ,Y ;Z)−MI(X ;Y )−MI(Y ;Z). (3.2.12)

The following properties apply to the information gain:

• IG(X ;Y ;Z) =−MMI(X ;Y ;Z) = CMI(X ;Y |Z)−MI(X ;Y )
• Symmetry regarding X , Y and Z
• −min{MI(X ;Y ),MI(X ;Z),MI(Y ;Z)} ≤MMI(X ;Y ;Z)
• MMI(X ;Y ;Z)≤min{CMI(X ;Y |Z),CMI(X ;Z|Y ),CMI(Y ;Z|X)}

A positive value of IG(X ;Y ;Z) indicates that there is synergy between the variables which
means that the whole (MI(X ,Y ;Z)) provides additional information compared with the sum
of the contributions of the single parts (MI(X ;Z) and MI(Y ;Z)), while a negative value
shows that redundancy or correlation exists between the variables [75, 78].
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3.2.4. Information theory for continuous variables

The previously introduced measures can also be applied to continuous random variables as
well as to mixtures of discrete and continuous random variables. However, there are some
significant differences to the solely discrete versions.
Let X be a continuous random variable with a probability density function f (x). Its differ-
ential entropy depends only on the probability density function.

Definition 3.9 (Differential Entropy) The differential entropy H(X) of a continuous ran-
dom variable X with a probability density function f (x), which has a support set X with
f (x)> 0 for x ∈ X, is defined as

H(X) =−
∫

X
f (x) log f (x)dx. (3.2.13)

In contrast to the entropy of discrete variables, the differential entropy of a continuous
variable can be negative. Similarly to the entropy, the mutual information between two
continuous random variables can be calculated.

Definition 3.10 ((Continuous) Mutual Information) The mutual information MI(X ;Y )
between two continuous random variables X and Y with marginal probability density func-
tions f (x) and f (y) over support sets X and Y, respectively, as well as a joint probability
density function f (x,y) is defined as

MI(X ;Y ) =
∫

X

∫

Y
f (x,y) log

f (x,y)
f (x) f (y)

dxdy. (3.2.14)

However, the mutual information between continuous variables keeps the properties of its
discrete counterpart [156].
The probability densities of the variables are in general unknown, which makes estimators
necessary. The most basic approach is to partition the continuous random variables into
bins of a finite size (as shown in Figure 3.5) and, thereby, transform them into discrete
variables. Such an estimator, however, loses information through the binning process and
more sophisticated methods have been developed that improve the accuracy of the estima-
tion. There are, in particular, methods that estimate the mutual information directly without
explicitly calculating the respective entropy values [156].

3.2.4.1. Estimating Mutual Information between discrete and continuous variables

Of particular relevance for this thesis is the accurate estimation of the mutual information
between discrete and continuous variables. For this purpose, Ross published in 2014 an
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Figure 3.5.: Binning of a continuous random variable. The vertical lines mark the begin-
nings and ends of the discrete bins on the continuous scale.

estimator [87], the main idea of which I recapitulate here. The estimator is adapted from
an earlier work from Kraskov et al. [156], who presented an estimator for the mutual in-
formation between two continuous variables. Both estimators are based on the Kozachenko
and Leonenko (KL) estimator for entropy [157], which uses the distance to the kth-nearest
neighbor of each observation.
Let X = {x1,x2, . . . ,xN} be a discrete random variable with N observations and an alphabet
X and let Y = {y1,y2, . . . ,yN} be a continuous random variable with N observations. The
mutual information estimator is based on the following equation

MI(X ;Y ) =H(X)+H(Y )−H(X ,Y )

=− ∑
x∈X

p(x) log p(x)−
∫

f (y) log f (y)dy+ ∑
x∈X

∫
f (x,y) log f (x,y)dy

=−
∫

f (y) log f (y)dy+ ∑
x∈X

∫
f (x,y) log f (y|x)dy

=−〈log f (y)〉+ 〈log f (y|x)〉,

(3.2.15)

where

• f (y) is the probability density of y,
• f (y|x) is the probability density of y given x and
• 〈. . .〉 indicates the average over all observations.

The probability densities f (. . .) are estimated using the aforementioned KL estimator as

〈log f (y)〉 ≈ 〈ψ(m)〉−ψ(N)−〈logV 〉 (3.2.16)
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and
〈log f (y|x)〉 ≈ ψ(k)−〈ψ(Nx)〉−〈logV 〉. (3.2.17)

ψ indicates the digamma function [158] while k is a hyperparameter of the KL estimator.
For an observation i, V is defined as the volume of observations that are closer to the ob-
servation i than its kth-nearest neighbor among those observations where the value of the
discrete variable equals xi. In this context, the distance between observations is measured as
the absolute difference of the corresponding y-values. Furthermore, m refers to the number
of observations that lie within V irrespective of their x-value. Finally, Nx is the total number
of observations that have the same x-value as observation i.
The following example, which is based on the visualization given in [87], shows how these
values are determined for a single observation in a small dataset.

Example: Estimation of mutual information

Let X be a discrete random variable which takes on values from an alphabet of size 3,
and let Y be a continuous random variable. Both variables have values for 12 obser-
vations (N = 12). The observations are visualized with xi representing the color and
yi the location on the y-axis of the corresponding point. I exemplarily show how the
values Nxi and mi are determined for the marked observation i.

For the purpose of this example, I set k = 3. In a first step, only the observations with
the same x-value as i are considered (here visualized as the red points). Six observations
are left, which results in Nxi = 6.

Due to k = 3, I determine the 3rd-nearest observation to i (marked by i3) based on the
absolute difference between their respective y-values, which is designated d = |yi−yi3 |.
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Using the distance d, an interval [yi−d,yi+d] is defined on the y-axis, which represents
V in the equations above.

If we consider this interval in the context of the original 12 observations, we find that
it contains 6 points beside i, and therefore mi = 6.
It is intuitive that if mi is close to k, then most observations in the interval around i will
have the same x-value as i. In that case, xi would be representative for this interval on
y and we have an association between the two variables (at least for this interval).
Equation 3.2.16 refers to an interval over all points, while Equation 3.2.17 considers
only those points with the same x-value as i in this interval. Due to defining V using
the same observation (i3) in both equations, we can cancel out the term 〈logV 〉 later.

By inserting the Equations 3.2.16 and 3.2.17 into 3.2.15 we obtain the following mutual
information estimator:

MI(X ;Y )≈ ψ(N)−〈ψ(Nx)〉+ψ(k)−〈ψ(m)〉

=
1
N
·

N

∑
i=1

(ψ(N)−ψ(Nxi)+ψ(k)−ψ(mi))
(3.2.18)

This estimator can be extended to the joint mutual information of a pair of discrete random
variables X and Y with a third continuous variable Z by calculating the mutual information
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between the discrete grouping variable S, consisting of X and Y , and the continuous Z.

MI(X ,Y ;Z) =MI(S;Z)≈ 1
N
·

N

∑
i=1

(ψ(N)−ψ(Nsi)+ψ(k)−ψ(mi)) (3.2.19)

3.2.5. Normalized Mutual Information

The upper bounds of the mutual information between two or more variables depend on the
entropy values of the variables under study and, thus, on their alphabet sizes. These incon-
stant bounds can lead to misinterpretations when comparing the values of mutual informa-
tion as well as when evaluating the strength of association between variables. Therefore,
it is often preferred to remove these effects by normalizing the mutual information so that
all values have the same range, commonly [0,1]. This normalized mutual information is
denoted by NMI. One common normalization strategy is to use the maximal alphabet size
as shown in the following equation:

NMI(X ;Y ) =
MI(X ;Y )

log(max{|X|, |Y|}) (3.2.20)

An extensive overview of various normalization strategies is given in [159].

Example: Effect of normalization on mutual information

Let W , X , Y and Z be four discrete random variables with alphabets W, X, Y and Z
and the following outcomes:

W : 1 2 1 2 1 2 1 2
X : A B A B A B A B

Y : 1 2 3 4 1 2 3 4
Z : A B C D B A D C

It can be easily seen, that there is a perfect association between W and X , with 1 corre-
sponding to A and 2 corresponding to B, which is reflected in their mutual information
of MI(W ;X) = 1. The association between Y and Z, on the other hand, is significantly
weaker and there is no direct correspondence between the values of Y and Z. Despite
that, their association also obtains a mutual information of MI(Y ;Z) = 1.
Therefore, to see the difference, it is necessary to normalize the mutual information.

NMI(W ;X) =
MI(W ;X)

log(max{|W|, |X|}) =
1

log(max{2,2}) = 1 (3.2.21)
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NMI(Y ;Z) =
MI(Y ;Z)

log(max{|Y|, |Z|}) =
1

log(max{4,4}) = 0.5 (3.2.22)

Based on the normalized mutual information, it can be correctly concluded that the
association between Y and Z is weaker than the association between W and X .

3.3. Genotype-phenotype association studies

Understanding the genetic causes that drive the differential expression of a phenotype
among individuals in a population is of significant interest for researchers in the fields of
medicine as well as animal and plant breeding [160]. Due to the complex nature of many
traits, which may be controlled by intricate interactions of a multitude of genes, this is a
challenging task. With the ever-increasing amount of SNPs becoming available for species,
genome-wide association studies (GWASs) have become one of the premier tools used for
deciphering the genetic architecture of traits [161, 162].
The basic idea of a GWAS is to test each single SNP for association with the phenotype
under study [160]. SNPs which show a significant association are usually assumed to cause
an effect themselves or to be in linkage disequilibrium (LD) with the actual causal gene
of interest and can therefore serve as markers for it. In the end, these markers can then,
for example, be utilized for prediction of the phenotype or the identification of the causal
mechanisms [161].
There are different methods available for testing the association between a SNP and the
phenotype. For a qualitative phenotype, such as disease immunity, one can, for example,
apply a chi-square test to check for dependency between the genotypes of the SNP and the
disease state. Quantitative traits, on the other hand, can be analyzed using linear regression
[163].

3.3.1. Linkage disequilibrium

LD is a measure for the phenomenon of non-random association of alleles between two
SNPs [164]. This association is caused by the low probability of recombination between two
SNPs that are located closely together on the same chromosome [163]. Multiple measures
for LD exist, but in this thesis I use r2, which is the correlation between the genotype minor
allele counts of the SNPs. This measure is implemented in PLINK [135] and, unlike many
other measures, does not require knowledge about the haplotypes. As a correlation measure,
r2 ranges between 0 and 1, where the former indicates no linkage and the latter complete
association, i.e., the two SNPs convey the same information [163].
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3.3.2. Detection of epistatic interactions

Large parts of this chapter are taken from my publication [165] (see Appendix A.3) or are
based on the reviews given in [53, 121].
The approaches used for detecting epistatic interactions can be seen as an extension of the
previously introduced GWAS methods. Whereas in the latter the effect of each SNP on the
phenotype is tested individually, in the former the association of two or more SNPs jointly
with the phenotype is considered. In this context, the identification of interactions between
SNPs that cause deviations from the sum of the single effects of the SNPs is of particular
importance. This phenomenon is also referred to as statistical epistasis [121, 124, 166].
Many methods for epistasis detection are limited to a specific type of phenotype, with most
of them requiring a qualitative phenotype. A major part of the methods are based on linear
regression (respectively logistic regression for case-control phenotypes). For example, the
software PLINK [135] implements epistasis detection by fitting the data to the following
regression model

Y = β0 +β1 ·X1 +β2 ·X2 +β3 ·X1×X2. (3.3.1)

In Equation 3.3.1,

• Y is the quantitative phenotype under study,
• X1 and X2 refer to the genotypes of the two SNPs that are tested with X1×X2 being

their interaction,
• β0 defines the intercept of the regression,
• β1 and β2 are the effect sizes of the single SNPs and
• β3 is the effect size of the interaction between the SNPs.

For the purpose of regression, the genotypes of the SNPs are commonly encoded as {0,1,2},
where the value indicates the number of alternate alleles in the genotype [167]. By applying

a Wald-test (FWald =
β̂3

SE(β3)
), the interaction effect of the SNP pair is then tested for signifi-

cance. For a case-control phenotype, Y is replaced by log
(

P(Y=case)
P(Y=control)

)
. A weakness of this

and related approaches is, however, that they assume a specific genetic model (for example
multiplicativity) underlying the phenotype, which might not reflect reality. Therefore, non-
parametric methods have also become quite popular [61, 168].
Due to the large number of possible combinations of SNPs under study even if only pair-
wise interactions are considered, the detection of epistasis is a computational challenge, for
which a large number of algorithms have been proposed. These methods can be roughly
divided into different categories depending on the search strategy they use to address this
issue.
Exhaustive search strategies test every possible combination of SNPs for significance,
which often results in a long execution time and can become infeasible for large datasets.
This strategy has been used by partitioning methods such as the Combinatorial Partitioning
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Method (CPM) [169] and the Restricted Partition Method (RPM) [170], as well as several
other methods [61, 171, 172].
Stochastic methods, on the other hand, use random sampling to increase their efficiency,
but their results and performance can depend on parameters set by the user. Bayesian Epis-
tasis Association Mapping (BEAM) [173], for instance, applies Markov chain Monte Carlo
to compute the posterior probability for association between SNPs and a disease. Its exten-
sion epistatic MOdule DEtection (epiMODE) [174] uses Gibbs sampling with a reversible
jump Markov chain Monte Carlo to find epistatic interactions.
Machine learning methods such as neural networks [175, 176, 177, 178], decision trees
[179] or random forests [180, 181, 182, 183] have also been utilized for epistasis detection.
Step-wise approaches form a fourth category of algorithms, which first filter out SNPs with
a very small or no association signal, and then test among the surviving SNPs for epistatic
interactions. BOolean Operation-based Screening and Testing (BOOST) [166], as an exam-
ple, first performs a likelihood ratio test to filter out unimportant SNPs and then performs an
exhaustive search on the others. Leem et al. [76] utilized a k-means clustering of the SNPs
and then searched for interactions between SNPs in different clusters. Other methods use
the results of lower-order interactions to find higher-order interactions in an efficient way
[77, 184].

3.3.2.1. Detection of epistasis using information-theory-based measures

Several of the aforementioned methods use information-theory-based measures such as mu-
tual information to quantify epistatic interactions [75, 76, 77, 78, 79, 80, 81, 82, 83, 84].
These measures consider the SNPs and phenotypes as random variables, which allows them
to quantify the amount of information, or uncertainty, that is inherent in a SNP or pheno-
type and to compute how much information is shared between them, and thus the strength
of association [75]. This approach is model-free and therefore has the advantage of not
requiring any prior assumptions regarding the structure of the interactions. By considering
all genotype combinations of the SNPs as separate categories, this strategy also avoids the
problem of choosing an appropriate encoding method for the SNPs and their interactions,
which has been shown to influence the results of regression-based methods [167, 185, 186].
Nevertheless, the application of information-theory-based approaches has so far been lim-
ited to qualitative phenotypes. This is because, while the mutual information between two
discrete variables can be efficiently calculated using simple contingency tables, the mutual
information between a discrete and a continuous variable requires computationally more
challenging approaches for an accurate estimation. Depending on the measure, these meth-
ods can be divided into two major groups. The first group utilizes the joint mutual infor-
mation MI(X1,X2;Y ) to measure epistasis between a SNP pair X1 and X2 to a phenotype
Y [76, 81, 83, 84]. The second group, on the other hand, applies the information gain
IG(X1;X2;Y ) for this purpose [77, 78, 79, 80, 83, 84]. A major difference between these
groups is that the former does not account for the main effects of the single SNPs while
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the second group explicitly removes them. Thereby, IG largely reflects only the synergis-
tic effect of the two SNPs on the phenotype [75, 84]. In this regard, MI is more general
and also allows the detection of interactions where the information of the single SNPs is
complementary to each other. Nevertheless, directly using MI can lead to the detection of
spurious interactions that are caused by a single strongly associated SNP, and thereby hide
the actual true epistatic interactions. The impact of this difference is shown in the following
example.

Example: Comparison of joint mutual information and information gain for mea-
suring epistasis

In this example, I present four different cases where a single binary phenotype is com-
pletely determined by the genotypes of two SNPs for 8 samples.

Case 1 Case 2 Case 3 Case 4
X1 X2 Y X1 X2 Y X1 X2 Y X1 X2 Y

AA CC 0 AA CC 0 AA CT 0 AA CC 0
AA CC 0 AA TT 0 AA CT 0 GG TT 0
AA CC 0 AA CC 0 AG CC 0 AA CC 0
AA CC 0 AA TT 0 AG CC 0 GG TT 0
GG TT 1 GG CC 1 AG TT 1 AA TT 1
GG TT 1 GG TT 1 AG TT 1 GG CC 1
GG TT 1 GG CC 1 GG CT 1 AA TT 1
GG TT 1 GG TT 1 GG CT 1 GG CC 1

• Case 1: Both SNPs X1 and X2 are perfectly associated with the phenotype Y .
• Case 2: SNP X1 is perfectly associated with Y while SNP X2 shows no associa-

tion.
• Case 3: For both SNPs the homozygous genotypes only occur together with

a specific phenotype while the heterozygous genotypes occur for both possible
values of Y . However, by considering both SNPs together the phenotype can be
completely determined.
• Case 4: There exists no association to the phenotype for both SNPs. The geno-

type frequencies are the same irrespective of the value of Y . Nevertheless, the
phenotype is completely determined by taking X1 and X2 together.

The joint mutual information (MI) and the information gain (IG) behave differently in
the presence of association between the single SNPs and the phenotype as the following
table shows.
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Case MI(X1;Y ) MI(X2;Y ) MI(X1,X2;Y ) IG(X1;X2;Y )

1 1 1 1 -1

2 1 0 1 0

3 0.5 0.5 1 0

4 0 0 1 1

It can be easily observed in the table that the results of MI(X1,X2;Y ) and IG(X1;X2;Y )
are only identical in the total absence of association between the single SNPs X1 and
X2 to the phenotype Y (case 4). Depending on the strength of the single associations,
the information gain is non-existent (cases 2 and 3) or even negative (case 1), which
represents a redundancy in the available information from the SNPs. In contrast, the
joint mutual information indicates in all cases that the two SNPs together explain the
phenotype completely.



4. Material and methods

In this chapter, I present the two analysis frameworks that I developed during the course of
this thesis for the analysis of the genetic mechanisms underlying the V+C content in Vicia
faba. First, I describe the Vicia faba sequence data, which is used as the input of the first
method. In the second section, I detail the other plant sequence datasets that constitute the
training data for promoter prediction. I further present two other real datasets that I used
to evaluate the second framework. Afterwards, I describe the framework that I developed
to identify regulatory SNPs based on genotyping-by-sequencing data and, finally, I present
the MIDESP algorithm for the detection of epistatic SNP pairs using mutual information.
The content in this chapter is mostly taken from my published papers [52, 165, 187] (see
Appendices A.1, A.2 and A.3).

4.1. Datasets

4.1.1. Genotyping-by-Sequencing Data of Vicia faba

To explore the genetic background of the V+C content in Vicia faba, I obtained genotyping-
by-sequencing (GBS) reads from 20 inbred lines of faba bean. These lines were inbred
via single-seed descent from cultivars, from a gene-bank accession, from biparental crosses
or from a landrace and include winter and spring types (see Table 4.1 for more informa-
tion). Among those lines 6 had a low V+C content and 14 had a high V+C content. The
extraction of the DNA, the sequencing and the filtering were carried out by LGC Genomics
GmbH (Berlin, Germany). DNA was extracted from the grains of the plants and then se-
quenced using an Illumina NextSeq 500 V2 platform and the restriction enzyme MslI (NEB,
recognition sequence: CAYNN^NNRTG). Sequencing adapter remnants were subsequently
trimmed and reads whose 5’ ends did not match the restriction enzyme site were discarded.
A more detailed description of the sequencing process is given in my publication [187] (see
Appendix A.2). For each sample, approximately 3 million 150 bp long paired end reads
could be obtained, which results in a total sequence length of about 18 Gbp. The reads
are stored as FASTQ files, which additionally to the DNA sequence contain a quality score
for each base. The sequences have also been deposited at the European Nucleotide Archive
(ENA) under the accession number PRJEB38838 and were published in the aforementioned
work.



Material and methods 46

Table 4.1.: Vicine and convicine status of the 20 Vicia faba lines, name, sample ID, ENA
accession number and additional notes.

ENA Accession Sample ID V+C Line Notes

ERS4652931 Sample_8 Low Line 1268-4-1 Ancestor of low V+C content

ERS4652926 Sample_3 Low Mélodie/2 cv. Mélodie; minor, spring bean

ERS4652927 Sample_4 Low F7(Mélodie/2 x ILB938/2)-139-1-1
Near isogenic lines
(ILB938/2 is from Ecuador)

ERS4652928 Sample_5 Low F7(Mélodie/2 x ILB938/2)-201-3-1
ERS4652932 Sample_9 High F7(Mélodie/2 x ILB938/2)-139-2-1
ERS4652933 Sample_10 High F7(Mélodie/2 x ILB938/2)-201-4-1

ERS4652929 Sample_6 Low F7[VC.14.8099-843-2-1]
Near isogenic lines from a
breeder’s cross, spring beans

ERS4652930 Sample_7 Low F7[VC.14.8099-848-3-1]
ERS4652934 Sample_11 High F7[VC.14.8099-843-3-3]
ERS4652935 Sample_12 High F7[VC.14.8099-848-4-1]

ERS4652924 Sample_1 High HediLin-1 cv. Hedin; minor, spring bean

ERS4652936 Sample_13 High PietraLin Major, Mediterranean bean

ERS4652937 Sample_14 High (HediLin/1 x PietraLin)-2-4
Near isogenic lines

ERS4652938 Sample_15 High (HediLin/1 x PietraLin)-4-4

ERS4652939 Sample_16 High S_281

Academic winter bean lines
ERS4652940 Sample_17 High S_301
ERS4652941 Sample_18 High S_034
ERS4652942 Sample_19 High S_290

ERS4652925 Sample_2 High Hiverna/2 cv. Hiverna; minor, winter bean

ERS4652943 Sample_20 High Côte d’Or/1 Côte d’Or; minor, winter bean

4.1.2. Partial genome and SNPs for Vicia faba

Using above mentioned NGS reads, I followed the strategies outlined in [188, 189] and ap-
plied the de novo assembler Trinity [190] to obtain a partial genome for Vicia faba. In total,
694,605 contigs with an average length of 236 bp were constructed. To filter out redundant
contigs, I clustered the contigs with CD-HIT [191] using a threshold of 95.0 % for sequence
identity. The de novo assembly and this filtering resulted in a partial genome consisting of
419,390 contigs with a total length of 100,037,292 bp. Through remapping of the reads to
the partial genome with Bowtie2 [192] and subsequent variant calling with SAMtools [193],
I derived 1,880,592 SNPs after excluding structural variants such as insertions and deletions
as well as non-biallelic SNPs. The quality scores of these SNPs showed a clear bimodal dis-
tribution with a minimum at a quality score of 400. Therefore, I discarded 1,195,377 SNPs
with a quality score of less than 400, leaving 685,215 SNPs with high quality. A detailed
description of the process and the used program parameters can be found in Appendix A.5.
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4.1.3. Promoter and non-promoter sequences of several plant species

Mainly considering members of the Leguminosae family, I utilized seven species (Glycine
max, Lupinus angustifolius, Medicago truncatula, Phaseolus vulgaris, Trifolium pratense,
Vigna angularis, and Vigna radiata) with a complete and annotated reference genome se-
quence for the promoter prediction. As a more distantly related plant, I additionally included
the model species Arabidopsis thaliana. For each species, the core promoter sequences cov-
ering the -200 bp to +50 bp regions relative to the transcription start sites (TSSs) of protein
coding genes were extracted from the Ensembl Plants database (release 45) [129] using
BioMart [194]. Simultaneously, the sequences covering [TSS+751,TSS+1000] from the
core gene region of the genes were extracted as non-promoter sequences. Sequences that
were not assigned to a chromosome or which contained ambiguous bases were not con-
sidered. Furthermore, I included two additional datasets of non-promoter sequences. The
first was randomly extracted from the Medicago truncatula reference genome excluding
the region [TSS-1000,TSS+500] and the second set was sampled from the Vicia faba ref-
erence transcriptome V2, which was downloaded from the Pulse Crop Database [130]. In
both cases, I sampled sequences of length 250 bp as non-promoters. The final number of
sequences for each dataset is given in Table 4.2.

Table 4.2.: Number of promoter and non-promoter sequences in the datasets that were used
for training.

Species # Promoter sequences # Non-promoter sequences
Arabidopsis thaliana 23,315 23,315

Glycine max 46,199 46,199
Lupinus angustifolius 23,463 23,463
Medicago truncatula 32,158 32,158
Phaseolus vulgaris 22,750 22,750
Trifolium pratense 14,749 14,749

Vigna angularis 19,584 19,584
Vigna radiata 15,495 15,495

Medicago truncatula (Genome-wide) - 11,732
Vicia faba (Transcriptome) - 57,623

4.1.4. Bovine tuberculosis (BT) dataset

To validate MIDESP for qualitative phenotypes, I analyzed a genotype×phenotype dataset
with a case/control phenotype that represents the resistance of cattle towards bovine tuber-
culosis. This dataset was published by Bermingham et al. [195] and consists of 617,885
SNPs for 1151 cattle samples with 592 cases and 559 controls. The cattle belonged to
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the Holstein-Friesian breed and were collected in Northern Ireland. Bermingham et al. per-
formed a GWAS on this dataset to find SNPs associated with the resistance of cattle towards
bovine tuberculosis. They were able to find eight significantly associated SNPs, which rep-
resent two different loci in the genome. To ensure the quality of the data, I applied several
filters to the dataset following Ramzan et al. [196, 197]. I removed SNPs that

• had a minor allele frequency ≤ 0.01,
• had a genotyping call rate ≤ 0.97 or
• deviated signifcantly from the Hardy-Weinberg equilibrium (p-value < 1×10−6).

On the other hand, samples were removed if the phenotype or more than 5% of the SNPs
were missing. After filtering, 616,398 SNPs and all 1151 samples remained.

4.1.5. Egg weight (EW) dataset

The final dataset relates to the egg weight of 36 weeks old chickens [198]. 1063 birds,
which belong to a line of Rhode Island Red chicken, were genotyped using the Affymetrix
Axiom R© 600 K Chicken Genotyping Array. This resulted in an initial set of 580,961 SNPs,
which were then filtered. The dataset made available by the authors consists only of the
294,705 SNPs that passed their quality filters. No further SNP or animal could be removed
using the criteria given in the previous section. Although the dataset contains multiple
phenotypes in the form of egg weights for different ages of the chickens, I decided to use
only the phenotype data for 36 weeks old chicken because this phenotype provided the
strongest signal in previous GWAS analyses [196, 198].
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4.2. Identification of regulatory SNPs based on genotyping by
sequencing data in Vicia faba using deep learning

In this section, I present the analysis workflow that I developed for the computational iden-
tification of regulatory SNPs (rSNPs), i.e. SNPs in promoter regions of genes, which are
deemed to govern the V+C content of Vicia faba, based on genotyping by sequencing (GBS)
data. Starting position for this approach is the partial genome and the SNPs for Vicia faba,
which were described in Section 4.1.2. The workflow consists of two major parts, which I
explain in detail in the following. First, I predict promoter regions in the partial Vicia faba
genome using deep learning and annotated sequence data from related species. Second, I
analyze the SNPs within these promoter regions regarding their effects on the binding affin-
ity of transcription factors (TFs) and their association to the V+C content in order to identify
important rSNPs. In a final step, I perform a functional analysis of the identified candidate
gene and transcription factors. This process has been published in [52] (see Appendix A.1).

4.2.1. Identification of promoter regions

For the prediction of the promoter regions, I utilize a convolutional neural network (CNN),
which, as described in Section 3.1, is nowadays one of the most popular approaches for
promoter detection. The structure of the network that I used is illustrated in Figure 4.1.

Figure 4.1.: The network architecture of the CNN used for promoter prediction consists of
four 1D-convolutional layers followed by a flattening layer and two fully-connected layers.
At the end, an output layer with one neuron and a sigmoid activation function computes the
probability that the analyzed sequence is classified as a promoter sequence.

The input of the network is formed by a sequence of nucleotides of length 250 bp, where
each nucleotide is encoded in a one-hot representation and expressed by a four-dimensional
vector, with A encoded as (1,0,0,0), C as (0,1,0,0), G as (0,0,1,0), and T as (0,0,0,1).
As can be seen in Figure 4.1, the network is composed of four 1D-convolutional layers
followed by a flattening layer, two fully-connected layers and an output layer. All convo-
lutional layers are implemented using a ReLU (Rectified Linear Unit) activation [199], a
stride parameter of 2, zero-padding and a filter size of 21. The first layer uses 64 filters,
whereas the second, third and fourth layers use 128, 256, and 512 filters, respectively. To
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avoid overfitting on the training data, a dropout layer with rate = 0.2 is used after each con-
volution [200]. After the sequences are processed by the convolutional layers, a flattening
layer transforms the output into a one-dimensional vector and passes its values to two con-
secutive fully-connected layers with 128 and 64 neurons, respectively. Finally, an output
layer with a sigmoid activation classifies the input sequence as promoter or non-promoter.
The CNN is trained using the Adam optimizer [201], L2-regularization and binary cross-
entropy loss [202]. For the network, 90 % of the sequences are used for training and the
remaining 10 % are used for testing. The CNN is implemented in R using Keras [203] with
TensorFlow [204] as a backend.
Training the network requires sequence data from known promoter and non-promoter se-
quences. However, because no annotated reference genome exists for Vicia faba, I do not
have such data available. To alleviate this lack of training data, I exploit the conservation
of promoter signatures among closely related plant species [50] and use the sequences of
other members of the Leguminosae family for training and testing the network. This data is
described in Section 4.1.3.
To assess the prediction performance of the network, I identify the number of correctly
predicted promoter and non-promoter sequences as True Positives (TP) and True Nega-
tives (TN), as well as the number of true promoter sequences predicted as non-promoter
sequences, False Negatives (FN), and the number of true non-promoter sequences predicted
as promoter sequences, False Positives (FP). From these measures, I calculate Accuracy
(ACC), Sensitivity (true positive rate), Specificity (true negative rate), and the Matthews
Correlation Coefficient (MCC) as below [46, 47, 205]:

ACC =
TP+TN

TP+TN+FP+FN
(4.2.1)

Sensitivity =
TP

TP+FN
(4.2.2)

Specificity =
TN

TN+FP
(4.2.3)

MCC =
TP×TN−FP×FN√

(TP+FP)(TP+FN)(TN+FP)(TN+FN)
(4.2.4)

Following previous studies [46, 51], I additionally test whether explicitly adding specific
sequence features can improve the performance of the network. These features are included
one-by-one by concatenating their values to the flattening layer in order to explore their
effects on the improvement of the classification network. I test the following six features,
which have previously been used for promoter detection:

• Frequency of the dinucleotides CA and CG
• Frequency of the TATA motif
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• CG-skew of sequences defined as

CGskew =
#C−#G
#C+#G

(4.2.5)

where #C and #G refer to the counts of the nucleotides C and G in the sequences,
respectively
• Frequency of k-mers using different values for k
• Horizontal Mutual Information (HMI), which is calculated based on a predefined

distance d between two positions in a sequence and provides a measure of auto-
covariation between the nucleotides of interest [206].

HMI(d) = ∑
m={A,C,G,T}

∑
n={A,C,G,T}

pmn(d) · log
pmn(d)

pm(d)pn(d)
, (4.2.6)

where pm(d), pn(d) and pmn(d) refer to the marginal and joint probabilities of the
nucleotides being d bp apart, respectively. A high value of HMI(d) would indicate a
strong correlation between the nucleotides regarding their distance d.
• Generalized Topological Entropy (GTE), which is a measure that reflects the com-

plexity of the DNA sequence [207]. It has been previously used to study and com-
pare the complexity of introns, exons and promoter regions [208]. Let ω be a DNA
sequence of length |ω| and let nω be the unique integer such that 4n +n−1≤ |ω|<
4n+1 +(n+1)+1. Then the GTE is defined as

Hk
nω
(ω) =

1
k

nω

∑
i=nω−k+1

log4(pω(i))
i

, (4.2.7)

where pω(i) refers to the number of unique sub-sequences of length i that appear in
ω . I set k = nω to consider sub-sequences of all possible lengths.

For the prediction of promoter regions in the partial genome of Vicia faba, it is important
to note that, due to the random fragment orientation regarding the direction of the reads
from GBS, the correct orientation of the sequences in the partial genome is unknown. To
address this limitation, I consider four different types of the sequences for the predictions
as: (i) the original obtained assembly; (ii) the complement of the obtained assembly that is
gained by keeping the reading direction; (iii) the reverse of the obtained assembly that is
gained by changing the reading direction; and (iv) the reverse complement of the obtained
assembly. If at least one of the four sequences is predicted by the CNN as a promoter,
then the corresponding original sequence is deemed a promoter. On account of the CNN
requiring a DNA sequence with an exact length of 250 bp as input, I analyze the Vicia faba
sequences using a sliding window approach. Sequences with a length of less than 250 bp
are discarded. This approach and the different types of sequences are visualized in the
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following example.

Example: Promoter detection of Vicia faba sequences using sliding windows

For the purpose of this example and an easier visualization, I assume that the CNN
uses sequences of length 5 bp as input.
The exemplary genome consists of only three sequences A, B and C.

A = AAGTACC

B = ACGT

C = ACCTC

Since B has a length of less than the required 5 bp, it will not be analyzed and is instead
directly marked as a non-promoter.
For each sequence that passes the required length, I create four different sequences
from it as explained above.

A_Original = AAGTACC C_Original = ACCTC
A_Complement = T TCAT GG C_Complement = T GGAG

A_Reverse =CCAT GAA C_Reverse =CTCCA
A_ReverseComplement = GGTACT T C_ReverseComplement = GAGGT

Due to C having the exact required length, its sequences can be used directly as input
for the CNN. If at least one of the four sequences (C_Original, C_Complement,
C_Reverse and C_ReverseComplement) is classified as promoter, then C will be
marked as a promoter. For the sequences from A, which are longer, I apply a sliding
window approach to use each substring of length 5 as input for the CNN. If any of
those substrings are classified as promoter, the corresponding section of A will be
marked as promoter.

A_Original_0 = AAGTA A_Original_1 = AGTAC A_Original_2 = GTACC
A_Complement_0 = T TCAT A_Complement_1 = TCAT G A_Complement_2 =CAT GG

A_Reverse_0 =CCAT G A_Reverse_1 =CAT GA A_Reverse_2 = AT GAA
A_ReverseComplement_0 = GGTAC A_ReverseComplement_1 = GTACT A_ReverseComplement_2 = TACT T

The number at the end of the substring name indicates the used offset from the start of
the sequence. As an example, if only A_Original_1 had been classified as a promoter
by the CNN, then only the part of A written in red below would be classified as a
promoter, while the remaining positions would be classified as non-promoters.

A = AAGTACC
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4.2.2. Identification of putative regulatory SNPs with association to V+C

In order to identify regulatory SNPs, I analyze the predicted promoter sequences of Vicia
faba. For this purpose, I first select all SNPs that are located in promoter sequences and
that can be mapped against the Medicago truncatula genome from the initial set of 685,215
SNPs (see Section 4.1.2). The mapping is performed using the BLASTN algorithm with a
threshold of 0.01 for the e-value and of 90 for the percent identity [209]. Second, for each
of these SNPs, I extract their flanking sequence, which covers the ±25 bp relative to the
position of the SNP. These sequences have a length of 51 bp with the SNP at position 26,
which is in line with previous studies [111, 210, 211]. SNPs for which I could not obtain
such flanking sequences are discarded. This may be the case, for example, if the SNP is
located too close to the start or the end of the corresponding contig. Third, two copies of
the extracted sequences are created: while the first sequence contains the reference allele
at the SNP position, the second contains the alternate allele. Thereafter, I identify putative
transcription factor binding sites (TFBSs) by applying the MATCHTM program [136] to-
gether with a non-redundant plant position weight matrix (PWM) library obtained from the
TRANSFAC R© database [105] to the flanking sequences of the SNPs. The MATCHTM pro-
gram provides a matrix similarity score (MSS) for each putative TFBS, ranging from zero
to one, which reflects the potential binding affinity of the related TF to it. Finally, I predict
the consequence of each SNP for the TFBS by comparing their MSSs in the two sequences.
As a result, I observe in my analysis four different types of consequences: (i) no effect, (ii)
change in binding affinity, (iii) loss of TFBS (a TFBS appears only for the reference allele)
and (iv) gain of TFBS (a TFBS appears only for the alternate allele) (see Figure 2.5). Two
TFBSs are considered identical if their PWMs, positions, and their strands are equal for
both alleles. If the scores computed by MATCHTM are identical in both alleles, the SNP is
assumed to have no effect on the TFBS. In the further analysis, I consider a SNP as an rSNP,
if it has an effect on the binding affinity of at least one TF, i.e., if its type of consequence
is (ii), (iii), or (iv). This follows the definition of a regulatory SNP given in Section 2.3.1.
The association between candidate SNPs/rSNPs and the V+C content is tested with PLINK
using a 1df chi-squared allelic test. To control the type I error rate, I set the false discovery
rate (FDR) to 0.1.

4.3. Mutual information based detection of epistatic SNP pairs

In this section, I present a novel method called Mutual Information-based Detection of
Epistatic SNP Pairs (MIDESP) for the detection of pairwise epistatic interactions, which
extends the previously mentioned mutual information-based approaches in Section 3.3.2.1
by additionally enabling the identification of epistatic interactions between SNP pairs and
quantitative phenotypes. For this purpose, in the context of epistasis, I adopt for the first
time the mutual information estimator developed by Ross [87], which accurately estimates
the level of epistasis using a kth-nearest neighbor-based approach. Moreover, to deal with



Material and methods 54

the possible obstacles inside a genotype×phenotype dataset, which may arise from sample
structure, relatedness between the genotyped individuals or marginal effects of single SNPs
on the phenotype [71, 85, 86], my method incorporates an additional step using the aver-
age product correction (APC) theorem [88] to estimate the expected level of background
association for each SNP pair. Finally, the removal of the estimated background from the
measured epistasis values leads to the detection of correct epistatic signals arising from
functional interactions. MIDESP has been published in [165] (see Appendix A.3). The
method consists of several steps, which I explain in detail in the following. An overview of
the MIDESP workflow is given in Figure 4.2. Additionally, I describe in a final section how
I evaluated the epistatic SNP pairs found with this method.

Figure 4.2.: Flowchart of the MIDESP method.
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4.3.1. Pre-processing

Given a genotype×phenotype dataset, I first apply several filters to it, which are described in
Section 4.1.4, to ensure the quality of the SNPs. As a second pre-processing step, I perform
linkage disequilibrium (LD) pruning to remove SNPs that have redundant information about
the phenotype. This pruning has two main benefits. First, it reduces the size of the input
and thereby decreases the runtime of the program. Second, this pruning allows us to obtain
epistasis results without confounding them through LD [212]. For pruning, I utilize PLINK
[135] to remove all redundant SNPs with an LD ≥ 0.99, and thus carrying very similar
information about the phenotype.

Based on the number of samples, N, and the number of SNPs, P, I consider a filtered and
pruned genotype×phenotype dataset as a matrix, MN×(P+1), where the rows refer to the
samples and the columns refer to the phenotype and the SNPs. Furthermore, the phenotype
of interest is denoted by Y D and YC for qualitative (discrete) and quantitative (continuous)
traits, respectively. Let Si be a sample, let X j be the genotypes of an SNP and let Y i be
the corresponding phenotype of Si. The entry of M at position (i, j) is depicted by X i

j.
In the following, I also use X and Y as placeholders for any of the SNPs or phenotypes,
respectively.

4.3.2. Application of mutual information for SNP×phenotype associations

MIDESP utilizes the mutual information as a measure for the strength of the association
between the phenotype and a SNP. For qualitative phenotypes, the standard Equation 3.2.5
for mutual information can be applied as

MI(X ;Y ) =H(X)+H(Y )−H(X ,Y ), (4.3.1)

where X is a SNP and Y is the discrete phenotype. In the case of a quantitative phenotype, I
estimate the mutual information using Ross’ estimator, which I presented in Section 3.2.4.1,
as

MI(X ;Y ) =
1
N
·
N

∑
i=1

(ψ(N)−ψ(Nxi)+ψ(k)−ψ(mi)), (4.3.2)

where:

• ψ(·) is the digamma function;
• Nxi for a given sample, Si, refers to the number of samples for which the genotype x

is the same as the genotype xi of Si;
• d is the distance between sample Si and its kth-nearest neighbor Sik with the same

genotype as Si, defined as the absolute difference between their phenotypes Y i and
Y ik ;
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• mi is assigned the number of samples where the absolute difference between their
phenotypes and the phenotype Y i is less than or equal to d, irrespective of the geno-
types.

The identification of these values is shown for a toy dataset in the following example.

Example: Estimation of mutual information between a SNP and a quantitative
phenotype

For the purpose of this example, I use the estimator with k = 3.
Let X be a SNP and Y a quantitative phenotype. Their values are given for 10 samples
S1, S2, ... to S10. Based on these values, Nx is defined as the number of samples where
the genotype is equal to x.

For each sample Si, a sorted list of the samples is created based on the absolute differ-
ence between Yi and Yj for sample S j.

The kth-nearest neighbor is determined for each sorted list by going along the list and
counting the samples that have the same X value as the start sample. mSi can then be
defined as the index of the kth-nearest neighbor in the sorted list.
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For sample S1 which has the X value AA, the sample with the third-closest Y and the
same X value is sample S8, which has the index 7 in the sorted list. Therefore, mS1 = 7.
Based on the Nx and mSi values, the mutual information can be estimated. Images are
taken from [165].

As shown in the example, only the phenotype Y is a continuous variable, hence in general,
the sorted tables can be reused for every SNP by only changing the values of X . This
allows for an efficient calculation of mi. Since the mutual information is only estimated,
the resulting values can be outside the range of the valid interval, i.e., [0,H(X)]. Thus, the
estimated values outside of this range are set to the closest interval boundary.
If the values of the continuous phenotype Y are not unique, then a deterministic sort to find
the kth-nearest neighbor is not possible. To address this problem, I initially, as suggested in
[156], added very small noise (R∼N(0,10−10)) to the phenotype Y , which guarantees the
uniqueness of the values, followed by normalizing them to the interval [0,1] before applying
the estimator. However, this approach is not suitable if the values of Y have a high degree
of repetitiveness in which case the results of the estimator strongly depend on the random
noise. Therefore, I instead use the original phenotype values and adapted the estimator
accordingly. For this I exploit the property of Equation 4.3.2 that an average is calculated.
This permits me to vary k for every sample Si. An example for the problem with duplicated
values is given in Figure 4.3. The phenotype values of the samples S4, S8, S9 and S10 are
all the same and have the same distance to the phenotype of sample S1. Therefore, many
different orders are possible, of which two are shown here. Applying the default value
of k = 3 for sample S1 would result in different values for mS1 depending on the chosen
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order. To solve this problem, I increase the value of k used for this specific sample until
all duplicate values are included in the interval defined by the kth-nearest neighbor and sort
them so that the samples with the same genotype value as S1 among the duplicates (here S4
and S10) are at the end. In this example, increasing k to 4 would be enough to include all
duplicate values, which is depicted in Figure 4.4.

Figure 4.3.: This example shows a set of 10 samples with a quantitative phenotype Y .
The samples marked in bold have the same phenotype value. When sorting the samples
according to the phenotype distance to sample S1 multiple orders are possible, of which
two are shown. Depending on the chosen order, the values of mS1 vary and thereby also the
mutual information between SNP and phenotype.

Figure 4.4.: This example shows the same set of 10 samples with a quantitative phenotype
as Figure 4.3. By using k = 4 and placing the samples with the same genotype value as
S1 at the end, all samples with the same phenotype value of 7 are placed into the interval
defined by the kth-nearest neighbor, which results in mS1 = 7. The mutual information can
now be estimated unambiguously.
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Furthermore, there are two additional special cases that have to be considered for the esti-
mator. On the one hand, it is possible that Nxi is smaller than the predefined k for a specific
genotype of the SNP, so that a kth-nearest neighbor for sample Si does not exist. On the
other hand, the extreme case can also occur that there is only a single sample with a specific
genotype and, therefore, no neighbors exist at all. To address these two issues, I followed
the implementation provided by Ross in [87]. In the case where there are simply fewer
than k samples available as neighbors, I again exploit the previously mentioned property of
Equation 4.3.2 that an average is calculated and k can therefore be varied for each sample
Si. If the number of samples with the current genotype, Nxi , is less than the predefined k,
I set k for this specific sample Si to Nxi −1 and, thereby, to the maximum possible number
of neighbors available in this situation. For the second case, if only a single sample Si has
the specific genotype, then this sample is uninformative for the purpose of the estimator.
To signify this, k is set to 1 and mi to 2×|X| where |X| is the number of unique genotypes
occurring in this SNP, respectively, the alphabet size of the SNP. These values simulate the
situation that each existing genotype occurs two times next to this sample until the kth-
nearest neighbor is reached and thereby this genotype would not be representative for the
surrounding interval. This strategy is visualized in Figure 4.5.

Figure 4.5.: (A) shows the visualization of the genotypes for 12 samples sorted according
to a continuous phenotype Y . The samples are colored by their respective genotype. Sample
Si has a genotype which occurs only once among the samples. In this situation mi is set to
2×|X| (here 2× 3) to indicate that this genotype is not representative for the surrounding
interval. This means that each possible genotype occurs twice around Si until the kth-nearest
neighbor is reached. This assumed situation is represented in (B).

Similar to previous studies [76, 81, 83, 84], MIDESP applies the joint mutual information
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for the detection of an epistatic interaction between the phenotype Y and a SNP pair, X i and
X j. For this Equations 4.3.1 and 4.3.2 are extended to

MI(X i,X j;Y ) =H(X i,X j)+H(Y )−H(X i,X j,Y ) (4.3.3)

for qualitative phenotypes and

MI(X i,X j;Y ) =
1
N
·
N

∑
l=1

(ψ(N)−ψ(Nxi j
l
)+ψ(k)−ψ(ml)) (4.3.4)

for quantitative phenotypes. In Equation 4.3.4, xi j
l refers to the joint genotype of the SNP

pair X i and X j for sample Sl .
For an increased computational performance, I use a bit-shifting-based approach to com-
bine the genotypes of two SNPs to a value which is unique for the specific combination.
This approach allows to quickly determine the frequencies of the genotype combinations
and whether two samples have the same combination, which is necessary to calculate
MI. Similar approaches have been used in various other methods for epistasis detection
[81, 166, 213].
As shown in [88, 159, 214], the value of the mutual information and its possible range is
strongly dependent on the alphabet size and the marginal distributions of the variables. A
normalization of MI to NMI as introduced in Section 3.2.5 is therefore required to address
this influence and to make them comparable with each other for further analysis. While
in general all participating variables are used for normalization, this is not possible if one
or more variables are continuous [159]. Instead, I apply the following normalization tech-
nique, which is only based on the entropy and the maximum possible alphabet size of the
SNP or SNP pair. Consequently, the MI(X ;Y )- and MI(X i,X j;Y )-values are normalized as

NMI(...;Y ) = 2 · MI(...;Y )
log(max |X|)+H(...)

· (4.3.5)

4.3.3. Detection of SNPs with strong association signals

It can be easily seen that the calculation of the pairwise interactions between all SNP pairs
would require a quadratic runtime. Therefore, the separation of SNPs with strong asso-
ciation signals from the remaining ones is necessary to reduce the number of pairs under
study. MIDESP performs such a separation based on the normalized mutual information
NMI(X i;Y ) values between each SNP X i and the phenotype Y , which are calculated in the
first step of the workflow.
For this purpose, Gültas et al. [214, 215] showed that by extending the standard multiple
testing theory [216, 217], the NMI values can be modeled based on three different distribu-
tions:
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(i) a β distribution F0 (null distribution) representing the background signals;
(ii) a G1 distribution referring to the unrelated associations (in this case between SNPs

and phenotype);
(iii) a G2 distribution modeling the strong association signals (in this case between SNPs

and phenotype).

The β distribution for a continuous random variable Z is defined over the interval [0,1]
using two shape parameters α and β . For a given sample, the shape parameters of the
corresponding β distribution can be estimated using the sample mean µ̂ and variance σ̂2

[218] as

α̂ = µ̂

(
µ̂(1− µ̂)

σ̂2
−1
)

(4.3.6)

and

β̂ = (1− µ̂)

(
µ̂(1− µ̂)

σ̂2
−1
)
· (4.3.7)

Let NMIt be NMI(X t ,Y ). I estimate the β distribution for the NMI values NMI1, NMI2,
. . . , NMIP using their mean and variance and can thereby calculate the p–value for the
association of a SNP X t to the phenotype with respect to F0 as

1−F0(NMIt) = P{random F0 -distributed value≥ NMIt}. (4.3.8)

The p–value is uniformly distributed over [0,1] if NMIt is F0-distributed. However, if X t

belongs to the G1 distribution of unrelated SNPs, its corresponding p–value is skewed to-
wards 1. Similarly, if X t is G2 distributed, its p–value is skewed towards 0. This separation
is visualized in Figure 4.6. As the next step, based on two tuning parameters, λ1 and λ2, the
fraction γ of the NMIt belonging to the background is estimated using Equation 4.3.9:

γ̂ =
number of p–values in [λ1,λ2]

P · (λ2−λ1)
(4.3.9)

so that the fraction of non-uniformly distributed p–values that fall into [λ1,λ2] is negligi-
ble [216, 219]. These two parameters are dataset-dependent and are automatically tuned
through a trial and error heuristic approach during the analysis [218].
Finally, a SNP X t is deemed as significant if its p–value is less or equal to τ , where τ is a
threshold depending on a user-defined false discovery rate, FDR, estimated using Equation
4.3.10.

F̂DR(τ) =
γ̂ ·P · τ

number of p–values ≤ τ
(4.3.10)

For the detection of epistatic interactions using the NMI(X i,X j;Y ) metric, in the further
analysis I only consider SNP pairs where at least one SNP is significant, which results in a
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Figure 4.6.: Distribution of p–values for the 616,398 SNPs of the BT dataset: the distribu-
tion can be divided in three parts, with G2 representing the strongly associated SNPs, G1
the unrelated SNPs and F0 the background. SNPs with a p–value less than or equal to the
threshold τ (indicated by the red line) are deemed as significant.

significant reduction of the runtime.

4.3.4. Reduction of the background associations between SNPs and
phenotype

As shown in previous studies [71, 85, 86], a dataset-dependent background association ex-
ists between the SNPs and the phenotype that may arise due to population stratification
or relatedness of the individuals under study. Such phenomena could interfere with the
identification of the correct epistatic signals, and thus could lead to the detection of false
positive association signals. Another background association could occur in the detection
of epistatic interactions using the NMI metric due to high levels of mutual information be-
tween a single SNP and the phenotype. I introduced this issue by way of an example in
Section 3.3.2.1.
To eliminate these issues to some extent, I apply the average product correction (APC) intro-
duced by Dunn et al. [88]. The APC theorem is a very successful information-theory-based
approach to estimate the expected level of background association between the variables in a
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dataset. Meckbach et al. [220] showed that this approach is universally applicable, and thus
I adapted it for my method. Following this approach, I estimate the expected level of the
background between the SNP pair and the phenotype in the calculation of NMI(X i,X j;Y )
as

APC(X i,X j;Y ) = (
NMIX i ·NMIX j

NMISNP
) (4.3.11)

In Equation 4.3.11, NMIX i and NMIX j are the average association levels of the SNPs X i

and X j, respectively, in the epistatic interaction:

NMIX i =
1
h
·

h

∑
l=1

NMI(X i,X l;Y ), (4.3.12)

where h is a sufficiently large number (e.g., h> 1000) and the SNPs X l are randomly chosen.
Further, NMISNP denotes the overall average normalized mutual information calculated
using a sufficiently large number of NMI values.
Finally, I subtract the APC(X i,X j;Y ) value of an SNP pair and the phenotype from their
initial NMI(X i,X j;Y ) to obtain the corrected NMIAPC(X i,X j;Y ).

NMIAPC(X i,X j;Y ) = NMI(X i,X j;Y )−APC(X i,X j;Y ) (4.3.13)

4.3.5. Validation of the epistatic interactions

To identify the genes pertaining to epistatic SNP pairs, I only consider the p-th percentile of
the pairs with an NMIAPC value > 0. For the interpretation of the interactions, I replace the
SNPs with their corresponding genes based on the information provided by the Ensembl
database (release 103) [125]. The data are then read into R and a gene-gene interactions
network is created with the genes as nodes and their interactions as edges using the igraph
package [221]. The degree of a node, thereby, gives the number of its interactions. In the
final step, these degrees are transformed into z-scores and I subsequently define a gene as
MIDESP-significant if its z-score is ≥ 3, as suggested in [220].
To elucidate the biological functions of these genes, I follow previous studies [197, 222] and
utilize the geneXplain platform [139] to perform a gene set analysis based on the molecular
functions of the genes. The results are then visualized in the form of a treemap.

4.3.6. Implementation

The MIDESP pipeline is implemented in Java and its source code as well as a JAR file are
available at https://github.com/FelixHeinrich/MIDESP, which makes it easy to use.
The calculations are completely parallelized, permitting an efficient detection of significant
epistatic interactions with a multi-core CPU. Genotype and phenotype information in the
form of tped and tfam files are required as input. These are transposed versions of the regular

https://github.com/FelixHeinrich/MIDESP
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ped/map format used by PLINK [134], with the tped containing the genotype information
of a single SNP in each row and the tfam having a row for the information of each individual
in the dataset.



5. Results

In this chapter, I present the results of the two analysis frameworks that I described in the
previous chapter. First, I focus on the identification of promoters and regulatory SNPs
using an inter-species trained neural network and the analysis of the corresponding results
of the Vicia faba dataset. In the second part, I demonstrate different aspects of the MIDESP
algorithm as well as an analysis of its results on two real datasets. In a final section, I present
the results of the application of MIDESP on the Vicia faba data. This section is for the most
part based on my published papers [52, 165] (see Appendix A.1 and Appendix A.3).

5.1. Identification of regulatory SNPs based on genotyping by
sequencing data in Vicia faba using deep learning

In this section, I present the results for the identification of regulatory SNPs in Vicia faba.
For the first parts, I show the performance of the promoter detection in general on the species
under study as well as the impact of additional features on the detection quality. After that,
I focus on the results on the Vicia faba dataset and display the identified regulatory SNPs
along with the affected transcription factors. Finally, I present the results of a functional
analysis of the found candidate gene and transcription factors.

5.1.1. Intra- and inter-species promoter prediction

In order to gain first insights into the predictability of promoters of the seven Leguminosae
family members and Arabidopsis thaliana, I first trained the CNN model for each species
individually. The prediction reliability of the CNN model has been examined for each
species by classifying the intra- and inter-species promoters that were not used in the train-
ing process. To assess the performance of the classification, the Accuracy (ACC), Sensi-
tivity (SEN), Specificity (SPE) and Matthews Correlation Coefficient (MCC) values were
calculated. The details of these measures are given in Tables 5.1 to 5.4.
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Table 5.1.: ACC values of the intra- and inter-species promoter classification using the
species-specific CNNs. Off-diagonal numbers are ACC values for inter-species classifica-
tion, diagonal numbers are ACC values for intra-species classification.

Trained
Evaluated Arabidopsis

thaliana
Glycine

max
Lupinus

angustifolius
Medicago
truncatula

Phaseolus
vulgaris

Trifolium
pratense

Vigna
angularis

Vigna
radiata

Arabidopsis
thaliana

0.901 0.767 0.690 0.746 0.797 0.765 0.633 0.733

Glycine
max

0.837 0.864 0.915 0.847 0.863 0.724 0.914 0.856

Lupinus
angustifolius

0.545 0.611 0.981 0.720 0.586 0.493 0.974 0.709

Medicago
truncatula

0.755 0.797 0.959 0.876 0.789 0.715 0.951 0.841

Phaseolus
vulgaris

0.845 0.842 0.888 0.834 0.898 0.748 0.880 0.853

Trifolium
pratense

0.822 0.764 0.696 0.751 0.794 0.840 0.689 0.736

Vigna
angularis

0.544 0.607 0.971 0.715 0.583 0.494 0.977 0.712

Vigna
radiata

0.741 0.812 0.937 0.827 0.825 0.675 0.928 0.904

Table 5.2.: SEN values of the intra- and inter-species promoter classification using the
species-specific CNNs. Off-diagonal numbers are sensitivity values for inter-species classi-
fication, diagonal numbers are sensitivity values for intra-species classification.

Trained
Evaluated Arabidopsis

thaliana
Glycine

max
Lupinus

angustifolius
Medicago
truncatula

Phaseolus
vulgaris

Trifolium
pratense

Vigna
angularis

Vigna
radiata

Arabidopsis
thaliana

0.88 0.76 0.602 0.778 0.769 0.838 0.459 0.672

Glycine
max

0.775 0.882 0.99 0.906 0.852 0.662 0.98 0.863

Lupinus
angustifolius

0.126 0.258 0.996 0.477 0.206 0.024 0.984 0.466

Medicago
truncatula

0.552 0.681 0.993 0.841 0.646 0.468 0.982 0.752

Phaseolus
vulgaris

0.767 0.85 0.945 0.887 0.907 0.707 0.909 0.85

Trifolium
pratense

0.79 0.76 0.616 0.768 0.786 0.913 0.531 0.69

Vigna
angularis

0.1203 0.246 0.977 0.46 0.196 0.022 0.978 0.454

Vigna
radiata

0.57 0.758 0.975 0.794 0.758 0.5 0.971 0.885
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Table 5.3.: SPE values of the intra- and inter-species promoter classification using the
species-specific CNNs. Off-diagonal numbers are specificity values for inter-species and
diagonal numbers are specificity values for intra-species classification.

Trained
Evaluated Arabidopsis

thaliana
Glycine

max
Lupinus

angustifolius
Medicago
truncatula

Phaseolus
vulgaris

Trifolium
pratense

Vigna
angularis

Vigna
radiata

Arabidopsis
thaliana

0.921 0.775 0.797 0.714 0.835 0.693 0.808 0.794

Glycine
max

0.899 0.845 0.837 0.789 0.873 0.786 0.847 0.848

Lupinus
angustifolius

0.964 0.964 0.966 0.962 0.966 0.962 0.965 0.962

Medicago
truncatula

0.946 0.923 0.926 0.928 0.94 0.907 0.93 0.932

Phaseolus
vulgaris

0.91 0.836 0.839 0.788 0.895 0.779 0.851 0.852

Trifolium
pratense

0.855 0.786 0.775 0.735 0.803 0.768 0.786 0.782

Vigna
angularis

0.967 0.969 0.966 0.969 0.969 0.966 0.977 0.971

Vigna
radiata

0.912 0.865 0.899 0.86 0.891 0.851 0.885 0.924

Table 5.4.: MCC values of the intra- and inter-species promoter classification using the
species-specific CNNs. Off-diagonal numbers are MCC values for inter-species and diago-
nal numbers are MCC values for intra-species classification.

Trained
Evaluated Arabidopsis

thaliana
Glycine

max
Lupinus

angustifolius
Medicago
truncatula

Phaseolus
vulgaris

Trifolium
pratense

Vigna
angularis

Vigna
radiata

Arabidopsis
thaliana

0.8 0.53 0.41 0.49 0.59 0.54 0.28 0.47

Glycine
max

0.68 0.73 0.84 0.7 0.73 0.45 0.83 0.71

Lupinus
angustifolius

0.16 0.31 0.96 0.5 0.26 -0.04 0.95 0.49

Medicago
truncatula

0.54 0.62 0.92 0.77 0.61 0.42 0.91 0.7

Phaseolus
vulgaris

0.68 0.69 0.79 0.68 0.8 0.49 0.76 0.7

Trifolium
pratense

0.65 0.53 0.4 0.5 0.59 0.69 0.33 0.47

Vigna
angularis

0.16 0.31 0.94 0.5 0.26 -0.04 0.96 0.5

Vigna
radiata

0.51 0.63 0.88 0.65 0.66 0.37 0.86 0.81
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The results presented in these tables show that, although the CNN models have been trained
only using one-hot representation of sequences for each species individually, the network
architecture is able to recognize specific patterns in the sequences, which leads to the pre-
dictability of promoters across different species to a high degree. These findings support
the results presented in [50] and indicate that some of the promoter signatures seem to be
conserved between the Leguminosae family members.

Furthermore, Table 5.1 demonstrates that the classification performance of some CNN mod-
els yields markedly higher ACC values for inter-species prediction than for intra-species
prediction. In particular, this is the case for the species Lupinus angustifolius and Vigna
angularis, whose promoters were predicted with very high accuracy by the CNN models
of the other species, with the exception of the models for Arabidopsis thaliana and Tri-
folium pratense. This could be attributed to the underlying genome annotations of these
species, since their annotations seem to be partially created based on the genome informa-
tion of well-studied family members [223, 224]. Especially, this assumption appears to be
true with respect to the inclusion of the Leguminosae family specific promoter patterns in
the promoters of these species. This hypothesis has been supported by the prediction per-
formance of the Lupinus angustifolius as well as the Vigna angularis models in the other
species, which achieved very high degrees of Specificity while achieving low degrees of
Sensitivity (see Tables 5.2 and 5.3). To this end, I compared the inter-species prediction
ACC values of the species regarding their performance on Lupinus angustifolius and Vigna
angularis. This comparison revealed that the promoters of Lupinus angustifolius were pre-
dicted with a slightly higher mean accuracy value than the promoters of Vigna angularis
(0.880 vs. 0.868).

5.1.2. Effect of additional features on model prediction

The results shown so far were obtained from CNN models that were trained using only the
order of the nucleotides in form of the one-hot representation of the DNA sequences. How-
ever, previous studies pointed out that the combination of one-hot encoding with additional
specific features could result in a substantially improved performance in promoter identi-
fication [46, 47]. For this purpose, I followed a procedure similar to the one which was
suggested by Triska et al. in [46] and systematically evaluated the combination of differ-
ent sequence features with the one-hot representation for the CNN model training for each
species. The results are presented for Medicago truncatula in Table 5.5 as an example.

In contrast to previous studies [46, 47], Table 5.5 shows that regardless of the usage of any
additional feature, the performance of the CNN model could in general not be significantly
improved.
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Table 5.5.: Contribution of additional features in the CNN model of Medicago truncatula.
Features Accuracy Sensitivity Specificity MCC
DNA sequence 0.876 0.897 0.855 0.750

DNA sequence + 2-mer 0.874 0.880 0.867 0.747

DNA sequence + 2-mer + frequency of CA motif 0.862 0.828 0.897 0.726

DNA sequence + 2-mer + frequency of CG motif 0.875 0.875 0.876 0.751

DNA sequence + 2-mer + HMI 0.874 0.882 0.865 0.747

DNA sequence + 2-mer + frequency of TATAA motif 0.876 0.875 0.878 0.752

DNA sequence + 2-mer + CG skew 0.876 0.889 0.863 0.753

DNA sequence + topological entropy 0.874 0.886 0.861 0.747

DNA sequence + 2-mer + topological entropy 0.871 0.852 0.890 0.743

DNA sequence + 2-mer + HMI +
frequency of TATAA motif

0.871 0.869 0.874 0.743

DNA sequence + 2-mer + HMI +
frequency of CA motif + frequency of CG motif +
frequency of TATAA motif + CC skew

0.873 0.859 0.888 0.747

DNA sequence + HMI +
frequency of CA motif + frequency of CG motif +
frequency of TATAA motif + CG skew

0.875 0.889 0.860 0.749

5.1.3. Prediction of Vicia faba promoters

The knowledge about the promoter signatures which are conserved between the Legumi-
nosae family members provides an important clue for the precise prediction of Vicia faba
promoters, which still remains a challenge. However, the consideration of the sequences
of only one Leguminosae species in the CNN model could be insufficient to capture the
variety of different promoter signatures that are necessary for the accurate computational
identification of the Vicia faba promoters. To mitigate the drawback of single species mod-
els, I systematically examined different CNN models seeking to determine the preferential
combination of Leguminosae family members by intensifying the signal from promoter se-
quences and thus improving the performance of the CNN model. Consequently, I trained
a final CNN model based on the species Lupinus angustifolius and Medicago truncatula
since the combined usage of their manually selected sequences complement each other. In
the last step, I included two additional non-promoter sets (defined in Section 4.1.3) in the
training of the CNN model to enhance the discriminating signals between promoter and
non-promoter regions. The evaluation of this CNN model yields to clearly better ACC and
MCC values of 0.98 and 0.95, respectively. A further analysis reveals that the usage of
other sequence features together with one-hot encoding in my final CNN model does not
affect the performance of the classifier. Finally, by applying this CNN model to the Vicia
faba sequences of length 250bp, I classified in total 2.46 % of them as potential promoter
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sequences.

5.1.4. SNPs in putative promoter regions and their association with V+C

Examination of the positions of SNPs in the contigs revealed that in total 132,399 out of
685,215 SNPs are located in the predicted Vicia faba promoters. A flanking sequence of
±25 bp could be obtained for only 118,492 SNPs. Mapping these SNPs to the Medicago
truncatula genome resulted in 33,846 hits for 1976 SNPs, which demonstrates the repeti-
tiveness of the Medicago truncatula genome. I identified 14 SNPs that map to the prede-
fined target region of Medicago truncatula that harbours orthologous genes associated with
the V+C content of Vicia faba [21, 23]. This target region is ranging approximately from
1,300,000 bp to 2,300,000 bp of the Medicago truncatula chromosome 2. An overview of
these SNPs and their mapped position in the Medicago truncatula genome along with the
genes with the closest TSS is given in Table 5.6. I tested these 14 SNPs for their association
with V+C content with PLINK. The adjusted p-values presented in Table 5.6 suggest that
SNP_341016_236 and SNP_341016_239, which are located in the same promoter, show a
highly significant association with the V+C content in Vicia faba while the associations of
the remaining SNPs are not significant at the level α = 0.05. For both of these SNPs, the
reference allele only occurs in the low V+C lines with one exception, while the alternate
allele is restricted to the high V+C lines (see Table 5.7).

5.1.5. Systematic identification of regulatory SNPs associated with V+C in
Vicia faba

Following the studies of Xu et al. and Fu et al. [210, 211], I scanned the flanking se-
quences of the SNPs by applying the MATCHTM program [136] to systematically identify
the SNPs that are likely to affect the binding affinity of transcription factors (TFs) and,
thus, influence the gene expression level. This search was done for the 1976 SNPs that
were located in the predicted Vicia faba promoters and that could be successfully mapped
onto the Medicago truncatula genome. I considered the results of this run with an MSS
score≥ 0.85 as putative TFBSs as suggested in [225]. 9444 putative TFBSs were identified
and SNPs that were located in those TFBSs were considered as rSNPs. Their consequence
types were determined by examining their predicted effects on the binding affinities of the
TFs. The analysis of the 14 SNPs presented in Table 5.6 reveals that the binding affinities
of 44 TFs to their 79 TFBSs were affected. Focusing on the two highly significant SNPs
(SNP_341016_236 and SNP_341016_239) in the same promoter, I found that a nucleotide
substitution in SNP_341016_236 is likely to entail severe consequences regarding TF bind-
ing affinity, namely loss and gain of TFBSs. The substitution in SNP_341016_239 results
in only a moderate change of the binding affinities of TFs (see Table 5.8). The remarkably
different consequences of both SNPs indicate their considerably different influence on the
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Table 5.6.: The 14 SNPs found in the predicted promoters of Vicia faba that were mapped
to the Medicago truncatula target genomic region.

SNP_ID Genotype FDR Position Medicago gene

SNP_131938_118 C/T 0.234 1,385,390 MTR_2g008290
SNP_302904_183 G/A 0.179 1,385,444

SNP_341016_236 C/T 1.17 ·10−7 1,554,857 MTR_2g008620
SNP_341016_239 G/A 1.17 ·10−7 1,554,860

SNP_356745_200 A/G 0.730 1,707,078 MTR_2g008960
SNP_280549_41 C/T 0.234 1,707,183
SNP_350273_103 G/T 0.234 1,707,199
SNP_350273_90 A/C 0.234 1,707,212

SNP_350273_61 G/A 0.234 1,912,704 MTR_2g009430
SNP_29452_204 G/A 0.730 1,912,812
SNP_29452_206 G/A 0.496 1,912,814

SNP_118828_190 C/T 0.234 2,030,017 MTR_2g009690

SNP_80231_27 C/T 0.234 2,163,048 MTR_2g009940
SNP_364434_97 A/T 0.359 2,163,084

precise and effective regulation of the corresponding gene, although their p-values are the
same.

5.1.6. Functional analysis of the candidate gene and transcription factors

The Medicago truncatula gene MTR_2g008620 is the gene that is located closest to the
two highly significant SNPs. It is a β -hydroxyacyl-ACP-dehydratase that is involved in the
elongation of fatty acids as well as in the related metabolism of biotin [226, 227]. A direct
association with the synthesis of V+C, which has been linked to the orotic acid pathway
[22], is not obvious. This seems plausible since Medicago truncatula does not synthesize
V+C. Of greater interest are the transcription factors for which I found putative binding
sites that are affected by the two SNPs. The TF SQUA belongs to the MADS-box domain
family, whose genes play vital roles in multiple aspects of plant development (for instance
development of flowers, fruits and roots as well as regulation of flowering time) [228, 229].
Such genes regulate, for example, stem growth and early flowering in soybean [230] or
the vernalization response in wheat [231]. SQUA itself is involved in the determination
of floral meristem and organ identity [232, 233]. The MYB domain group is one of the
largest families of TFs in plants. Its members are involved in the regulation of development,
metabolism, the circadian rhythm, and responses to biotic and abiotic stresses in plants [229,
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Table 5.7.: Alleles of the 20 Vicia faba lines for the two significantly associated SNPs

Line V+C SNP_341016_236 SNP_341016_239

Line 1268-4-1 Low C G
Mélodie/2 Low C G

F7(Mélodie/2 x ILB938/2)-139-1-1 Low C G
F7(Mélodie/2 x ILB938/2)-201-3-1 Low C G

F7[VC.14.8099-843-2-1] Low C G
F7[VC.14.8099-848-3-1] Low C G

F7(Mélodie/2 x ILB938/2)-139-2-1 High T A
F7(Mélodie/2 x ILB938/2)-201-4-1 High T A

F7[VC.14.8099-843-3-3] High T A
F7[VC.14.8099-848-4-1] High T A

HediLin-1 High T A
PietraLin High T A

(HediLin/1 x PietraLin)-2-4 High T A
(HediLin/1 x PietraLin)-4-4 High T A

S_281 High T A
S_301 High T A
S_034 High T A
S_290 High T A

Hiverna/2 High C G
Côte d’Or/1 High T A

Table 5.8.: The two SNPs with the strongest association to the V+C content and their con-
sequences. The column Allele indicates the allele of the SNP for which the binding site
exists. TFBS refers to the name of the binding sites, which were named after their PWMs.

SNP_ID Allele TFBS MSS Consequence

SNP_341016_236 Ref P$MYB4_01 0.945 Loss of TFBS
SNP_341016_236 Ref P$MYB61_01 0.880 Loss of TFBS
SNP_341016_236 Ref P$SQUA_01 0.870 Gain of TFBS

SNP_341016_239 Ref P$MYB61_01 0.880 Score change
SNP_341016_239 Alt P$MYB61_01 0.881 Score change

234, 235]. In Medicago truncatula, multiple MYB TFs, including MYB4 and MYB61,
are involved in flavonoid biosynthesis during the macrosclereid cell development [236].
MYB4 in particular regulates abiotic stress responses towards UV-B light and cadmium
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toxicity in Arabidopsis thaliana [237, 238] and cold in Oryza sativa [239]. It has also
been shown to influence the biosynthesis of flavonoids [240]. MYB61 participates in the
response to cold stress in Medicago truncatula [241]. In Arabidopsis thaliana, this TF is
expressed in sink tissues, such as xylem, roots and developing seeds, and controls resource
allocation influencing growth and development of the plant [242]. It has also been shown
to affect trichome initiation, root development and stomatal aperture and it is necessary
for the biosynthesis of gibberellin [243, 244]. Furthermore, it is required for the seed coat
mucilage deposition during the development of the seed coat epidermis [245, 246]. This is
a promising result considering that the seed coat is the suggested site of biosynthesis of the
V+C compounds [247].
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5.2. Mutual information based detection of epistatic SNP pairs

In this section, I present the results regarding my novel method MIDESP for the identifi-
cation of epistatic SNP pairs. First, in order to gain insights into the influence of the pre-
requisite parameter k used by the mutual information estimator for quantitative phenotypes,
I present the results of a systematic analysis of several simulated datasets to find the most
convenient value for it. Second, I present an example to showcase that mutual information
can be more powerful than linear regression in a normal GWAS. After that, I highlight the
importance of the APC approach in MIDESP to account for the possible background as-
sociation effects in epistatic interactions. In the following sections, using MIDESP with
a false discovery rate (FDR) of 0.05, I analyze two real datasets with a qualitative and
a quantitative phenotype, respectively, to demonstrate its functionality. Finally, I show a
comparison of the results between MIDESP and three other well-established methods for
epistasis detection on the aforementioned real datasets.

5.2.1. Analysis of simulated datasets for parameter setting

Today, it is well established that mutual information is an appropriate metric to measure
the association between SNPs and qualitative (case-control) phenotypes [76, 79, 81, 82,
248, 249, 250]. However, I apply here for the first time this metric to quantitative traits.
Therefore, I analyzed several simulated datasets to identify a suitable value of k, which is
necessary for the MI estimator (see Equations 4.3.2 and 4.3.4). For this purpose, I employed
the LDAK1 software [251] to simulate several hundred genotype×phenotype datasets with
three heritability values: 0.05, 0.075 and 0.1. Higher values of heritability showed similar
results to 0.1 and are, therefore, not depicted. Consequently, I created 500 datasets consist-
ing of 1000 SNPs, 2000 samples and a continuous phenotype controlled by a single SNP
for each heritability value, respectively. Power was calculated as the proportion of datasets
where the causal SNP obtained the highest MI value. To establish a proper value of k for the
MI estimator, I systematically analyzed each dataset using k-values from 1 to 60. Despite
Ross [87] and Kraskov et al. [156] both recommending a low value of k = 3, my analyses
indicate that such small values can only be considered for heritability values > 0.1. (see
Figure 5.1).

1LDAK is a software tool for the analysis of genotype×phenotype datasets and contains functions for heri-
tability analysis and association testing, among others.
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Figure 5.1.: Analysis of simulated datasets for varying parameter settings of k.

Further, Figure 5.1 suggests that simulated datasets with smaller heritability values require
a much higher k-value to successfully detect the causal SNPs of interest. By systematically
analyzing different k-values, I established that a value of k = 30 leads to the highest increase
in power for the estimator based on the heritability values under study, and the power con-
verges to nearly 1 if k ≥ 30. I did not choose a higher value, since an increase in k results
in a longer runtime for the estimator and may likewise cause problems if the sample size is
not large enough.

5.2.2. Single SNP association using mutual information

Following the previous section, I present here by way of an example a comparison be-
tween the mutual information and the standard linear regression approach which is used for
GWAS. I consider two SNPs X1 and X2 which together determine a quantitative phenotype
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in an epistatic interaction. For this scenario, I simulated data for 1800 samples. The effect
of the two SNPs on the phenotype in the simulated data is shown in Figure 5.2. This is a
similar scenario to the one presented in [65], where the effect strength of one SNP (here
X2) depends on the genotype of another SNP (here X1).

Figure 5.2.: Simulated data where a quantitative phenotype is controlled by two SNPs with
three genotypes each. The genotypes of the SNPs are indicated by the x axis for X1 and by
the color for X2.

As can be easily seen, the phenotypical difference between the genotypes of X2 is far greater
for the genotype AA than for the genotype CC of X1. I then performed a GWAS on this
dataset using PLINK and calculated the mutual information between X1 and the phenotype
and X2 and the phenotype. The results are depicted in Table 5.9. PLINK uses a linear
regression to test for association between the SNP and the phenotype. When considering the
SNPs individually, the linear regression barely finds any difference in the phenotype values
between the three genotypes of X1, which results in a p–value of nearly 1. In comparison,
MI is not bound to a linear relationship and finds that the genotypes of X1 result in distinct
phenotypes in two-thirds of the samples. This results in a very high value for the association
of 0.6659. For X2, on the other hand, both approaches result in a near-perfect association
of nearly 0 for the p–value and 1 for the MI, respectively.
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Table 5.9.: Association between SNPs X1 and X2 to the phenotype as determined by
PLINK (p–value) and mutual information (MI).

SNP p–value MI

X1 0.9987 0.6659
X2 1.875×10−100 1.0

In this regard, MI is more suitable for detecting individual SNPs associated with the pheno-
type when the association does not follow a linear model. As shown here, such non-linear
associations can be created by epistatic interactions.

5.2.3. Illustration of background associations and their correction using APC

In information theory, mutual information MI is typically measured between two variables,
X1 and Y . Additionally, based on the chain rule of information [155], it is well known that
the introduction of a new variable, X2, might affect the relationship between X1 and Y , thus
increasing the MI between X1 and Y . However, if the introduction of X2 does not result in
any new information, the corresponding MI value will not be affected [155].
In case of SNP×phenotype associations, this property of the joint mutual information needs
to be considered, since only the introduction of an additional SNP2, which increases the
amount of information between SNP1 and the phenotype Y , should be taken into account
for the detection of epistatic interactions. I have exemplified in Section 3.3.2.1 that the joint
mutual information can lead to a false interpretation of epistatic interactions. To deal with
this problem, I apply the average product correction (APC) theorem [88], which ensures
the elimination of negligible increments in the MI value of epistatic interactions measured
using Equations 4.3.3 and 4.3.4.
Another important aspect of the usage of the MI metric in the context of epistatic inter-
actions is its ability to detect the newly created relationship between a SNP pair and the
phenotype, even though the single SNPs themselves might not show any association to the
phenotype (see Case 4 in the example in Section 3.3.2.1).
To demonstrate the importance of the APC in the analysis of epistatic interactions, I fur-
ther applied it for the correction of the MI values calculated using Equation 4.3.3 regarding
the BT dataset. I considered the top million NMI values indicating the epistatic interac-
tion between the SNP pairs and the phenotype. Afterwards, I determined for each SNP
its frequency among the interactions. The frequency distribution of SNPs and their single
association to the phenotype is shown in Figure 5.3A. As can be easily seen, the frequency
of several SNPs is over-represented, which arises from their strong single association to the
phenotype. However, the application of the APC dramatically reduces their frequencies in
the epistatic interactions. This finding clearly suggests that, although these SNPs individu-
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ally have a strong association with the phenotype, their epistatic interactions are negligible,
as shown in Figure 5.3 with blue points.

Figure 5.3.: (A) shows the distribution of the SNP frequency and their association to the
phenotype. The blue and red points stand for the frequency of the SNPs based on with and
without the application of the APC, respectively. (B) shows only the frequencies for the
interactions with APC.
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5.2.4. Results from the analysis of the bovine tuberculosis dataset

By applying MIDESP to the BT dataset, I first identified in total 10,744 single SNPs, with
significant association with the phenotype. Taking all SNP pairs that contain at least one
of those significant SNPs into account for the epistatic interaction analysis, I identified
3,799,984 SNP pairs, which corresponds to 0.1 % of all possible pairs under study. After
that, I mapped these SNPs to their genes using the Ensembl database and created a gene-
gene interaction network, as suggested in [84]. Finally, according to this network, I detected
511 genes as MIDESP-significant and investigated their roles in the bovine tuberculosis
disease based on enriched Gene Ontology (GO) terms (see treemap depicted in Figure 5.4).

Figure 5.4.: Gene Ontology (GO) treemap for genes associated with immunity to bovine
tuberculosis. The boxes are grouped together based on the upper-hierarchy GO term, which
is written in bold letters.

The functional classification of these genes indicates that several of the GO categories rep-
resented in the treemap play essential roles in the immune responses towards bovine tu-
berculosis. Especially, metal ion transmembrane transporter activity and gated channel ac-
tivity are the most significantly enriched terms, shown in the green and purple boxes in
the treemap (Figure 5.4) obtained from the GO analysis, indicating the function of trans-
membrane proteins involved in the transportation of ions across membrane layers. In par-
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ticular, ion channel blockers are known for their therapeutic implications in drug-resistant
mycobacterial infection, especially voltage gated calcium channels, which are important
for the regulation of immunity against pathogens [252, 253, 254, 255]. In this regard, in-
creasing calcium influx by inhibiting the voltage gated channels in immune cells such as
macrophages (immune cells engulfing the pathogens) is highly associated with protective
immunity, particularly in increasing the expression of genes involved in pro-inflammatory
responses [255]. Other significant GO terms including actin binding, Rho GTPase bind-
ing, glutamate receptor activity and postsynaptic neurotransmitter receptor activity were
also enriched in the treemap and their roles associated with Mycobacterium tuberculosis
are described below. Firstly, actin filament, which is an important constituent of the cy-
toskeleton [256], is mainly associated with pro-inflammatory responses. A primary aspect
of mycobacterial infection is the manipulation of actin filaments [257], notably inside the
macrophages of the host [258, 259, 260], thereby pointing out the importance of actin-
binding protein regulation for enhancing the immune responses of the host. Several recent
studies reported that neurotransmitters play essential roles in the activation or suppression
of immune responses through the regulation of T-cell activity [261, 262]. It is well known
that T-cells play an important part in the defense of the host against mycobacterial infec-
tions [263, 264, 265]. Specifically, the neurotransmitter taurine was identified in relation
with the susceptibility of cattle towards bovine tuberculosis [266]. Glutamate is likewise
a neurotransmitter known for its effect on the immune system for the regulation of T-cell
activity [267, 268]. Finally, Ras homology GTPases (Rho GTPase) are proteins involved
in the critical regulation of signaling pathways upon bacterial entry at the site of infection,
and therefore are involved in innate immune responses, particularly in the multiplication of
immune cells. It is essential to coordinate the immune responses at this point to prevent
the neighboring tissue from taking damage from inflammation. Involved in the tight regu-
latory roles of multiple immune functions, these signaling proteins have been reported as
targets of Mycobacterium tuberculosis during the host cell invasion, which might facilitate
the pathogenesis of the bacteria [269, 270, 271].

5.2.5. Results from the analysis of the egg weight dataset

Similarly to the previous dataset, MIDESP was used to analyze the EW dataset, which
contains a quantitative phenotype. As a first step, I detected 3,116 single SNPs that were
significantly associated with the trait. Based on these SNPs, I measured the epistatic in-
teractions between the SNP pairs and the phenotype and obtained 1,071,464 SNP pairs in
total, which equates to 0.25 % of all possible pairs under study. After mapping these pairs to
a gene–gene interaction network, I was able to identify 211 genes as MIDESP-significant.
The analysis of their roles regarding egg weight was again carried out using their enriched
GO terms (see treemap depicted in Figure 5.5).
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Figure 5.5.: Gene Ontology (GO) treemap for genes associated with egg weight. The boxes
are grouped together based on the upper-hierarchy GO term, which is written in bold letters.

For egg weight, one of the major GO categories that emerged as a result of the gene set
analysis was the fatty acid ligase activity. Fatty acid ligases belong to the ligase family of
enzymes that take part in the biosynthesis of lipids [272]. Lipids constitute a major portion
of the nutrients found in the egg and are primarily contained in the egg yolk, which accounts
for 31% of the total egg weight [273]. Multiple genes encoding fatty acid ligases have been
reported to play important roles in the laying performance of birds [274, 275, 276]. In
this regard, I was able to discover many genes with molecular functions associated with
acyl-CoA ligases, a group of enzymes, which are known to play important roles in the lipid
synthesis by converting the chemically inert fatty acids to active acyl-CoA [277]. This acti-
vation comprises an ATP-dependent reaction catalyzed by ligase enzymes in the presence of
Mg2+ and CoA [278]. The usage of ATP and Mg2+ in this process can also explain the role
of adenyl nucleotide binding and magnesium ion binding, two other categories identified
in my analysis. Gated channel activity is another important GO term found in this analy-
sis. These genes ensure the transportation of nutrients and minerals, which are required for
the development of the egg. More importantly, for the synthesis of the eggshell, which con-
tributes around 9% to the total egg weight [273], large amounts of calcium ions are supplied
to the uterine fluid by transepithelial transport [273, 279]. This transepithelial transport oc-
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curs with the help of ion channels, ion pumps and ion exchangers in the reproductive tract of
the birds and the energy required for these processes is provided by the metabolisms of ATP
molecules [279]. Both nucleotide binding and gated channel activity have been reported in
association with egg weight and eggshell development in chicken [196, 197]. Furthermore,
genes related to protein transmembrane transport activity were also identified, which can
regulate the transportation of the large number of proteins found in an egg [273, 280]. The
gene set analysis further reveals other activities pertaining to molecular bindings at different
levels, which can play crucial roles for the development of the egg.
In Section 4.3.2, I argued that an adjusted MI estimator might be preferable if the values
of the continuous phenotype are not unique. This is the case for the EW dataset, which
has many repeated values in its phenotype. Therefore, I additionally applied MIDESP with
the adjusted estimator on this dataset. In comparison with above results from the origi-
nal method, the adjusted method reports a higher number of genes as MIDESP-significant.
Compared to the original number of 211 genes, the adjusted version finds 328 genes. While
a large part of the genes (112 genes) are shared between the two results, the remaining genes
are specific to the respective method (see Figure 5.6). In terms of their molecular function,
the newly found genes are more strongly associated with the gated channel activity than
with the fatty acid ligase activity.

Figure 5.6.: Venn diagram which shows the overlap between the MIDESP-significant
genes, which were found by the original and the adjusted method, respectively.
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5.2.6. Comparisons with existing methods

To investigate the performance of my novel method, I was further interested in making
pairwise comparisons between the results of my MIDESP, PLINK [135], GBOOST [281],
epiGPU [282] and MatrixEpistasis [283]. Although all these methods take a genotype–
phenotype dataset as input and report epistatic SNP pairs as a result, their applicability
differs based on the phenotypes. While MIDESP and PLINK can be applied to qual-
itative as well as quantitative phenotypes, the other methods are restricted to one type.
GBOOST only deals with qualitative phenotypes, while epiGPU and MatrixEpistasis only
analyze quantitative phenotypes. I chose these tools since they have previously been
used for pairwise epistasis detection on real datasets, as well as for comparison studies
[77, 121, 284, 285, 286, 287, 288, 289], and ran them with their default parameters. It is
important to note that for this comparison study, I applied MIDESP with and without APC
correction. While MIDESP without APC is in line with the conventional mutual information
(MI)-based methods for epistasis detection [76, 81, 83, 84], the incorporation of the APC
approach is completely novel and necessary to separate the correct epistatic signals from
the background. The results of this comparison are twofold. First, I compared the results
of my method using the BT dataset with those of PLINK, GBOOST and the conventional
MI-based metric, since the existing MI-based approaches are only applicable to qualitative
phenotypes [76, 81, 83, 84]. Second, I compared the predictions of MIDESP on the quanti-
tative EW dataset with those of PLINK, epiGPU and MatrixEpistasis. However, my attempt
to apply MatrixEpistasis to this dataset was unsuccessful due to its very high memory con-
sumption (700 GB of memory was not enough). The application of these methods results in
the detection of strongly varying numbers of SNP pairs as epistatic interactions, which are
given in Table 5.10.

Table 5.10.: Number of SNP pairs that were found to be an epistatic interaction by the
different methods. BT and EW stand for bovine tuberculosis and egg weight, respectively.

Dataset #MIDESP #MIDESP_NoAPC #PLINK #GBOOST #epiGPU

BT 3,799,984 3,799,984 4,982,695 346,632 -
EW 1,071,463 1,071,463 1,817,817 - 572,914

To make the predictions of the methods comparable, for both types of the traits, I considered
346,632 and 572,914 epistatic SNP pairs, which corresponds to the minimum numbers of
SNP pairs found by GBOOST and epiGPU for the BT and EW datasets, respectively (see
Table 5.10). For this purpose, I sorted the identified SNP pairs according to the respective
score assigned by the method (e.g. p–value for PLINK) and took the best pairs from each
result. Based on these top SNP pairs, I further performed an overlap comparison between
the methods and visualized the results using UpSet plots in Figures 5.7 and 5.8, respectively.
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Figure 5.7.: The top 346,632 epistatic SNP pairs detected for the BT dataset and their
overlap between four methods represented in matrix layouts using the UpSet technique
[290]. Black circles in the matrix layout indicate which methods are part of the intersection.

Although all of these methods perform a search for epistatic SNP pairs, Figures 5.7 and 5.8
clearly show that they provide quite distinct results with only little overlap. This finding is
in line with the comparison study performed in [284], which also reported divergent results
between different methods for epistasis detection. The reason for that may be explained
by the differences in the underlying algorithms, even though the three other methods are
ultimately based on logistic and linear regression, respectively. While PLINK performs
a regression with an interaction term and tests whether the coefficient for the interaction
is significant, GBOOST considers the difference in the likelihood of a linear model with
interaction compared to that of a model without as a sign for epistasis using approximations
to speed up the process and filter out SNP pairs. On the other hand, epiGPU treats the
genotype combinations as different classes and calculates differences between the class
means and the population mean. Consequently, the results of this overlap analysis clearly
demonstrate that these methods carry quite distinct information about epistatic interactions
due to the different measures they use. The finding of this comparison analysis is also in
agreement with the previous study [284] and indicates that each method takes a different
type of epistatic interactions into account and, therefore, they can work complementarily
with each other.
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Figure 5.8.: The top 572,914 epistatic SNP pairs detected for the EW dataset and their
overlap between four methods represented in matrix layouts using the UpSet technique
[290]. Black circles in the matrix layout indicate which methods are part of the intersection.

5.3. Detection of epistatic SNP pairs associated with V+C in
Vicia faba

In this section, I present the results of the MIDESP analysis for the Vicia faba dataset. By
applying MIDESP to this dataset, I first identified 34,690 single SNPs in total with signif-
icant association with the V+C content. Considering the results of the promoter detection,
6838 (19.71 %) of these SNPs are located in putative promoter regions, which corresponds
approximately to the total ratio of such SNPs in the dataset (132,399 out of 685,215 SNPs,
resp. 19.32 %). However, only two of the previously identified fourteen SNPs in the target
region (see Table 5.6) were found as significant by MIDESP. These are the top two markers
SNP_341016_236 and SNP_341016_239, which already showed a significant association
according to a GWAS. Overall, I obtained 23,168,427 SNP pairs in total, which equates
to 0.1 % of all possible pairs under study. I again considered the percentage of regulatory
SNPs (rSNPs) among these SNP pairs and present the results in Table 5.11. The distribution
of rSNPs among the epistatic pairs follows approximately the expected distribution based
on the overall percentage of rSNPs in the dataset. However, a minor increase towards pairs
with 1 or 2 rSNPs can be observed.
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Table 5.11.: Number of epistatic SNP pairs that were found for the Vicia faba dataset par-
titioned by the number of rSNPs participating in a SNP pair. The second row contains the
expected percentages for the partitions based on the proportion of rSNPs in the dataset.

0 rSNPs 1 rSNP 2 rSNPs

14,081,339 (60.78 %) 7,992,847 (34.5 %) 1,094,241 (4.72 %)

65.09 % 31.18 % 3.73 %

Due to the lack of an annotated reference genome for Vicia faba, I could not perform a gene
set analysis like I did for the BT and EW datasets. Therefore, I focused on the impact of
the APC correction in MIDESP.

As in the example shown in Section 5.2.3, I compared the frequency of the significant SNPs
among the detected SNP pairs with and without application of the APC. These frequencies
are visualized in Figure 5.9 in dependency to the NMI-value between the single SNP and
the phenotype. The results show a pattern that is similar to the one in Figure 5.3. Without
application of the APC, the frequency of SNPs with strong association to the phenotype
is over-represented among the SNP pairs. Consequently, the APC reduces this effect of
strong single associations on the final results. This behaviour is also visualized in Figure
5.10, which depicts for several of the found epistatic SNP pairs the strength of association
between the single SNPs and the phenotype as well as between the SNP pair and the phe-
notype. The height of the bar represents the NMI-value between the corresponding SNP
respectively SNP pair and the phenotype. Additionally, the orange colored part of the bars
for the SNP pairs shows how much the association of the first SNP is increased by the
addition of the second SNP.
Considering the two depicted SNP pairs that were found using the APC, Figure 5.10 (A)
shows a classic example of an epistatic interaction. Both single SNPs show a moderate
association with the phenotype. However, when both SNPs are considered together as a
pair, the association is significantly higher, which represents their epistatic interaction. In-
terestingly, a similar gain of association can observed in Figure 5.10 (B) by adding a second
SNP, which by itself is only minimally associated with the phenotype. In contrast, without
applying the APC in MIDESP, many SNP pairs are found that exhibit no true epistasis and
where the second SNP provides no novel information about the phenotype. For example,
in Figure 5.10 (C), the association of the SNP pair is only due to the strong association of
the first SNP while the second SNP contributes nothing. Similarly, there are also SNP pairs
where the second SNP carries the same information about the phenotype as the first SNP
and therefore is redundant (see Figure 5.10 (D)). Overall, these examples visualize the need
for the APC when it comes to the detection of epistasis using mutual information.
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Figure 5.9.: (A) shows the distribution of the SNP frequency and their association to the
phenotype. The blue and red points stand for the frequency of the SNPs with and without
APC, respectively. (B) shows only the frequencies for the interactions with APC.
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Figure 5.10.: Examples of four epistatic SNP pairs from the Vicia faba dataset. (A) and (B)
were found as significant using the APC correction while (C) and (D) were only found with-
out APC. The height of the bar represents the NMI-value between the corresponding SNP
respectively SNP pair and the phenotype. The orange colored part of the bars representing
the association of the SNP pairs is defined as the difference between the association of the
SNP pair SNP1+SNP2 and the association of the single SNP SNP1 with the phenotype.
Therefore, it can be interpreted as the gain of association due to the epistatic interaction.





6. Discussion

In this chapter, I discuss the two analysis frameworks, which I presented in this thesis. The
discussion presented here is partly based on my two publications [52, 165] (see Appendix
A.1 and Appendix A.3).

6.1. Identification of regulatory SNPs based on genotyping by
sequencing data in Vicia faba using deep learning

Today, it is well known that most SNPs, which are linked to a certain trait, are not part of the
coding sequence of a gene but instead are located within non-coding regions [113, 291, 292].
Such SNPs can still affect the gene expression by altering the binding sites of transcription
factors (TFs), which in extreme cases could cause a completely different TF to bind [113].
These so called regulatory SNPs (rSNPs) can be computationally identified by comparing
the predicted transcription factor binding sites (TFBSs) between the alleles [35, 111], and
lead to an increased understanding of the regulatory mechanisms controlling the trait. How-
ever, the identification process presupposes that it is known whether a SNP lies within a pro-
moter region. Since so far no annotated reference genome exists, this information is miss-
ing for Vicia faba. To address this issue, I utilize the ability of genotyping-by-sequencing
to access and sequence genomic regions including regulatory regions [3]. The sequences
obtained in this way are then classified into promoter and non-promoter sequences using
deep learning.
In the last few years, methods based on convolutional neural networks (CNNs) have become
the preferred tool for the detection of promoter sequences [44, 45, 46, 47, 48, 49]. Com-
pared to earlier approaches, they have the advantage of not requiring any prior knowledge
regarding the selection of specific sequence features. Instead, these networks are able to
automatically learn important features that distinguish between promoter and non-promoter
sequences by themselves. However, CNNs come with the disadvantage of being more diffi-
cult to interpret [45]. While mutation or saliency maps are able to show at which positions
a specific base might be required, these single positions do not necessarily reflect the com-
plete structure of the promoter, which is taken into account by the network.
A significant challenge during the classification of the Vicia faba sequences was the lack of
an annotated reference genome. To address this shortcoming of training data, I exploited
the conservation of promoter structures across different closely related species. This conser-
vation has been reported by Kumari et al. [50], who performed a large scale genome-wide



Discussion 92

key study for the prediction and analysis of core promoter elements. They observed that
promoter signatures are strongly conserved within larger groups of plants like monocots or
dicots. Based on these findings, Shamuradov et al. [51] developed a model, namely TSS-
Plant, for the prediction of plant promoters across species boundaries.
In line with these two studies, I trained multiple CNN models using sequences from seven
different plant species with annotated reference genomes available, which belong to the
same Leguminosae family as Vicia faba. Additionally, I used the model organism Ara-
bidopsis thaliana, which is more distantly related but still belongs to the group of dicots
like the other plants. An initial comparison of the classification of promoters within and
between species using CNNs, each trained on sequences from a single species, showed that
the prediction of promoters across the different species is, to a certain degree, possible (see
Table 5.1). Remarkably, the species Lupinus angustifolius and Vigna angularis appear to
have largely promoter signatures that are shared by most of the other plants under study and
can therefore be predicted with a high accuracy by most tested models.
Considering that Triska et al. [46] reported a markedly improved performance by incor-
porating additional commonly used sequence features in their CNN model and Qian et al.
[47] achieved a better recognition of promoters by separating the sequence in elements
and non-elements, I also evaluated the effect of additional features on the model prediction
(see Section 5.1.2). However, as exemplarily shown in Table 5.5 for the network based
on Medicago truncatula, no such gain in performance could be observed. Similarly, the
performance of the final model could not be further improved by using additional features.
These results are in agreement with the findings presented in [44, 45, 48, 49] and indicate
that the CNN architecture is able to learn specific patterns inherent in the sequences that dif-
ferentiate between promoter and non-promoters automatically. Hence, these patterns carry
information which is obviously redundant to these widely used features. Consequently, it
turns out that the consideration of additional features does not lead to an improvement in the
performance of the CNN model and may, on the contrary, increase the noise during training.
Nevertheless, this may not be the case for every dataset, which could explain the observed
improvements in [46, 47].
To better reflect the variety of promoter signatures occurring in the Leguminosae family,
I tested different CNN models trained on combinations of datasets from multiple species.
To this end, I chose to train the final model based on sequences from the species Lupinus
angustifolius and Medicago truncatula. Furthermore, it has been shown that the choice
of the non-promoter sequences used for training is important to minimize the number of
false positive predictions in unseen sequences [48]. For this purpose, Umarov et al. [45]
applied an adaptive construction method for the negative set, while Oubounyt et al. [48]
used an approach based on the shuffling of the positive set. Following this, I supplemented
the training data for the final model with additional non-promoter sequences taken from the
reference transcriptome of Vicia faba [130] as well as randomly selected sequences from
the Medicago truncatula genome excluding the promoter regions to enhance the ability of
the CNN to distinguish between promoter and non-promoter.
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For the analysis of the SNPs found in the predicted Vicia faba promoters, I focused on those
SNPs, which could be successfully mapped to the target region of Medicago truncatula
that is known to show conserved synteny with the V+C associated region of Vicia faba. A
preliminary association analysis of these 14 SNPs revealed two markers with a significant
and near-perfect association with the trait. The two markers are located only 3 bp apart
and thus belong to the promoter of the same gene. Despite both of them having the same
p-value for the association, comparing their effects on the binding of TFs revealed different
consequences. Whereas the allele change of the first marker entails severe consequences in
the form of the loss of two binding sites and the gain of one binding site for a different TF,
the second marker causes only a minor change in binding affinity for a TFBS (see Table
5.8). In addition, functional analysis of the gene of interest and the affected transcription
factors shows that, although the gene itself does not appear to be associated with the syn-
thesis of V+C, the TF MYB61 has a potential link by being involved in the development of
the seed coat epidermis [245, 246], which is the presumed site of V+C biosynthesis [247].
This exemplifies how the study of regulatory SNPs and their functional consequences on TF
binding can lead to new insights into the molecular mechanisms underlying the trait under
investigation.
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6.2. Mutual information based detection of epistatic SNP pairs

It has previously been shown that information theoretic methods based on mutual informa-
tion (MI) are powerful approaches for the detection of epistatic interactions [76, 77, 78, 79,
80, 81]. Not only there, but also in many other fields, mutual information has been used
as an effective measure for the association between variables including linear as well as
non-linear relationships [88, 214, 220, 293, 294, 295, 296, 297]. However, the general ap-
plicability of a method, particularly in the field of animal and plant breeding, requires it to
be suitable for qualitative as well as quantitative phenotypes. For this reason, an extension
of the previous MI methods, which are only suitable for qualitative traits, is required, and
thus I adapted the estimator developed by Ross [87] for the case of MI between discrete
and continuous variables. As shown in Section 5.2.1, the estimator can be successfully used
to detect associations between SNPs and quantitative phenotypes. Surprisingly, I found that
a higher k value improves the power of the measure when it comes to the detection of as-
sociations involving traits of a low heritability (see Figure 5.1), although previous studies
recommended a small value of k for this purpose [87, 156]. Furthermore, I have shown
by means of an example that MI may be more suitable than the standard linear regression
method for the detection of non-linear association between a single SNP and the phenotype
(see Section 5.2.2). As shown in Figure 5.2, such non-linearity could easily be caused by
an epistatic interaction.
The progress over the last decade in the field of genome sequencing and genotyping arrays
has increased the available genotype data tremendously. However, with the ever-increasing
amount of data, comes the challenge of providing tools that can handle such datasets in a
feasible computation time. To overcome this challenge, redundant SNPs can be removed
by LD pruning with a high threshold [212] (see Section 4.3.1), but there are still too many
SNPs in a dataset to analyze all possible pairs. A commonly used approach to reduce the
computational effort is to preselect sets of SNPs that are deemed as important and analyze
only those, as is done by BOOST and other methods [166, 298, 299]. Such an approach
can potentially eliminate some SNPs which, nevertheless, influence the phenotype in inter-
action with another SNP. To overcome this problem, in my proposed method, I consider all
SNP pairs where at least one SNP shows a strong association signal to the phenotype, which
ensures a tractable computational time for MIDESP. A similar filter was used by Slim et al.
[300] in their epiGWAS program. For this step, I followed the approach outlined by Gültas
et al. [214, 215] to separate the SNPs with strong association signals from the remaining
SNPs (see Section 4.3.3).
However, the sole consideration of SNPs with strong association signals could lead to a
wrong interpretation in epistasis analysis since the joint mutual information values are in-
fluenced by the association of the single SNPs with the phenotype, as I demonstrated by
means of an example in Section 3.3.2.1. This can result in the detection of false positive
interactions that are only found due to the effect of one SNP. To minimize this influence,
the application of the average product correction (APC) is essential, which was developed
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by Dunn et al. [88]. Moreover, Meckbach et al. [220] showed that the APC is universally
applicable to MI-based methods to estimate the expected (background) association level
of a variable. Although the concept of the APC theorem seems to be suitable for the pur-
pose of MIDESP, its application would require a huge additional computational overhead.
Therefore, I followed a strategy based on the three different distributions of the SNPs (see
Section 4.3.3) for the efficient estimation of the expected level of background association
of SNPs. In particular, in Equation 4.3.12 I randomly choose the SNP X l from the set of
SNPs that follow the G2 distribution. This process ensures that the expected background
level of SNP X i is clearly higher than it would be if estimated based on the whole set of
SNPs. Consequently, the removal of the estimated background associations (APC values)
from the obtained NMI values results in the separation of correct epistatic signals caused by
SNP pair and phenotype interactions from background signals. Being of particular interest,
in my analysis, I illustrated the effectiveness of the APC based on the BT dataset in Fig-
ure 5.3. This analysis reveals that the over-representation of SNPs with large single effects
among the pairs with the highest NMI values can be considerably reduced based on the
application of the APC, which in turn results in the detection of further associated genes.
As an alternative to the joint mutual information, several methods utilize the information
gain (IG) to detect epistasis [77, 78, 79, 80]. This approach has the advantage of automat-
ically removing the main effects of the single SNPs and thereby largely reflecting only the
synergistic effect of the SNP pair (see also Section 3.3.2.1). However, IG is more difficult to
interpret due to the possibility of negative values, which also prevents the application of the
APC theorem. Furthermore, the previously mentioned estimated background associations
include the main effect of the SNPs in the APC correction, and thereby negate the advantage
of IG. Therefore, I decided to use the joint mutual information instead.
One limitation of MI-based methods, which is shared by MIDESP, is that they do not return
a p-value for the corresponding MI-value. Instead, these methods and MIDESP simply re-
port a certain percentage or absolute number of the top results with the highest MI-values
[76, 80, 301]. As an alternative approach, several methods suggest to apply permutation
testing in order to obtain p-values [76, 78, 79, 213]. However, in order to apply permutation
testing to MIDESP, it would become necessary to re-estimate the expected background level
of each SNP for each round of permutation. The resulting computation time would be in-
feasible for larger datasets. For that reason, I did not include such an approach in MIDESP.
The results I presented in this thesis for the two different genotype-phenotype datasets show
that the functional analysis of the detected genes provides essential information to decipher
the genetic background of the traits under consideration. Surprisingly, I found a higher
number of associated genes for the bovine tuberculosis dataset with a qualitative trait than
for the egg weight dataset with a quantitative trait. This can be explained due to the large
difference in the initial number of SNPs in both datasets. In comparison to the large num-
bers of associated genes detected by MIDESP, both original studies [195, 198], in which the
datasets were published, were only able to find two significantly associated genes for the
respective dataset using standard GWAS approaches.
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To further investigate the impact of the APC theorem in the epistasis analysis and to gain
more insight into its influence on the detection of genes, I analyzed both datasets with and
without the application of the APC (see Figure 5.3). It can be assumed that without the APC,
the results of MIDESP are in line with previous methods that utilized MI for the detection
of epistatic interactions for qualitative phenotypes [76, 81, 83, 84]. The analysis reveals
that the application of the ACP leads to a considerable increase in the number of associated
genes for both datasets. For example, only 135 and 177 significant genes were found for the
BT and EW datasets without using the APC, respectively. However, the correction of the
background association using the APC results in the detection of 511 and 221 associated
genes, respectively. The comparison of these genes showed that while 59 genes overlap for
the BT dataset, 51 overlapping genes are found to be significant for the EW dataset.
Additionally, I compared the results of MIDESP with and without APC correction with
three other existing methods for epistasis detection on the BT and EW datasets. It turned
out that for the most part all methods identified different sets of SNP pairs as epistatic in-
teractions with only little overlap (see Figures 5.7 and 5.8). Such divergent results have
previously been noted [284] and can result from the different approaches that the methods
use. Therefore, complementary approaches, which combine the results of several methods,
might be suitable to account for different types of epistatic interactions.
The functional analysis of these genes based on their GO categories reveals that many of the
identified genes are involved in the regulation of the immune responses regarding bovine
tuberculosis, with several of the functions having a reported association with mycobacterial
infections. The genes that were detected for the egg weight dataset, on the other hand, are
mainly related to the production of important components of the egg and the transportation
of these components to the uterine fluid. Overall, my results indicated that MIDESP is an
effective method for the detection of epistatic interactions that, for the first time, enables
the analysis of quantitative phenotypes using MI and further extends the existing informa-
tion theoretic methods by correcting the influence of background associations of the SNPs
through the application of the APC theorem.





7. Conclusion

In this last chapter, I first summarize the methods I presented in this thesis as well as their
results. At the end, I give an outlook in which I provide some ideas for possible extensions
of the methods and show some potential fields of applications for future research projects.

7.1. Summary

In this thesis, I presented two frameworks that I developed with the goal of elucidating
different aspects of the relationship between the genome and a trait of interest. With the
first framework, I aimed at the identification of rSNPs and their putative consequences on
the binding of transcription factors (TF) (see Section 4.2). By using known promoter and
non-promoter sequences from species closely related to Vicia faba, which have annotated
reference genomes available, I was able to train a convolutional neural network for the pur-
pose of detecting promoter sequences in a partial genome of Vicia faba that I assembled
from genotyping-by-sequencing data obtained from 20 plants with known V+C content. In
this case, the knowledge of conserved promoter signatures across related species thereby
invalidates the need for the expensive and time-consuming process of assembling and anno-
tating a reference genome for the species under study. Based on the location of the putative
promoters, I was then able to analyze the SNPs in these promoters regarding their effects
on the binding affinity of TFs. My analysis revealed two rSNPs that are highly associated
with the V+C content of Vicia faba, which could be useful candidates for marker-assisted
selection. Of particular note is that one rSNP disrupts a binding site of the TF MYB61,
which has a potential link to the presumed site of the V+C biosynthesis (see Section 5.1.6).
Finally, this application demonstrates the possible utility of using cross-species promoter
prediction for species without annotated reference genomes.

In my second framework, I developed a method named MIDESP for the detection of
epistatic interactions between SNP pairs based on mutual information (see Section 4.3).
This method extends the existing mutual information-based approaches for detecting epis-
tasis by additionally enabling the identification of epistatic interactions between SNP pairs
and quantitative phenotypes. For this purpose, I adopt a kth-nearest neighbor-based ap-
proach to accurately estimate the level of epistasis. Furthermore, in MIDESP, I consider the
existence of background associations between the SNPs and phenotype and incorporate the
average product correction theorem to reduce their possible effect on the results. To demon-
strate the performance of my method, I applied it on simulated as well as real datasets,
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which were related to bovine tuberculosis and the weight of chicken eggs, respectively. A
comparison of the results with and without application of the average product correction
has shown that it has a significant impact on the identified interactions and is necessary to
prevent the detection of non-epistatic pairs that arise due to the strong effect of a single
SNP. For the biological evaluation of the results, I performed a gene ontology analysis of
the genes involved in epistatic interactions. These findings revealed that the identified genes
are strongly related to the respective trait under study for both datasets (see Section 5.2).

Overall, both methods are able to provide new insights into the mechanisms underlying the
expression of the phenotype by identifying SNPs that participate in specific aspects of the
association between genotype and phenotype.

7.2. Outlook

With regard to the identification of rSNPs in Vicia faba, the next step would be to verify the
found associated SNPs on a larger set of plants with respect to their suitability as markers for
the V+C content. Verified markers could then be used in marker-assisted breeding programs
to create new Vicia faba lines with a low V+C content and, thereby, improve the use of this
plant for human and animal consumption. Although the conservation of promoter signa-
tures across related species, on which this framework is based, has been explored, a more
detailed and comprehensive examination would be interesting, especially given the differ-
ent prediction performances of the respective species. Furthermore, while the prediction of
promoters with convolutional neural networks achieves high performances, innovations in
the field of deep learning could provide further improvements. One potential new approach,
for example, are variational autoencoders [302]. These are a special type of neural network
that could be trained on a dataset, which contains only promoter sequences and no non-
promoter sequences. The idea is that the network would learn the structures of the promoter
sequences and if applied on a non-promoter sequence would recognize it as an anomaly.
This would eliminate the need for a negative dataset for training, whereas the current ap-
proaches require a careful selection of non-promoter sequences for training to achieve a
high performance.

Regarding the detection of epistatic SNPs, there are several possible extensions for MIDESP
that might be worthwhile. So far, MIDESP is limited to the detection of epistatic SNP
pairs. However, there also exists so-called higher order epistasis, which is based on groups
of three or more SNPs that jointly interact with a phenotype. While the formula for the
mutual information can be easily extended in this way, such a change would also require
a non-trivial change in the average product correction, which is designed only for pairs of
variables. Furthermore, there is the ensuing increase in the runtime to consider, which might
require new filtering steps to be kept in check. An additional consideration that could be
made is the explicit inclusion of confounding factors such as age, sex or population structure
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for example. Linear mixed models include these factors as covariates in the field of genome-
wide association studies as well as epistasis detection. Information theory offers as a related
notion the formula of the conditional mutual information, which allows us to measure the
association between two variables given that the information from other variables is known.
Nevertheless, for a quantitative phenotype this necessitates an extensive redesign of the
mutual information estimator. Finally, it would be interesting to see how the SNP pairs
identified by MIDESP could affect the performance of genomic prediction resp. selection
methods. Initial experiments done by others have shown promising results, however, a more
in-depth analysis is still required.
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Abstract: Faba bean (Vicia faba) is a grain legume, which is globally grown for both human
consumption as well as feed for livestock. Despite its agro-ecological importance the usage of
Vicia faba is severely hampered by its anti-nutritive seed-compounds vicine and convicine (V+C).
The genes responsible for a low V+C content have not yet been identified. In this study, we aim to
computationally identify regulatory SNPs (rSNPs), i.e., SNPs in promoter regions of genes that are
deemed to govern the V+C content of Vicia faba. For this purpose we first trained a deep learning
model with the gene annotations of seven related species of the Leguminosae family. Applying
our model, we predicted putative promoters in a partial genome of Vicia faba that we assembled
from genotyping-by-sequencing (GBS) data. Exploiting the synteny between Medicago truncatula and
Vicia faba, we identified two rSNPs which are statistically significantly associated with V+C content.
In particular, the allele substitutions regarding these rSNPs result in dramatic changes of the binding
sites of the transcription factors (TFs) MYB4, MYB61, and SQUA. The knowledge about TFs and
their rSNPs may enhance our understanding of the regulatory programs controlling V+C content of
Vicia faba and could provide new hypotheses for future breeding programs.

Keywords: promoter; rSNP; convolutional neural network; Vicia faba; GBS; vicin/convicin

1. Introduction

New methods in the field of genome sequencing—commonly summarized as next generation
sequencing (NGS)—offer cost-effective strategies to produce massive amounts of sequencing data.
One of these methods is genotyping-by-sequencing (GBS), which is an efficient method to obtain
genome-wide genotype data for any species [1]. The characteristic feature of GBS is the reproducible
generation of short genomic fragments using known restriction enzymes. Thanks to its easy
applicability, GBS is currently the method of choice in the field of plant sciences since it makes
plants without reference genome amenable to genomic analysis. Several groups have applied GBS to
obtain high-quality genome-wide SNP markers. These markers have often been used for applications
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like GWAS, marker-assisted selection, breeding value estimation in genomic prediction, analysis
of high density genetic maps, or assessment of population dynamics in plant genomics and plant
breeding [2–10]. Another remarkable feature of GBS has been highlighted by Elshire et al. [11], namely
that it made the analysis of regulatory regions of genes such as promoters feasible. Despite the
growing interest in the analysis of GBS sequenced reads, this capacity of GBS has been poorly studied.
This sequencing approach is particularly important for crop species which still often lack a reference
genome sequence such as Vicia faba. The capacity of GBS to generate sequences of regulatory regions
could be used for the prediction of such regions, e.g., promoters, in Vicia faba.

The faba bean is an Old World grain legume, which is grown both for combine harvested feed
and as vegetable crop for human consumption. It is diploid with 2x = 12 very large chromosomes.
Due to its large size of 13 Gbp [12], there is thus far no sequenced and annotated reference genome
available for this plant. Despite its agro-ecological importance (N-symbiosis, rotation hygiene, and
pollinator support) [13] it is a crop of limited importance in many countries. This is mainly caused by
its anti-nutritive seed-compounds vicine and convicine, which are co-occurring pyrimidine glycosides
(in the following termed V+C) and have negative effects to animals such as laying hens, broilers and
piglets, but also to 400 million humans suffering from G6PD deficiency [14,15]. The V+C content is
a factor that severely limits the wider usage of Vicia faba as feed for animals and food for humans.
Breeding V+C-poor varieties and production and marketing of their fruits could have a range of
positive effects including e.g., reduction of environmentally critical soya bean imports into Europe
and Northern America, fostering of regional production methods, and avoidance of energy intensive
transports. To date, the location of the gene controlling the V+C content could only be restricted
to a region on chromosome 1 of Vicia faba that exhibits conserved synteny with chromosome 2 of
the related species Medicago truncatula between the Medicago truncatula genes Medtr2g008210 and
Medtr2g010180 [14,16].

The promoter of a gene is the region immediately around its transcription start site (TSS) as well
as further upstream of it. The promoter contains multiple elements that allow the binding of the
RNA polymerase II (Pol II) along with transcription factors (TFs), thus controlling the transcription
of the associated gene. Due to their impact on the gene regulation the SNPs located in the promoter
regions that affect the transcription factor binding sites (TFBSs) are commonly called regulatory
SNPs (rSNPs). Today it is well known that these rSNPs may be causal for the phenotype and
could therefore possibly provide prime candidates useful for breeding programs or marker-assisted
selection [17–22]. Despite the rich literature on the analysis of promoters, their prediction remains
a challenging task due to their complex and diverse structure. Until now, different machine learning
approaches have been developed, which form the core of most computational prediction methods
for promoter regions. Whereas in early works the emphasis was on the identification of specific
promoter elements (such as TATA boxes, initiator elements (Inrs), downstream promoter elements
(DPE) and others) or extraction of k-mer distributions [23–30], nowadays a more holistic approach
is given preference in that whole genomic regions are examined in Convolutional Neural Networks
(CNNs), which have been successfully applied in many species [31–36].

A large scale genome-wide key study has been conducted by Kumari et al. for the prediction and
analysis of core promoter elements (CPEs) across plant monocots and dicots [37]. For this purpose,
CPEs of four monocots and four dicots were comprehensively analyzed and compared to establish the
common as well as the specific properties of CPEs in promoter sequences. The results obtained in [37]
are, on the one hand, promising to enhance the limited knowledge available about the differences
between dicots and monocots with respect to their CPEs. On the other hand, they contributed to
gain novel insight into the plant promoter sequence architectures and showed that some promoter
signatures are strongly conserved within larger groups of plants like monocots or dicots. Based on
these findings, Shahmuradov et al. developed a model, namely TSSPlant, for the prediction of plant
Pol II promoters across species boundaries [38].
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In line with the studies of Kumari et al. [37] and Shahmuradov et al. [38] we designed an analysis
workflow for the prediction of promoter sequences as well as rSNPs of Vicia faba in this study. For this
purpose, we first trained a CNN model using the known promoter sequences of seven plants of the
Leguminosae family. Second, using GBS sequence reads of 20 Vicia faba lines with known V+C content,
we assembled a de novo draft partial genome. Thereafter, we called the genomic variants by aligning
the GBS reads to the partial genome to obtain high quality SNPs for candidate gene association studies.
Next, applying our CNN model to the partial genome sequences, we have predicted the potential
promoter sequences of Vicia faba. Finally, we analyzed the SNPs in these promoter sequences that
were associated with the V+C content of Vicia faba regarding their effect on the binding affinity of TFs.
Our results show that 2.46% of the assembled sequences were predicted to be promoters. We found
14 regulatory SNPs that could be mapped to the syntenic Medicago truncatula region harbouring the
major gene for low V+C content [14,16]. These findings could be of use to increase our understanding
of the regulation of the V+C content and could provide novel genomic targets for future breeding
strategies of V+C poor Vicia faba varieties.

2. Materials and Methods

2.1. Plant Material and Sequencing

In total, 20 inbred lines of Vicia faba were selected of which six had low V+C content and 14 had
high V+C content (see Supplementary Table S5). The lines were inbred via single-seed descent from
cultivars, from a gene-bank accession, from biparental crosses or from a landrace and include winter
and spring types. DNA was extracted from the grains of the plants. Two pooled grains were used
per line. DNA extraction was done with LGC’s sbeadex livestock kit following the lysis protocol L
for plant tissue. Genotyping-by-sequencing was carried out on the Illumina NextSeq 500 V2 platform.
The DNA was digested with the restriction enzyme MslI (recognition sequence: CAYNN^NNRTG).
Per sample ∼3 million 150 bp paired end reads were obtained. Then sequencing adapter remnants
were clipped and reads whose 5′ ends did not match the restriction enzyme site were discarded.
The sequencing and filtering was performed by LGC Genomics GmbH (Berlin, Germany).

2.2. Assembly of a Partial Vicia faba Genome

Following the de novo assembly strategies used in [39,40], we applied the de novo assembler
Trinity [41] to the GBS sequence reads for the construction of a partial genome for Vicia faba. In total,
694,605 contigs with an average length of 236 bp were constructed. To filter out redundant contigs,
we clustered the contigs with CD-HIT [42] using a threshold of 95.0% for sequence identity.

2.3. Variant Calling and Association Testing

Following the variant calling pipeline outlined in [43], we mapped the sequence reads onto
the partial genome using Bowtie2 [44]. The variant calling was done with SAMtools mpileup [45].
We excluded structural variants such as insertions and deletions as well as non-biallelic SNPs yielding
1,880,592 SNPs. Low quality SNPs with a quality score of lower than 400 were excluded using PLINK
1.9 [46]. The association between candidate SNPs and the V+C content was tested with PLINK using
a 1df chi-squared allelic test. To control the type I error rate we set the false discovery rate (FDR) to 0.1.

2.4. Data Sets for Training the Neural Network

Mainly considering the members of the Leguminosae family, we used in our analysis seven
species (Glycine max, Lupinus angustifolius, Medicago truncatula, Phaseolus vulgaris, Trifolium pratense,
Vigna angularis, and Vigna radiata) that have a complete and annotated reference genome sequence
available. To further establish the cross-species promoter prediction performance of our CNN model
with a more distant plant, we also chose to include in our analysis the model species Arabidopsis
thaliana. Following [31,33], we extracted for each species their core promoter sequences covering
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the −200 bp to +50 bp regions relative to the transcription start sites (TSSs) of protein coding genes
from the Ensembl Plants database (release 45) [47] using BioMart [48]. Simultaneously, the sequences
covering [TSS+751,TSS+1000] from the core gene region of the genes were extracted, as non-promoter
sequences. Sequences that were not assigned to a chromosome or which contained ambiguous bases
were not considered.

Currently, due to the absence of an annotated reference genome, there is only scarce knowledge
about the promoter sequence architecture in Vicia faba. Hence, it is still challenging to determine
characteristic signatures of Vicia faba promoters that distinguish them from non-promoter regions.
To eliminate this lack of knowledge to some extent and to enhance the distinction of promoters
vs. non-promoters in Vicia faba, the consideration of additional non-promoter sets is important.
Consequently, we included two further sets of sequences of length 250 bp as non-promoters in
our analysis. While the first set was randomly extracted from the Medicago truncatula reference genome
by excluding the region [TSS-1000,TSS+500], the second set was sampled from the Vicia faba reference
transcriptome V2 which was downloaded from the Pulse Crop Database [49]. The final number of
sequences for each data set can be found in Table 1.

Table 1. Number of promoter and non-promoter sequences in the sets that were used as training sets.

Species # Promoter Sequences # Non-Promoter Sequences

Arabidopsis thaliana 23,315 23,315
Glycine max 46,199 46,199

Lupinus angustifolius 23,463 23,463
Medicago truncatula 32,158 32,158
Phaseolus vulgaris 22,750 22,750
Trifolium pratense 14,749 14,749
Vigna angularis 19,584 19,584

Vigna radiata 15,495 15,495
Medicago truncatula (Genome-wide) - ∼12,000

Vicia faba (Transcriptome) - ∼60,000

2.5. Sequence Features Used to Predict Promoters

In line with previous studies [33,38], we used a variety of additional features to characterize
promoter sequences as precisely as possible. We have determined the distribution of the following
features for the sequence sets listed in Table 1:
Feature 1: Frequency of the dinucleotides CA and CG
Feature 2: Frequency of the TATA motif
Feature 3: CG-skew of sequences (CGskew = #C−#G

#C+#G where #C and #G refer to the counts of nucleotides
C and G in the sequences)
Feature 4: Frequency of k-mers using different values for k
Information theory based features: we included in our analysis two additional features, namely the
Horizontal Mutual Information (HMI) and the Generalized Topological Entropy (GTE).

The HMI is calculated based on a predefined distance d between two positions in a sequence and
provides a measure of auto-covariation between the nucleotides of interest [50].

HMI(d) = ∑m={A,C,G,T}∑n={A,C,G,T} pmn(d) · log
pmn(d)

pm(d)pn(d)
, (1)

where pm(d), pn(d) and pmn(d) refer to the marginal and joint probabilities of the nucleotides being d
bp apart. A high value of HMI(d) indicates a strong correlation between the nucleotides regarding
their distance d.

Entropy is a measure to reflect the complexity of sequences. It has been used to characterize
the randomness of DNA sequences [51]. More specific varieties of entropies such as the GTE have
been successfully applied in [52,53] to explore and to compare the complexity of introns, exons,
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and promoter regions. Based on the findings of these studies, we included GTE as an additional feature
in our analysis which could provide an important information.

Let ω be a DNA sequence of length |ω| and let nω be the unique integer such that 4n + n− 1 ≤
|ω| < 4n+1 + (n + 1) + 1. Then the GTE is defined as

Hk
nω
(ω) =

1
k

nω

∑
i=nω−k+1

log4(pω(i))
i

(2)

where pω(i) refers to the number of unique sub-sequences of length i that appear in ω. We set k = nω

to consider sub-sequences of all possible lengths.

2.6. Convolutional Neural Networks

Our proposed model follows a CNN architecture, which is nowadays one of the most popular
neural network architectures [54]. Using convolutional layers as its core elements, a CNN is able to
automatically learn local as well as global features from the data layer-wise by applying a convolution
operation and by encoding specific aspects of the data [55–57]. Within a layer, an array of stacked
weight matrices of dimension W × H × D, where W, H, and D correspond to the width, height,
and depth of the array, respectively, is moved spatially across the input data [31,34]. At every possible
position, the summed element-wise product between the weight matrices and a subset of the input is
calculated and a corresponding feature map is computed.

The structure of the network that was used is illustrated in Figure 1. The input of the network
is formed by a sequence of nucleotides of length 250 bp where each nucleotide is encoded into
a one-hot representation and expressed by a four-dimensional vector, with A encoded as (1, 0, 0, 0),
C as (0, 1, 0, 0), G as (0, 0, 1, 0), and T as (0, 0, 0, 1). As can be seen in Figure 1, the network is composed
of four 1D-convolutional layers followed by a flattening layer, two fully-connected layers and an
output layer. All convolutional layers are implemented using a ReLU activation, a stride parameter
of 2, zero-padding and a filter size of 21. The first layer uses 64 filters, whereas the second, third and
fourth layers use 128, 256, and 512 filters, respectively. To avoid overfitting the training data, a dropout
layer with rate = 0.2 is used after each convolution [58]. After processing of the sequences by the
convolutional layers, a flattening layer transforms the output to a one-dimensional vector and passes
its values to two consecutive fully-connected layers with 128 and 64 neurons, respectively. Finally,
an output layer with a sigmoid activation classifies the input sequence as promoter or non-promoter.
Additional features were included one-by-one by concatenating their values to the flattening layer in
order to explore their effect on the improvement of the classification performance.

Figure 1. The network architecture of the CNN promoter prediction consists of four 1D-convolutional
layers followed by a flattening layer and two fully-connected layers. At the end, an output layer with
one neuron and a sigmoid activation function computes the probability that the analyzed sequence is
classified as a promoter sequence.

Before training the final model, a separate network for each species was trained individually
using the Adam optimizer [59], L2-regularization and binary cross-entropy loss [60]. For each network,
90% of the sequences were used for model training and 10% for testing. The CNN was implemented
in R using Keras [61] with TensorFlow [62] as a backend.

To assess the prediction performance we identified the number of correctly predicted promoter
and non-promoter sequences as True Positives (TP) and True Negatives (TN), as well as the number of
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true promoter sequences predicted as non-promoter sequences, False Negatives (FN), and the number
of true non-promoter sequences predicted as promoter sequences, False Positives (FP). From these
measures, we calculated Accuracy (ACC), Sensitivity (true positive rate), Specificity (true negative
rate), and the Matthews Correlation Coefficient (MCC) as below [33,34,63]:

ACC =
TP + TN

TP + TN + FP + FN
(3)

Sensitivity =
TP

TP + FN
(4)

Specificity =
TN

TN + FP
(5)

MCC =
TP× TN − FP× FN√

(TP + FP)(TP + FN)(TN + FP)(TN + FN)
(6)

2.7. Identification of Putative Regulatory SNPs

In order to identify regulatory SNPs (rSNPs), we analyzed the predicted promoter sequences
of Vicia faba. For this purpose, we first selected all SNPs that are located in promoters and that we
could successfully map against the Medicago truncatula genome from the initial 685,215 SNPs (see
Section 2.3). Second, we extracted for each SNP its flanking sequence covering ±25 bp relative to
the position of the SNP. Third, two copies of the extracted sequences were created: while the first
sequence contained at the SNP position the reference allele, the second contained the alternate allele.
Thereafter, we identified putative transcription factor binding sites (TFBSs) by applying the MATCHTM

program [64] together with a non-redundant plant position weight matrix (PWM) library obtained
from the TRANSFAC database [65] to the flanking sequences of each SNP. The MATCHTM program
provides for each putative TFBS a matrix similarity score (MSS) ranging from zero to one, which
reflects the potential binding affinity of the related TF to it. Finally, we predicted the consequence of
each SNP on the TFBS by comparing their MSSs in the two sequences. As a result we observed in our
analysis four different types of consequences: (i) no effect, (ii) change in binding affinity, (iii) loss of
TFBS (a TFBS appears only for the reference allele) and (iv) gain of TFBS (a TFBS appears only for the
alternate allele). Two TFBSs are considered as identical if their PWMs, positions and their strands are
equal for both alleles. If the scores computed by MATCHTM are identical in both alleles, the SNP is
assumed to have no effect on the TFBS. In our further analysis, we define a SNP as a rSNP, if it has an
effect on the binding affinity of at least one TF, i.e., if its type of consequence is (ii), (iii), or (iv).

3. Results and Discussion

Classical application of GBS includes the identification and genotyping of large numbers of
genomic variants. This provides several possibilities in plant breeding like the discovery of important
markers by GWAS even in the absence of the reference genome. In this study, however, we focused
on another important property of the GBS approach, namely its capacity to access regulatory regions
(especially promoters) which serves as a basis for the identification of rSNPs in Vicia faba.

3.1. Processing the GBS Data

Sequencing of the 20 Vicia faba samples yielded 51 GB of GBS data. The de novo assembly and
filtering resulted in a partial genome consisting of 419,390 contigs with a total length of 100,037,292 bp.
Considering that the proposed size of the Vicia faba genome is about 13 Gbp [12] our partial genome
covered 0.77% of the total genome. Through remapping of the reads to the partial genome with
Bowtie2 and subsequent variant calling with SAMtools 1,880,592 SNPs could be derived. The quality
scores of these SNPs as given in the vcf file showed a clear bimodal distribution with a minimum
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at a quality score of 400. 1,195,377 SNPs having a quality score of lower than 400 were discarded,
such that 685,215 high quality SNPs remained.

3.2. Prediction of Promoter Sequences

3.2.1. Intra- and Inter-Species Promoter Prediction

In order to gain first insights into the predictability of promoters of the seven Leguminosae
family members and Arabidopsis thaliana, we trained our CNN model for each species individually.
The prediction reliability of the CNN model has been examined for each species by classifying the
intra- and inter-species promoters that were not used in the training process. To assess the performance
of the classification, the ACC, Sensitivity, Specificity and MCC values were calculated. The details
based on the ACC values are presented in Table 2 and the results based on the remaining measures are
given in the Supplementary Tables S1–S3.

Table 2. ACC values of the intra- and inter-species promoter classification using the species-specific
trained CNNs. Off-diagonal numbers are ACC values for inter-species classification, diagonal numbers
are ACC values for intra-species classification. For instance, a CNN trained on Lupinus angustifolius
and used for classification of Vigna angularis promoters has an accuracy of 0.974.

Trained
Evaluated Arabidopsis

thaliana
Glycine

max
Lupinus

angustifolius
Medicago
truncatula

Phaseolus
vulgaris

Trifolium
pratense

Vigna
angularis

Vigna
radiata

Arabidopsis
thaliana 0.901 0.767 0.690 0.746 0.797 0.765 0.633 0.733

Glycine
max 0.837 0.864 0.915 0.847 0.863 0.724 0.914 0.856

Lupinus
angustifolius 0.545 0.611 0.981 0.720 0.586 0.493 0.974 0.709

Medicago
truncatula 0.755 0.797 0.959 0.876 0.789 0.715 0.951 0.841

Phaseolus
vulgaris 0.845 0.842 0.888 0.834 0.898 0.748 0.880 0.853

Trifolium
pratense 0.822 0.764 0.696 0.751 0.794 0.840 0.689 0.736

Vigna
angularis 0.510 0.607 0.971 0.715 0.583 0.494 0.977 0.712

Vigna
radiata 0.741 0.812 0.937 0.827 0.825 0.675 0.928 0.904

The results presented in Table 2 show that although the CNN models have been trained only
using one-hot representation of sequences for each species individually, the network architecture is
able to recognize certain patterns in the sequences which leads to the predictability of promoters across
different species to a certain degree. These findings support the results presented in [37] and indicate
that some of the promoter signatures seem to be conserved between the Leguminosae family members.

Further, Table 2 demonstrates that the classification performance of some CNN models remarkably
results in higher ACC values for inter-species prediction than for intra-species prediction. In particular,
this is the case for the species Lupinus angustifolius and Vigna angularis whose promoters have been
predicted with very high accuracy by the CNN models of the other species except for the Arabidopsis
thaliana and Trifolium pratense models. This could be attributed to the underlying genome annotations
of these species since their annotations seem to be created based on the genome information of
well-studied family members. Especially, this assumption is true regarding the inclusion of the
Leguminosae family specific promoter patterns in the promoters of these species. This hypothesis has
been supported by the prediction performance of the Lupinus angustifolius model on the other species,
which reached very high degrees of specificity while only achieving low degrees of sensitivity. To this
end, we compared the inter-species prediction ACC values of the species regarding their performance
on Lupinus angustifolius and Vigna angularis. This comparison revealed that the promoters of Lupinus
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angustifolius were predicted with a slightly higher mean accuracy value than the promoters of Vigna
angularis (0.880 compared to 0.868).

So far, we trained our CNN model only using the order of the nucleotides in DNA sequences
(one-hot encoding). However, previous studies pointed out that the combination of one-hot encoding
with additional widely used features could lead to a substantially improved performance in promoter
identification [33,34]. For this purpose, we followed a similar procedure as suggested by Triska et al.
in [33] and systematically evaluated the combination of sequence features (see Section 2.5) in the CNN
model training of each species. The results are presented only for Medicago truncatula as an example
in Table 3.

Table 3. Contribution of additional features in the CNN model of Medicago truncatula.

Features Accuracy Sensitivity Specificity MCC

DNA sequence 0.876 0.897 0.855 0.750

DNA sequence + 2-mer 0.874 0.880 0.867 0.747

DNA sequence + 2-mer + frequency of CA motif 0.862 0.828 0.897 0.726

DNA sequence + 2-mer + frequency of CG motif 0.875 0.875 0.876 0.751

DNA sequence + 2-mer + HMI 0.874 0.882 0.865 0.747

DNA sequence + 2-mer + frequency of TATAA motif 0.876 0.875 0.878 0.752

DNA sequence + 2-mer + CG skew 0.876 0.889 0.863 0.753

DNA sequence + topological entropy 0.874 0.886 0.861 0.747

DNA sequence + 2-mer + topological entropy 0.871 0.852 0.890 0.743

DNA sequence + 2-mer + HMI +
frequency of TATAA motif 0.871 0.869 0.874 0.743

DNA sequence + 2-mer + HMI +
frequency of CA motif + frequency of CG motif +
frequency of TATAA motif + CC skew

0.873 0.859 0.888 0.747

DNA sequence + HMI +
frequency of CA motif + frequency of CG motif +
frequency of TATAA motif + CG skew

0.875 0.889 0.860 0.749

In contrast to previous studies [33,34], Table 3 shows that regardless of the usage of any
additional feature, the performance of the CNN model could in general not be significantly improved.
However, these results are in agreement with findings presented in [31,32,35,36] and indicate that
the CNN architecture is able to learn specific patterns inherent in the sequences automatically.
Hence, these patterns carry information which is obviously redundant to these widely used features.
Consequently, it turns out that the consideration of additional features does not lead to an improvement
of the CNN model performance and may, on the contrary, increase the noise during training.

3.2.2. Prediction of Vicia faba Promoters

The knowledge about the promoter signatures which are conserved between the Leguminosae
family members provides an important clue for the precise prediction of Vicia faba promoters, which still
remains a challenge. However, the consideration of the sequences of only one Leguminosae family
member in the CNN model could be insufficient to capture the variety of different promoter signatures
for the accurate computational identification of the Vicia faba promoters. To mitigate the drawback
of single species models we systematically examined different CNN models seeking to determine
the preferential combination of Leguminosae family members by intensifying the signal of promoter
sequences and thus to improve the performance of the CNN model. Consequently, we trained a CNN
model based on the species Lupinus angustifolius and Medicago truncatula since the combined usage
of their manually selected sequences perfectly complement each other. In the last step, we included
in the CNN model training two additional non-promoter sets (defined in Section 2.4) to enhance the
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distinction signals between promoter and non-promoter regions. The training sequences are given in
the Supplementary Files S6 and S7. The evaluation of this CNN model yields to clearly better ACC and
MCC values of 0.98 and 0.95, respectively. A further analysis reveals that the usage of other sequence
features together with one-hot encoding in our final CNN model does not affect the performance of
the classifier.

Finally, by applying the CNN model to the Vicia faba sequences of length 250 bp, we classified
in total 2.46% of them as potential promoter sequences. It is important to note that, due to the
random fragment orientation regarding the direction of the reads from GBS, the correct direction of
the sequences in the de novo assembly draft partial genome of Vicia faba is unknown. To address this
limitation, we considered in our predictions four different types of the sequences as: (i) the original
obtained assembly; (ii) the complement of the obtained assembly that is gained by keeping the reading
direction; (iii) the reverse of the obtained assembly that is gained by changing the reading direction;
and (iv) the reverse complement of the obtained assembly.

Checking the positions of the SNPs in the contigs disclosed that in total 132,399 out of 685,215 SNPs
were located in the predicted Vicia faba promoters. A flanking sequence of ±25 bp could only be
obtained for 118,492 SNPs. These SNPs with a complete flanking sequence were mapped against
the Medicago truncatula genome using the BLASTN algorithm with a threshold of 0.01 for the e-value
and of 0.9 for the percent identity [66]. Overall, we found 33,846 hits for 1976 SNPs showcasing the
repetitiveness of the Medicago truncatula genome. We identified 14 SNPs that map to the predefined
target region of Medicago truncatula that harbours orthologous genes associated with the V+C content
of Vicia faba [14,16]. This target region is ranging approximately from 1,300,000 bp to 2,300,000 bp of
the Medicago truncatula chromosome 2. An overview of these SNPs and their mapped position in the
Medicago truncatula genome along with the genes with the closest TSS is given in Table 4. We tested
these 14 SNPs for their association with the V+C content with PLINK. The adjusted p-values presented
in Table 4 suggest that SNP_341016_236 and SNP_341016_239, which are located in the same promoter,
show a highly significant association with the V+C content in Vicia faba while the associations of the
remaining SNPs are not significant at the level α = 0.05. For both of these SNPs the reference allele
only occurs in the low V+C lines with one exception while the alternate allele is restricted to the high
V+C lines (see Supplementary Table S8).

Table 4. The 14 SNPs found in the predicted promoters of Vicia faba that were mapped to the Medicago
truncatula target genomic region.

SNP_ID Genotype FDR Position Medicago Gene

SNP_131938_118 C/T 0.234 1,385,390 MTR_2g008290
SNP_302904_183 G/A 0.179 1,385,444

SNP_341016_236 C/T 1.17 · 10−7 1,554,857 MTR_2g008620
SNP_341016_239 G/A 1.17 · 10−7 1,554,860

SNP_356745_200 A/G 0.730 1,707,078 MTR_2g008960
SNP_280549_41 C/T 0.234 1,707,183
SNP_350273_103 G/T 0.234 1,707,199
SNP_350273_90 A/C 0.234 1,707,212

SNP_350273_61 G/A 0.234 1,912,704 MTR_2g009430
SNP_29452_204 G/A 0.730 1,912,812
SNP_29452_206 G/A 0.496 1,912,814

SNP_118828_190 C/T 0.234 2,030,017 MTR_2g009690

SNP_80231_27 C/T 0.234 2,163,048 MTR_2g009940
SNP_364434_97 A/T 0.359 2,163,084

Genotype refers to the reference and alternative alleles; FDR is the false discovery rate obtained in an association
test with the V+C content of 20 Vicia faba lines; Position is the position in bp on the Medicago truncatula
chromosome 2.
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3.2.3. Systematic Identification of Regulatory SNPs Associated with the V+C Content of Vicia faba

Following the studies of Xu et al. and Fu et al. in [67,68], we scanned the flanking sequences
of the SNPs by applying the MATCHTM program [64] to systematically identify the SNPs that
are likely to affect the binding affinity of transcription factors (TFs) and, thus, influence the gene
expression level. This search was done for the 1976 SNPs that were located in the predicted
Vicia faba promoters and which could be successfully mapped onto the Medicago truncatula genome.
We considered results of this run with an MSS score ≥0.85 as putative TFBSs (as suggested in [69]).
9444 putative TFBSs were identified. SNPs that were located in putative TFBSs were considered as
rSNPs. Their consequence types were determined by examining their predicted effects on the binding
affinities of the TFs. The rSNPs, their consequence and related TFs with corresponding PWM names
are given in Supplementary Table S4. The analysis of the 14 SNPs presented in Table 4 reveals that the
binding affinities of 44 TFs to their 79 TFBSs were affected. Focusing on the two highly significant SNPs
(SNP_341016_236 and SNP_341016_239) in the same promoter, we found that a nucleotide substitution
in SNP_341016_236 is likely to entail severe consequences regarding TF binding affinity, namely loss
and gain of TFBSs.

The substitution in SNP_341016_239 results in only a moderate change of the binding affinities
of TFs (see Table 5). The remarkably different consequences of both SNPs indicate their considerably
different influence for the precise and effective regulation of the corresponding gene, although their
p-values are the same.

Table 5. The two SNPs with the strongest association to the V+C content and their consequences.
The column Allele indicates for which allele of the SNP the binding site was found. TFBS refers to the
name of the binding sites, which were named after their PWMs. The structure of the PWM names is
given as: P$TFname_version, where “P$” stands for the PWMs used for the prediction of the TFBSs of
plant TFs. “TFname” refers to the name of the transcription factor, and “_version” refers to the version
of the PWM.

SNP_ID Allele TFBS MSS Consequence

SNP_341016_236 Ref P$MYB4_01 0.945 Loss of TFBS
SNP_341016_236 Ref P$MYB61_01 0.880 Loss of TFBS
SNP_341016_236 Alt P$SQUA_01 0.870 Gain of TFBS

SNP_341016_239 Ref P$MYB61_01 0.880 Score change
SNP_341016_239 Alt P$MYB61_01 0.881 Score change

3.3. Functional Analysis of the Candidate Gene and Transcription Factors

The Medicago truncatula gene MTR_2g008620 is the gene which is located closest to the two highly
significant SNPs. It is a beta-hydroxyacyl-ACP-dehydratase that is involved in the elongation of fatty
acids as well as in the related metabolism of biotin [70,71]. A direct association with the creation
of V+C which has been linked to the orotic acid pathway [72] is not obvious. This seems plausible
since Medicago truncatula does not synthesize V+C. Of more interest are the transcription factors for
which we found putative binding sites that are affected by the two SNPs. The TF SQUA belongs to
the MADS-box domain group whose genes play vital roles in multiple aspects of plant development
(for instance development of flowers, fruits and roots as well as regulating flowering time) [73,74].
Such genes regulate, for example, stem growth and early flowering in soybean [75] or vernalization
response in wheat [76]. SQUA itself is involved in the determination of floral meristem and organ
identity [77,78]. The MYB domain group is one of the largest families of TFs in plants. Its members are
involved in the regulation of development, metabolism, the circadian rhythm, and responses to biotic
and abiotic stresses in plants [74,79,80]. In Medicago truncatula multiple MYB TFs including MYB4 and
MYB61 are involved in flavonoid biosynthesis during macrosclereid cell development [81]. MYB4 in
particular regulates abiotic stress responses towards UV-B light and cadmium toxicity in Arabidopsis
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thaliana [82,83] and cold in Oryza sativa [84]. It has also been shown to influence the biosynthesis
of flavonoids [85]. MYB61 participates in the response to cold stress in Medicago truncatula [86].
In Arabidopsis thaliana, this TF is expressed in sink tissues, such as xylem, roots and developing seeds,
and controls resource allocation influencing growth and development of the plant [87]. It has also been
shown to affect trichome initiation, root development and stomatal aperture and it is necessary for the
biosynthesis of gibberellin [88,89]. Furthermore, it is required for the seed coat mucilage deposition
during the development of the seed coat epidermis [90,91]. This is a promising result considering that
the seed coat is the suggested site of biosynthesis of the V+C compounds [92].

4. Conclusions

With their anti-nutritive effects the high vicine and convicine content has so far restricted the
usage of Vicia faba as feed for livestock or as crop for human consumption. Identifying causal markers
and understanding the mechanisms of regulation of the V+C content are important steps for breeding
new cultivars with lower V+C content. This task is even more challenging since a complete and
annotated reference genome for Vicia faba is still missing. In this work we harnessed the knowledge
about regulatory regions in related species to train a convolutional neural network, which allowed us
to predict those regions in Vicia faba. This model permitted us to classify DNA sequences as promoter
or non-promoter without undertaking the considerable effort of assembling and annotating a reference
genome. We applied this model to GBS data of Vicia faba for the identification of its putative promoter
regions as well as regulatory SNPs therein. Our results show that we were able to detect two rSNPs
significantly associated with the V+C production in Vicia faba. We suggest these rSNPs as promising
candidates for marker-assisted selection. In particular, the associated transcription factor MYB61 could
provide new insights into the molecular mechanisms underlying V+C. To the best of our knowledge,
this is the first study which uses the gene annotations of related species of the Leguminosae family
to predict promoters and rSNPs of Vicia faba based on the GBS data. The analysis approach that we
presented here could potentially also be applied to other species that lack a reference genome which is
still the case for many crop species.
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TFBS analysis. Table S5: Overview of the 20 Vicia faba lines used in the analysis. File S6: Promoter sequences used
for training the model. File S7: Non-promoter sequences used for training the model. Table S8: Alleles of the 20
Vicia faba lines for the two significantly associated rSNPs.
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Abbreviations

The following abbreviations are used in this manuscript:

SNP Single Nucleotide Polymorphism
rSNP Regulatory Single Nucleotide Polymorphism
CNN Convolutional Neural Network
TF Transcription Factor
TFBS Transcription Factor Binding Site
V+C Vicin and Convicine
FDR False Discovery Rate
HMI Horizontal Mutual Information
GTE Generalized Topological Entropy
CPE Core Promoter Element
PWM Position Weight Matrix
MSS Matrix Similarity Score
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Abstract: The grain faba bean (Vicia faba) which belongs to the family of the Leguminosae, is a
crop that is grown worldwide for consumption by humans and livestock. Despite being a rich
source of plant-based protein and various agro-ecological advantages its usage is limited due to its
anti-nutrients in the form of the seed-compounds vicine and convicine (V+C). While markers for a
low V+C content exist the underlying pathway and the responsible genes have remained unknown
for a long time and only recently a possible pathway and enzyme were found. Genetic research
into Vicia faba is difficult due to the lack of a reference genome and the near exclusivity of V+C to
the species. Here, we present sequence reads obtained through genotyping-by-sequencing of 20
Vicia faba lines with varying V+C contents. For each line, ∼3 million 150 bp paired end reads are
available. This data can be useful in the genomic research of Vicia faba in general and its V+C content
in particular.

Dataset: The reads have been submitted to the European Nucleotide Archive (ENA) under the
accession PRJEB38838.

Dataset License: CC-BY

Keywords: Vicia faba; GBS; vicine/convicine

1. Summary

The Protein Crop Strategy of the German Federal Ministry of Food and Agriculture has the
goal of raising the importance of domestic protein crops e.g., legumes in Germany and Europe in
order to improve ecosystem services and resource conservation as well as to reduce the dependency
on imported crops [1]. The faba bean (Vicia faba) is a prime candidate for this strategy being a
globally grown legume that has several agro-ecological advantages (N-symbiosis, rotation hygiene,
and pollinator support) and serving as food for humans and livestock [2]. Regardless of these
benefits its usage is limited due to the anti-nutrients vicine and convicine (V+C) that occur in their
seeds. These compounds have negative effects to animals as well as to humans suffering from G6PD
deficiency [3,4]. Despite ongoing research efforts and the discovery of a robust marker for the V+C
content, the responsible genes and mechanisms remained unknown for a long time and the location of
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the locus could only be restricted to an interval on chromosome 1 of Vicia faba that shows conserved
synteny with a region on chromosome 2 of the related species Medicago truncatula that is about
900,000 bp long [3]. Research has been exacerbated due to the lack of an annotated reference genome
for Vicia faba, which is assumed to be about 13 Gbp [5]. In a recent preprint the authors have found
an enzyme associated with V+C biosynthesis and identified it as a guanosine triphosphate (GTP)
cyclohydrolase II, proposing the purine GTP as a precursor for vicine [6]. The breeding of novel low
V+C varieties to improve the usage of Vicia faba as feed is the goal of the project Abo-Vici, which is
supported by the German Federal Ministry of Food and Agriculture [7]. As part of this project we
obtained reads from 20 Vicia faba lines with known V+C content through genotyping-by-sequencing
(GBS). We offer this data here for the benefit of researches into Vicia faba and its V+C content in particular.
We have so far successfully used this data for the prediction of regulatory regions in Vicia faba and the
identification of regulatory single nucleotide polymorphisms (SNPs) that are associated with V+C
content [8]. For this we built a partial genome for Vicia faba from the GBS reads that spanned ∼1 %
of the total genome and performed variant calling with it, which resulted in more than 600,000 high
quality SNPs. This partial genome is available upon request from the corresponding author. Finally,
while the data itself are not enough alone, the data can support the eventual creation of an annotated
reference genome for Vicia faba.

2. Data Description

The sequence reads for 20 Vicia faba lines obtained through GBS are stored as paired end reads
in two FASTQ files per Vicia faba line. These FASTQ files contain both the nucleotide sequence and
its corresponding quality scores as text. Per sample ∼3 million 150 bp paired end reads are available,
such that the total amount of sequence amounted to 18 Gbp. The uncompressed data required 51 GB
of disk space. The sequences have been deposited at the European Nucleotide Archive (ENA) under
the accession number PRJEB38838.

3. Methods

Plant Material and Sequencing

We obtained GBS data from 20 inbred lines of Vicia faba. The lines were inbred via single-seed
descent from cultivars, from a gene-bank accession, from biparental crosses or from a landrace and
include winter and spring types (see Table 1 for more information). Six of the lines had a low V+C
content and 14 had high V+C content. DNA extraction, sequencing and filtering were carried out
by LGC Genomics GmbH (Berlin, Germany). The DNA was extracted via LGC’s sbeadex livestock
kit following the lysis protocol L for plant tissue from the grains of the plants. From each line two
pooled grains were used. An extraction using the sbeadex plant kit was tested but provided poorer
results than the livestock kit. For each library construction 100–200 ng of genomic DNA were used,
which was quantified with a NanoDrop. The DNA was digested with 2 units of the restriction enzyme
MslI (NEB, recognition sequence: CAYNN^NNRTG) in NEB4 buffer in 20 µL volume for 2 h at 37 ◦C.
The restriction enzyme was heat inactivated by incubation at 80 ◦C for 20 min. The TrueSeq adapter
sequences used were:

• adapter_prefix_R1 ‘AGATCGGAAGAGCGGTTCAGCAGGAATGCCGAGACCGATC’
• adapter_prefix_R2 ‘AGATCGGAAGAGCGTCGTGTAGGGAAAGAGTGTAG’

For the ligation 10 µL of each restriction digest were transferred to a new 96well PCR plate,
mixed on ice first with 1.5 µL of one of 96 inline-barcoded forward blunt adaptors (pre-hybridized,
concentration 5 pmol/µL), followed by addition of 20 µL Ligation master mix (contains: 15 µL
NEB Quick ligation buffer, 0.4 µL NEB Quick Ligase, 7.5 pmol pre-hybridized common reverse
blunt adaptor). Ligation reactions were incubated for 1 h at room temperature, followed by heat
inactivation for 10 min at 65 ◦C. After the ligation reactions the libraries were purified using
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Agencourt XP beads. Following that the libraries were size selected by a size selection on a
LMP-agarose gel, removing fragments smaller than 300 bp or larger than 400 bp. For the final
quality control, Fragment Analyzer and Qubit were used. The libraries were then amplified in
20 µL PCR reactions using MyTaq (Bioline) and standard Illumina TrueSeq amplification primers.
The number of cycles was limited to 14. Having each line uniquely barcoded the samples were
pooled and ran on the same sequencing run. An Illumina NextSeq 500 V2 platform was then used for
genotyping-by-sequencing. Demultiplexing of the libraries was done using the Illumina bcl2fastq
2.17.1.14 software. Finally sequencing adapter remnants were clipped using cutadapt 1.13+18 [9]
and reads whose 5′ ends did not match the restriction enzyme site were discarded. As a last step
FastQC reports (https://www.bioinformatics.babraham.ac.uk/projects/fastqc/) were generated for
the FASTQ files.

Table 1. Vicine and convicine status of the 20 lines, name, sample ID, additional notes and European
Nucleotide Archive (ENA) accession number under which the sample data is available.

ENA Accession Sample ID V+C Line Notes

ERS4652931 Sample_8 Low Line 1268-4-1 Ancestor of low V+C content

ERS4652926 Sample_3 Low Mélodie/2 cv. Mélodie; minor, spring bean

ERS4652927 Sample_4 Low F7(Mélodie/2 x ILB938/2)-139-1-1
Near isogenic lines
(ILB938/2 is from Ecuador)

ERS4652928 Sample_5 Low F7(Mélodie/2 x ILB938/2)-201-3-1
ERS4652932 Sample_9 High F7(Mélodie/2 x ILB938/2)-139-2-1
ERS4652933 Sample_10 High F7(Mélodie/2 x ILB938/2)-201-4-1

ERS4652929 Sample_6 Low F7[VC.14.8099-843-2-1]
Near isogenic lines from a
breeder’s cross, spring beans

ERS4652930 Sample_7 Low F7[VC.14.8099-848-3-1]
ERS4652934 Sample_11 High F7[VC.14.8099-843-3-3]
ERS4652935 Sample_12 High F7[VC.14.8099-848-4-1]

ERS4652924 Sample_1 High HediLin-1 cv. Hedin; minor, spring bean

ERS4652936 Sample_13 High PietraLin Major, Mediterranean bean

ERS4652937 Sample_14 High (HediLin/1 x PietraLin)-2-4 Near isogenic linesERS4652938 Sample_15 High (HediLin/1 x PietraLin)-4-4

ERS4652939 Sample_16 High S_281

Academic winter bean linesERS4652940 Sample_17 High S_301
ERS4652941 Sample_18 High S_034
ERS4652942 Sample_19 High S_290

ERS4652925 Sample_2 High Hiverna/2 cv. Hiverna; minor, winter bean

ERS4652943 Sample_20 High Côte d’Or/1 Côte d’Or; minor, winter bean
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Simple Summary: The interactions between SNPs, which are known as epistasis, can strongly
influence the phenotype. Their detection is still a challenge, which is made even more difficult
through the existence of background associations that can hide correct epistatic interactions. To
address the limitations of existing methods, we present in this study our novel method MIDESP
for the detection of epistatic SNP pairs. It is the first mutual information-based method that can be
applied to both qualitative and quantitative phenotypes and which explicitly accounts for background
associations in the dataset.

Abstract: The interactions between SNPs result in a complex interplay with the phenotype, known
as epistasis. The knowledge of epistasis is a crucial part of understanding genetic causes of complex
traits. However, due to the enormous number of SNP pairs and their complex relationship to the
phenotype, identification still remains a challenging problem. Many approaches for the detection of
epistasis have been developed using mutual information (MI) as an association measure. However,
these methods have mainly been restricted to case–control phenotypes and are therefore of limited
applicability for quantitative traits. To overcome this limitation of MI-based methods, here, we
present an MI-based novel algorithm, MIDESP, to detect epistasis between SNPs for qualitative
as well as quantitative phenotypes. Moreover, by incorporating a dataset-dependent correction
technique, we deal with the effect of background associations in a genotypic dataset to separate
correct epistatic interaction signals from those of false positive interactions resulting from the effect
of single SNP×phenotype associations. To demonstrate the effectiveness of MIDESP, we apply it on
two real datasets with qualitative and quantitative phenotypes, respectively. Our results suggest
that by eliminating the background associations, MIDESP can identify important genes, which play
essential roles for bovine tuberculosis or the egg weight of chickens.

Keywords: mutual information; epistatic interactions; genome-wide association studies; single-
nucleotide polymorphism

1. Introduction

The development of high-density arrays for genotyping in recent years has allowed
genome-wide association studies (GWAS) to become powerful tools for the detection
of single-nucleotide polymorphisms (SNPs) that are associated with traits of interest.
However, GWAS methods are usually based on the analysis of single loci, ignoring the
potential interaction between genes, and are therefore of limited applicability for traits that
are controlled by multiple genes with possibly complex interactions [1–3]. These genes may
have only a small effect on the phenotype and could therefore be missed by single-locus
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analyses despite having a strong influence based on their interactions [4–7]. While large
parts of phenotype variance are attributed to individual SNP effects, these interactions,
which are commonly referred to as epistasis, have been shown to be of importance for
many complex diseases in humans such as asthma [8], cancer [9] or diabetes [10], as well as
for quantitative traits in animals [3,11–15] and plants [16–20], and could help to explain the
relationship between the genetic variants and the corresponding phenotype [2,13,21,22].

Due to the large number of possible combinations of SNPs even if only pairwise
interactions are considered, the detection of epistasis is a computational challenge, for
which a large number of algorithms have been proposed. These methods can be divided
into different categories depending on their search strategy. Exhaustive search strategies
test every possible combination of SNPs for significance, which often results in a long
execution time and can become infeasible for large datasets. This strategy has been used
by partitioning methods such as the Combinatorial Partitioning Method (CPM) [23] and
the Restricted Partition Method (RPM) [24], as well as several other methods [9,25,26].
Stochastic methods, on the other hand, use random sampling to increase their efficiency,
but their results and performance can depend on variables determined by the user. Bayesian
Epistasis Association Mapping (BEAM) [27], for instance, applies Markov chain Monte
Carlo to compute the posterior probability for association between SNPs and a disease.
Its extension epistatic MOdule DEtection (epiMODE) [28] uses Gibbs sampling with a
reversible jump Markov chain Monte Carlo to find epistatic interactions. Machine learning
methods such as neural networks [29–32], decision trees [33] or random forest [34–37] have
also been utilized for epistasis detection. Step-wise approaches form a fourth category
of algorithms, which first filter out SNPs with a very small or no association signal, and
then test among the surviving SNPs for epistatic interactions. BOolean Operation-based
Screening and Testing (BOOST) [38], as an example, first performs a likelihood ratio
test to filter out unimportant SNPs and then performs an exhaustive search on the others.
Leem et al. [39] utilized a k-means clustering of the SNPs and then searched for interactions
between SNPs in different clusters. Other methods still use the results of lower-order
interactions to find higher-order interactions in an efficient way [40,41].

Several of these methods use information-theory-based measures such as mutual
information to quantify epistatic interactions [39,41–46]. These measures consider the
SNPs and phenotypes as random variables, which allows them to quantify the amount of
information, or uncertainty, that is inherent to an SNP or a phenotype and to compute how
much information is shared between them, and thereby the strength of association [42].
This approach is model-free and therefore has the advantage of not requiring any prior
assumptions regarding the structure of the interactions. By considering all genotype
combinations of the SNPs as separate categories, this strategy also avoids the problem of
choosing an appropriate encoding method for the SNPs and their interactions, which has
been shown to influence the result of regression-based methods [47–49]. Nevertheless, the
application of information-theory-based approaches has so far been limited to case–control
phenotypes. This is because, while the mutual information between two discrete variables
can be efficiently calculated using simple contingency tables, the mutual information
between a discrete and a continuous variable requires computationally more challenging
approaches for an accurate estimation.

Furthermore, the methods mentioned above do not take into account different types of
obstacles resulting from sample structure, relatedness between the genotyped individuals
or marginal effects of single SNPs on the phenotype [19,50,51]. Such types of obstacles
can lead to background associations between SNP pairs and the phenotype, and thus the
importance of some SNPs in the epistatic interactions could be overestimated. Conse-
quently, the prediction of most existing methods could be biased, potentially impeding
the identification of correct epistatic signals. Hence, elimination of the bias inherent in
the genotype–phenotype datasets is needed to separate the signal caused by functional
interactions from the background associations between SNPs [19,50].
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In this paper, we propose a novel method called Mutual Information-based Detection
of Epistatic SNP Pairs (MIDESP) for the detection of pairwise epistatic interactions, which
extends the previously mentioned mutual information-based approaches by additionally
enabling the identification of epistatic interactions between SNP pairs and quantitative
phenotypes. For this purpose we adopt, in the context of epistasis for the first time, the
mutual information estimator developed by Ross [52], which accurately estimates the
level of epistasis using a kth-nearest neighbor-based approach. Moreover, to deal with the
possible obstacles inside a genotype–phenotype dataset (as mentioned above), our method
incorporates an additional step using the average product correction (APC) theorem [53]
to estimate the expected level of background association for each SNP pair. Finally, the
removal of the estimated background from the measured epistasis values leads to the
detection of correct epistatic signals arising from functional interactions.

In order to demonstrate the performance and functionality of MIDESP, we applied
it on two different types of genotype–phenotype datasets. The first type contains several
hundred simulated datasets, which we analyzed to optimize the parameters used in the
mutual information estimator. On the other hand, the second type contains two further
datasets with a qualitative and a quantitative phenotype, respectively. While the dataset
with the qualitative phenotype is related to bovine tuberculosis, the other one contains the
egg weight of chicken eggs. Our findings show that we are able to successfully reduce
the influence of background associations in the prediction of epistatic interactions, which
leads to the identification of novel markers/genes that are important to the phenotype
of interest.

2. Materials and Methods
2.1. Data

We analyzed two different datasets, one of which had a qualitative (discrete) case–
control phenotype, and the other one had a quantitative (continuous) phenotype. To ensure
the data quality, we applied several filters to the datasets following Ramzan et al. [54,55].
We removed SNPs with a minor allele frequency ≤ 0.01, a genotyping call rate ≤ 0.97, as well
as SNPs significantly deviating from the Hardy–Weinberg equilibrium (p–value < 1× 10−6). A
sample was removed if a phenotype was unavailable for it or if more than 5% of SNPs were
missing. Further, we performed linkage disequilibrium (LD) pruning to obtain epistasis
results without confounding them through LD [56]. Using PLINK [57], we removed all
redundant SNPs with an LD ≥ 0.99, and thus carrying very similar information about the
phenotype. Table 1 gives a short overview of the datasets and their respective sizes.

In the following section, we briefly describe the datasets. Researchers interested in
more details about the bovine tuberculosis data are referred to [58] and about the egg
weight data to [59].

2.1.1. Bovine Tuberculosis (BT)

This dataset was published by Bermingham et al. [58] and consists of 617,885 SNPs
for 1151 cattle. The estimated SNP-based heritability attributable to additive effects for
this phenotype is 21% [58]. The cattle belonged to the Holstein–Friesian breed and were
collected in Northern Ireland. Genotyping was performed using the BovineHD Geno-
typing BeadChip. The supplied phenotype is qualitative (case–control) and represents
the resistance of the animals towards bovine tuberculosis with 592 cases and 559 controls.
Bermingham et al. performed a GWAS on the data to find SNPs associated with resistance
to bovine tuberculosis. Overall, they found eight significantly associated SNPs representing
two different loci in the genome. After applying our filters 616,398 SNPs remained.

2.1.2. Egg Weight (EW)

The dataset relates to the egg weight (EW) in 36-week-old chickens belonging to a line
of Rhode Island Red chicken [59]. While the dataset contains the egg weights for multiple
different ages of the chickens, we decided to only use the data for 36-week-old chickens,
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since this phenotype contains the strongest signal found in previous GWAS [54,59]. For this
trait, the estimated SNP-based heritability is 36% [59]. A total of 1063 birds were genotyped
using the Affymetrix Axiom® 600 K Chicken Genotyping Array, resulting in an initial set
of 580,961 SNPs, which were then filtered. The dataset which was provided by the authors
only consists of the 294,705 SNPs that passed their quality filters. We could not remove any
further SNPs using our filters.

Table 1. Overview of the datasets used in our study.

Dataset Phenotype #Samples #SNPs #SNPs after Filtering #SNPs after LD Pruning

Bovine Tuberculosis Qualitative 1151 617,885 616,398 358,086
Egg weight Quantitative 1063 580,961 294,705 139,101

2.2. Method

Based on the number of samples, N , and the number of SNPs, P , we consider a
genotype × phenotype dataset as a matrix, MN×(P+1), where the rows refer to the samples
and the columns refer to the phenotype and the SNPs. Furthermore, the phenotype of
interest is denoted by YD and YC for qualitative (discrete) and quantitative (continuous)
traits. Let Si be a sample, let X j be the genotype of an SNP and let Yi be the corresponding
phenotype of Si. The entry of M at position (i, j) is depicted by Xi

j. In the following, we
also use X and Y as placeholders for any of the SNPs or phenotypes, respectively.

An overview of the MIDESP pipeline is shown in Figure 1.

Figure 1. Flowchart of the analysis applied in this study.

2.2.1. Background on Information Theoretic Measures

In information theory, the entropy, H(X) = −∑x∈X p(x) log p(x), is a measure for
the uncertainty of a discrete random variable, X, with alphabet X , which depends solely
on its probability function, p(x) = Pr{X = x}, x ∈ X . It can be interpreted as the amount
of information that is necessary to describe the variable on average. By considering the
joint probability function, p(x, y), of two discrete random variables X and Y with alphabets
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X and Y , this concept can be extended to the joint entropy, H(X, Y), of a pair of variables.
Based on these entropies, the mutual information between X and Y is defined as

MI(X; Y) = H(X) + H(Y)− H(X, Y), (1)

which gives the amount of information that is shared between the variables [60]. The
mutual information can be seen as a measure for the association between two variables,
which includes linear as well as non-linear dependencies [61].

However, Equation (1) is not applicable if one of the variables is continuous instead
of discrete. For a discrete variable X and a continuous variable Y the MI(X; Y) can be
estimated using the kth-nearest neighbor-based method developed by Ross [52], which has
been shown to be more robust than the commonly used binning-based approaches. The
mutual information is estimated as

MI(X; Y) =
1
N ·

N
∑
i=1

(ψ(N )− ψ(Nxi ) + ψ(k)− ψ(mi)), (2)

where:

• ψ(·) is the digamma function;
• Nxi for a given sample, Si, refers to the number of samples for which the genotype x

is the same as the genotype xi of Si;
• d is the distance between sample Si and its kth-nearest neighbor Sik with the same

genotype as Si, defined as the absolute difference between their phenotypes Yi and Yik ;
• mi is assigned the number of samples where the absolute difference between their

phenotypes and the phenotype Yi is less than or equal to d, irrespective of the genotypes.

The identification of these values is shown for a small exemplary dataset in Figure 2.

Figure 2. Procedures for estimating the mutual information between a discrete variable X as an SNP and a continuous
variable Y representing a quantitative phenotype using k = 3: (A) Genotype and phenotype values are given for ten samples
S1, S2, ... to S10. (B) Nx is defined as the number of samples where the genotype is equal to x. (C) For each sample, Si, a
sorted list of the samples is created based on the absolute difference between Yi and Yj for sample Sj. (D) The kth-nearest
neighbor is determined for each sorted list by going along the list and counting the samples that have the same X value as
the start sample. mSi can then be defined as the index of the kth-nearest neighbor in the sorted list. For sample S1 which has
the X value AA, the sample with the third-closest Y value and the same X value is sample S8, which has the index 7 in the
sorted list. Therefore, mS1 = 7. Based on the Nx and mSi values, the mutual information can be estimated.

As shown in Figure 2, only the phenotype Y is a continuous variable, hence in general,
we can reuse the sorted tables for every SNP by only changing the values of X. This allows
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for an efficient calculation of mi. Since MI is only estimated, the resulting values can be
outside the range of the valid interval, i.e., [0, H(X)]. Thus, the estimated values outside of
this range are set to the closest interval boundary.

2.2.2. Identification of Epistatic Interactions between SNP Pairs

In previous studies [39,42,46], the epistatic interaction between an SNP pair, Xi and
X j, and a qualitative phenotype, Y, has been successfully identified by employing the MI
metric for which Equation (1) is extended based on the joint entropy H(Xi, X j) as:

MI(Xi, X j; Y) = H(Xi, X j) + H(Y)− H(Xi, X j, Y), (3)

where H(Xi, X j, Y) is the joint entropy of the SNPs Xi and X j as well as the phenotype Y.
However, the concept of MI has not yet been applied to measure the epistatic interaction
between an SNP pair and a quantitative phenotype. To the best of our knowledge, we
apply for the first time the MI metric for this aim using the following equation:

MI(Xi, X j; Y) =
1
N ·

N
∑
l=1

(ψ(N )− ψ(N
xij

l
) + ψ(k)− ψ(ml)) (4)

In Equation (4), xij
l refers to the joint genotype of the SNP pair Xi and X j of sample Sl .

As shown in [53,62,63], the value of the mutual information and its possible range is
strongly dependent on the alphabet size and the marginal distributions of the variables.
A normalization of the values is therefore required to address this influence and to make
them comparable with each other for further analysis. We apply the following normaliza-
tion technique based on the entropy and the maximal possible alphabet size of the SNP
and SNP pair. Consequently, the MI(X; Y)—and MI(Xi, X j; Y)—values are normalized as

NMI(...; Y) = 2 · MI(...; Y)
log (max |X |) + H(...)

(5)

2.2.3. Detection of SNPs with Strong Association Signals

As it can be easily seen, the calculation of the pairwise interactions between all
SNP pairs requires a quadratic runtime. Therefore, the separation of SNPs with strong
association signals from the remaining ones is necessary to reduce the number of pairs
under study.

For this purpose, Gültas et al. [63,64] showed that by extending the standard multiple
testing theory [65,66], the NMI values can be modeled based on three different distribu-
tions: (i) a β distribution F0 (null distribution) representing the background signals; (ii)
a G1 distribution referring to the unrelated associations (in our case between SNPs and
phenotype); (iii) a G2 distribution modeling the strong association signals (in our case
between SNPs and phenotype).

From this follows that 1− F0(NMIX) is the corresponding p–value for the association
of a SNP X to the phenotype. The p–value is uniformly distributed over [0, 1] if NMIX
is F0-distributed. However, if X belongs to the G1 distribution of unrelated SNPs, its
corresponding p–value is skewed towards 1. On the other hand, if X is G2 distributed, its
p–value is skewed towards 0 (see Figure 3).

As the next step, based on two tuning parameters, λ1 and λ2, the fraction γ of the
NMIX which belong to the background is estimated using Equation (6):

γ̂ =
number of p–values in [λ1, λ2]

P · (λ2 − λ1)
(6)

so that the fraction of non-uniformly distributed p–values that fall into [λ1, λ2] is negli-
gible [65,67]. These two parameters are dataset-dependent and are automatically tuned
through a trial and error heuristic approach during the analysis [68].
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Finally, an SNP X is deemed as significant if its p–value is less or equal to τ, where
τ is a threshold depending on a user-defined false discovery rate, FDR, estimated using
Equation (7).

F̂DR(τ) =
γ̂ · P · τ

number of p–values ≤ τ
(7)

For the detection of epistatic interactions using the NMI(Xi, X j; Y) metric, for our
further analysis, we only consider SNP pairs where at least one SNP is significant, which
results in a reduction in the runtime.

1 
 

Figure 3. Distribution of p–values: the distribution can be divided in three parts, with G2 representing
the strongly associated SNPs, G1 the unrelated SNPs and F0 the background. SNPs with a p–value
less or equal to τ are deemed as significant.

2.2.4. Reduction of the Background Associations between SNPs and Phenotype

As shown in previous studies [19,50,51], a dataset-dependent background association
exists between the SNPs and the phenotype that may arise due to population stratification
or relatedness of the individuals under study. Such obstacles could interfere with the
identification of the correct epistatic signals, and thus could lead to the detection of false
positive association signals. Another background association could occur in the detection
of epistatic interactions using the NMI metric due to the high level of mutual information
between a single SNP and the phenotype. We introduce this issue by way of an example in
Section 3.2.

To eliminate these issues to some extent, in our study, we applied the average product
correction (APC) introduced by Dunn et al. [53]. The APC theorem is a very successful
information-theory-based approach to estimate the expected level of background associa-
tion between the variables in a dataset. Meckbach et al. [69] showed that this approach is
universally applicable, and thus we adopted it for our method. Following this approach, we
estimated the expected level of the background between the SNP pair and the phenotype
in the calculation of NMI(Xi, X j; Y) as

APC(Xi, X j; Y) = (
NMIXi · NMIX j

NMISNP
) (8)

In Equation (8), NMIXi and NMIX j are the average association levels of SNPs Xi and
X j, respectively, in the epistatic interaction:
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NMIXi =
1
h
·

h

∑
l=1

NMI(Xi, Xl ; Y), (9)

where h is a sufficiently large number (e.g., h > 1000) and the SNPs Xl are randomly
chosen. Further, NMISNP denotes the overall average normalized mutual information
calculated using a sufficiently large number of NMI values.

Finally, we subtracted the APC(Xi, X j; Y) value of an SNP pair and the phenotype
from their initial NMI(Xi, X j; Y) to obtain the corrected NMIapc(Xi, X j; Y).

2.2.5. Validation of the Epistatic Interactions

To identify the genes pertaining to epistatic SNP pairs, in our analysis, we only
considered the p-th percentile of the pairs with an NMIapc value > 0. For the interpretation
of the interactions, we mapped the SNPs to their corresponding genes based on the
mappings provided by the Ensembl database (release 103) [70]. The data were then read
into R and a gene–gene interaction network was created with the genes as nodes and their
interactions as edges using the igraph package [71]. The number of interactions of a node
was termed its degree. In the final step, these degrees were transformed into z-scores and
we consequently defined a gene as MIDESP-significant if its z-score was ≥ 3, as suggested
in [69].

To elucidate the biological functions of these genes, we followed previous studies [55,72]
and utilized the geneXplain platform [73] to perform a gene set analysis based on the
molecular functions of the genes. The results were then visualized in the form of a treemap.

2.2.6. Implementation

The MIDESP pipeline was implemented in Java and is available as a JAR file from
https://github.com/FelixHeinrich/MIDESP (accessed on 14 September 2021), allowing
for easy usage. The calculations were completely parallelized, allowing for an efficient de-
tection of significant epistatic interactions with a multi-core CPU. Genotype and phenotype
information in the form of tped and tfam files were required as input.

3. Results

In this paper, we introduce a novel information-theory-based method, MIDESP, for
the detection of epistatic interactions using genotype–phenotype datasets. MIDESP is able
to analyze both qualitative as well as quantitative phenotypes, unlike previous information
theoretical methods [39,41–46], which are only applicable to datasets with qualitative
phenotypes. Furthermore, our method takes into account the effect of dataset-dependent
background associations and eliminates them to some extent using the average product
correction (APC) technique [53] to separate correct/functional epistatic signals from those
of false positives.

This section consists of four major parts. First, in order to gain insights into the
influence of the prerequisite parameter k used in Equation (4), we systematically analyzed
several simulated datasets to find the most convenient value for it. Second, we introduced,
by way of an example, the possible background association effects in epistatic interactions
to highlight the importance of the APC approach in our method. In the following sections,
we analyzed, by applying MIDESP with a false discovery rate (FDR) of 0.05, two different
datasets with qualitative and quantitative phenotypes to demonstrate its functionality.

3.1. Analysis of Simulated Datasets for Parameter Setting

Today, it is well established that mutual information is an appropriate metric to mea-
sure the association between SNPs and qualitative (case–control) phenotypes [39,44,46,74–77].
However, we apply here for the first time this metric to quantitative traits. Therefore, we
analyzed several simulated datasets to identify a proper value of k, which is necessary for
the MI estimator (see Equations (2) and (4)). For this purpose, we employed the LDAK
software [78] to simulate several hundred genotype and phenotype datasets with three
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different heritability values: 0.05, 0.075 and 0.1. Consequently, we created 500 datasets
consisting of 1000 SNPs, 2000 samples and a continuous phenotype controlled by a single
SNP for each heritability value, respectively. Power was calculated as the proportion of
datasets where the causal SNP obtained the highest MI value. To establish a proper value
of k for the MI estimator, we systematically analyzed each dataset using k-values from 1 to
60. Despite Ross [52] and Kraskov et al. [79] both recommending a low value of k = 3, our
analyses indicate that such small values can be only considered for heritability values > 0.1
(see Figure 4). Further, Figure 4 suggests that simulation datasets with smaller heritability
values require a much higher k-value to successfully detect the causal SNPs of interest.
By systematically analyzing different k-values, we established that a value of k = 30 leads
to the highest increase in power for the estimator based on the heritability values under
study. We did not choose a higher value, since an increase in k results in a longer runtime
for the estimator and may likewise cause problems if the sample size is not large enough.

Figure 4. Analysis of simulated datasets for parameter setting of k.

3.2. Illustration of Background Associations and Its Correction Using APC

In information theory, mutual information (MI) is typically measured between two
variables, X1 and Y. Additionally, based on the chain rule of information [60], it is well
known that the introduction of a new variable, X2, might affect the relationship between X1

and Y, thus increasing the MI between X1 and Y. However, if the introduction of X2 does
not result in any new information, the corresponding MI value will not be affected [60].

In case of SNP×phenotype associations, this property of the MI needs to be consid-
ered since only the introduction of an additional SNP2 which increases the amount of
information between SNP1 and the phenotype Y should be taken into account for the
detection of epistatic interactions. The reason for this is exemplified in Figure 5. It can
be seen in Figure 5 that SNP1 and Y have the maximum MI value of 1, indicating their
perfect association. On the other hand, SNP2 as well as SNP3 have an association value of
0 to Y. Applying Equation (3) clearly shows that the introduction of SNP2 or SNP3 does
not affect the amount of association between SNP1 and Y, but on the other hand leads
to a false interpretation of epistatic interactions. To deal with this problem, we apply the
average product correction (APC) theorem [53], which ensures the elimination of negligible
increments in the MI value of epistatic interactions measured using Equations (3) and (4).

Another important aspect of the usage of the MI metric in the context of epistatic
interactions is its ability to detect the newly created relationship between a SNP pair and
the phenotype, even though the single SNPs themselves might not show any association to
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the phenotype. This property of MI can be considered for measuring the level of association
between SNP2 − SNP3 and Y (see Figure 5).

Figure 5. Example of MI values calculated from genotype data for three SNPs and twelve samples
with a binary phenotype. The table cells are colored based on the genotype value of the SNP for the
corresponding sample.

To demonstrate the importance of the APC in the analysis of epistatic interactions, we
further applied it for the correction of the MI values calculated using Equation (3) regarding
the BT dataset. We considered the top million MI values indicating the epistatic interaction
between the SNP pairs and the phenotype. Afterwards, for each SNP, we determined its
frequency among the interactions. The frequency distribution of SNPs and their single
association to the phenotype is shown in Figure 6A. As mentioned above, the frequency
of several SNPs is over-represented, which arises from their single association to the
phenotype. However, the application of APC dramatically reduces their frequencies in the
epistatic interactions. This finding clearly suggests that, although these SNPs individually
have a strong association to the phenotype, their epistatic interactions are negligible, as
shown with blue points in Figure 6.

3.3. Bovine Tuberculosis Dataset

By applying MIDESP to the BT dataset, we first identified 10,774 single SNPs in total,
with significant association to the phenotype. Taking all SNP pairs that contain at least one
of those significant SNPs into account, for the epistatic interaction analysis, we identified
3,799,984 SNP pairs, which corresponds to 0.1% of all possible pairs under study. After
that, we mapped these SNPs to their corresponding genes using the Ensembl database and
a gene–gene interaction network was created, as suggested in [80]. Finally, according to
this network, we detected 511 genes as MIDESP-significant and investigated their roles in
bovine tuberculosis disease based on enriched Gene Ontology (GO) terms (see treemap
depicted in Figure 7 and Supplementary Table S1).
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Figure 6. (A) shows the distribution of the SNP frequency and their association to the phenotype. The
blue and red points stand for the frequency of the SNPs based on with and without the application of
the APC, respectively. (B) only shows the frequencies for the interactions with APC.

 

2 

 

Figure 7. Gene Ontology (GO) treemap for genes associated with immunity to bovine tuberculosis. The boxes are grouped
together based on the upper-hierarchy GO term, which is written in bold letters.

The functional classification of these genes indicates that several of the GO categories
represented in the treemap play essential roles in the immune responses towards bovine
tuberculosis. Especially, metal ion transmembrane transporter activity and gated channel
activity are the most significantly enriched terms, shown in the green and purple boxes in
the treemap (Figure 7) obtained from the GO analysis, indicating the function of transmem-
brane proteins involved in the transportation of ions across membrane layers. Particularly,
ion channel blockers are known for their therapeutic implications in drug-resistant my-
cobacterial infection, especially voltage gated calcium channels, which are important for the
regulation of immunity against pathogens [81–84]. In this regard, increasing calcium influx
by inhibiting the voltage gated channels in immune cells such as macrophages is highly
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associated with protective immunity, particularly in increasing the expression of genes
involved in pro-inflammatory responses [84]. Other significant GO terms including actin
binding, Rho GTPase binding, glutamate receptor activity and postsynaptic neurotrans-
mitter receptor activity were also enriched in the treemap and their roles associated with
Mycobacterium tuberculosis are described below. Firstly, actin filament, which is an important
constituent of the cytoskeleton [85], is mainly associated with pro-inflammatory responses.
A primary aspect of mycobacterial infection is the manipulation of actin filaments [86],
notably inside the macrophages (immune cells engulfing the pathogens) of the host [87–89],
thereby pointing out the importance of actin-binding protein regulation for enhancing the
immune responses of the host. Several recent studies reported that neurotransmitters play
essential roles in the activation or suppression of immune responses through the regulation
of T-cell activity [90,91]. It is well known that T-cells play an important part in the defense of
the host against mycobacterial infections [92–94]. Specifically, the neurotransmitter taurine
was identified in relation with the susceptibility of cattle towards bovine tuberculosis [95].
Glutamate is likewise a neurotransmitter known for its effect on the immune system for
the regulation of T-cell activity [96,97]. Finally, Ras homology GTPases (Rho GTPase) are
proteins involved in the critical regulation of signaling pathways upon bacterial entry at the
site of infection, and therefore are involved in innate immune responses, particularly in the
multiplication of immune cells. It is essential to coordinate the immune responses at this
point to prevent the neighboring tissue from taking damage from inflammation. Involved
in the tight regulatory roles of multiple immune functions, these signaling proteins have
been reported as targets of Mycobacterium tuberculosis during the host cell invasion, which
might facilitate the pathogenesis of the bacteria [98–100].

3.4. Egg Weight Dataset

Similarly to the previous dataset, MIDESP was used to analyze the EW dataset, which
contains a quantitative phenotype. As a first step, we detected 3116 single SNPs that were
significantly associated with the trait. Based on these SNPs, we measured the epistatic
interactions between the SNP pairs and the phenotype and obtained 1,071,464 SNP pairs in
total that equate to 0.25% of all possible pairs under study. After mapping these pairs to a
gene–gene interaction network, we were able to identify 211 genes as MIDESP-significant.
The analysis of their roles regarding egg weight was again carried out using their enriched
GO terms (see treemap depicted in Figure 8 and Supplementary Table S2).

For egg weight, one of the major GO categories that emerged as a result of the gene set
analysis was the fatty acid ligase activity. Fatty acid ligases belong to the ligase family of
enzymes that take part in the biosynthesis of lipids [101]. Lipids constitute a major portion
of the nutrients found in egg and are primarily contained in egg yolk, which constitutes
31% of the total egg weight [102]. Multiple genes encoding fatty acid ligases have been
reported to play important roles in the laying performance of birds [103–105]. In this
regard, we were able to discover many genes with molecular functions associated with
acyl-CoA ligases, a group of enzymes, which are known to play important roles in the lipid
synthesis by making the chemically inert fatty acids undergo activation into acyl-CoA [106].
This activation comprises an ATP-dependent reaction catalyzed by ligase enzymes in the
presence of Mg2+ and CoA [107]. The usage of ATP and Mg2+ in this process can also
explain the role of adenyl nucleotide binding and magnesium ion binding, two other
categories identified in our analysis. Gated channel activity is another important GO term
found in this analysis. These genes ensure the transportation of nutrients and minerals,
which are required for the development of the egg. More importantly, for the synthesis
of the eggshell, which contributes around 9% to the total egg weight [102], large amounts
of calcium ions are supplied to the uterine fluid by transepithelial transport [102,108].
This transepithelial transport occurs with the help of ion channels, ion pumps and ion
exchangers in the reproductive tract of birds and the energy required for these processes
is provided by the metabolisms of ATP molecules [108]. Both nucleotide binding and
gated channel activity have been reported in association with egg weight and eggshell
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development in chicken [54,55]. Furthermore, genes related to protein transmembrane
transport activity were also identified in our analysis, which can regulate the transportation
of the large number of proteins found in an egg [102,109]. The gene set analysis further
reveals other activities pertaining to molecular bindings at different levels, which can play
roles crucial for the development of egg.

1 
 

Figure 8. Gene Ontology (GO) treemap for genes associated with egg weight. The boxes are grouped together based on the
upper-hierarchy GO term, which is written in bold letters.

3.5. Comparisons with Existing Methods

To investigate the performance of our new method, we were further interested in mak-
ing pairwise comparisons between the results of our MIDESP, PLINK [57], GBOOST [110],
epiGPU [111] and MatrixEpistasis [112]. Although all these methods take a genotype–
phenotype dataset as input and report epistatic SNP pairs as result, their applicability
differs based on the phenotypes. While MIDESP and PLINK can be applied to qualitative
as well as quantitative phenotypes, the other methods are restricted to one type. GBOOST
only deals with qualitative phenotypes, while epiGPU and MatrixEpistasis only analyze
quantitative phenotypes. We chose these tools since they have previously been used for
pairwise epistasis detection on real datasets, as well as for comparison studies [41,113–119],
and ran them with their default parameters. It is important to note that for this comparison
study, we applied MIDESP with and without APC correction. While the MIDESP without
APC is in line with the conventional mutual information (MI)-based methods for epistasis
detection [39,46,80,120], the incorporation of the APC approach is completely novel and
necessary to separate the correct epistatic signals from the background.

The results of this comparison are twofold. First, we compared the results of our
method using the BT dataset with those of PLINK, GBOOST and the conventional MI-based
metric, since the existing MI-based approaches are only applicable to qualitative pheno-
types [39,46,80,120]. Second, we compared the predictions of MIDESP on the quantitative
EW dataset with those of PLINK, epiGPU and MatrixEpistasis. However, our attempt
to apply MatrixEpistasis to this dataset was not successful due to its very high memory
consumption (700 GB of memory was not enough).
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The application of these methods results in the detection of strongly varying numbers
of SNP pairs as epistatic interactions, which are given in Table 2.

Table 2. Number of SNP pairs that were found to be an epistatic interaction by the different methods.
BT and EW stand for bovine tuberculosis and egg weight, respectively.

Dataset #MIDESP #MIDESP_NoAPC #PLINK #GBOOST #epiGPU

BT 3,799,984 3,799,984 4,982,695 346,632 -
EW 1,071,463 1,071,463 1,817,817 - 572,914

To make the predictions of the methods comparable, in this comparison analysis for
both types of the traits, we considered 346,632 and 572,914 epistatic SNP pairs, which
corresponds to the minimum numbers of SNP pairs found by GBOOST and epiGPU for the
BT and EW datasets, respectively (see Table 2). Based on these top SNP pairs, we further
performed an overlap comparison between the methods and visualized the results using
UpSet plots in Figures 9 and 10, respectively. Although all of these methods perform a
search for epistatic SNP pairs, Figures 9 and 10 clearly show that they provide quite distinct
results, with only little overlap between them. This finding is in line with the comparison
study performed in [113], which also reported divergent results between different methods
for epistasis detection. The reason for that may be explained due to differences in the
underlying algorithms, even though the three other methods are ultimately based on
logistic and linear regression, respectively. While PLINK performs a regression with an
interaction term and tests whether the coefficient for the interaction is significant, GBOOST
considers the difference in the likelihood of a linear model with interaction compared
to that of a model without as a sign for epistasis using approximations to speed up the
process and filter out SNP pairs. On the other hand, epiGPU treats the different genotype
combinations as different classes and calculates differences in the class means compared to
the population mean.

Consequently, the results of this overlap analysis clearly demonstrate that these
methods carry quite distinct information about epistatic interactions, due to the different
measures they use. The finding of this comparison analysis is also in agreement with the
previous study [113] and indicates that each of these methods takes into account a different
manner of epistatic interactions, and thus they can work complementarily with each other.

Figure 9. Number of epistatic SNP pairs detected for the BT dataset and their overlap between four
methods represented in matrix layouts using the UpSet technique [121]. Black circles in the matrix
layout indicate which methods are part of the intersection.
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Figure 10. Number of epistatic SNP pairs detected for the EW dataset and their overlap between four
methods represented in matrix layouts using the UpSet technique [121]. Black circles in the matrix
layout indicate which methods are part of the intersection.

4. Discussion

It has previously been shown that information theoretical methods based on mutual in-
formation (MI) are powerful approaches for the detection of epistatic interactions [39,41,43–46].
Not only here, but also in many other fields, mutual information has been used as an effec-
tive measure for the association between variables including linear as well as non-linear
relationships [53,61,63,69,122–125]. However, the general applicability of a method, partic-
ularly in the field of animal and plant breeding, requires it to be usable for qualitative as
well as quantitative phenotypes. For this reason, an extension of the previous MI methods,
which are only suitable for qualitative traits, is required, and thus we adapted the estimator
developed by Ross [52] for the case of MI between discrete and continuous variables. As
shown in Section 3.1, the estimator can be successfully used to detect associations between
SNPs and quantitative phenotypes. Surprisingly, we found that a higher k value improves
the power of the measure when it comes to the detection of associations involving traits of
a low heritability (see Figure 4), although previous studies recommended a small value of
k for this purpose [52,79].

The progress over the last decade in the field of genome sequencing and genotyping
arrays has increased the amount of available genotype data tremendously. With the ever-
increasing amount of data, however, comes the challenge to provide tools that can handle
such datasets in a feasible computation time. To address this challenge, redundant SNPs can
be removed through LD pruning with a high threshold [56] (see Section 2.1) but there are
still very high numbers of SNPs in a dataset to analyze all possible pairs. A commonly used
approach to reduce the computational effort is to preselect sets of SNPs that are deemed
as important and only analyze those, as is performed by BOOST and other methods
[38,126,127]. Such an approach can potentially eliminate some SNPs which nevertheless
influence the phenotype in interaction with another SNP. To overcome this problem, in
our proposed method, we consider all SNP pairs where at least one SNP shows a strong
association signal to the phenotype, which ensures a tractable computational time for
MIDESP. For this step, we followed the approach outlined by Gültas et al. [63,64] to separate
the SNPs with strong association signals from the remaining SNPs (see Section 2.2.3).

However, the sole consideration of SNPs with strong association signals could lead
to a wrong interpretation in epistasis analysis since the NMI values are influenced by the
association of the single SNPs with the phenotype, as we demonstrated by means of an
example in Figure 5. This can result in the detection of false positive interactions that are
only found due to the effect of one SNP. To minimize this influence, the application of the
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average product correction (APC) is essential, which was developed by Dunn et al. [53].
Moreover, Meckbach et al. [69] showed that the APC is universally applicable to MI-based
methods to estimate the expected (background) association level of a variable. Although
the concept of the APC theorem seems to be suitable for our purposes, its application would
require a huge additional computational overhead. Therefore, we followed a strategy based
on the three different distributions of the SNPs (see Section 2.2.3) for the efficient estimation
of the expected level of background associations of SNPs. In particular, in Equation (9) we
randomly choose the SNP Xl from the set of SNPs that follow the G2 distribution. This
process ensures that the expected background level of SNP Xi is clearly higher than it
would be if estimated based on the whole set of SNPs. Consequently, the removal of the
estimated background associations (APC values) from the obtained NMI values results in
the separation of correct epistatic signals caused by SNP pair and phenotype interactions
from background signals. Being of particular interest, in our analysis, we illustrated the
effectiveness of the APC based on the BT dataset in Figure 6. This analysis reveals that the
over-representation of SNPs with a large single effect among the pairs with the highest
NMI values can be considerably reduced based on the application of APC, which in turn
results in the detection of further associated genes.

The results we present in this study for the two different genotype–phenotype datasets
show that the functional analysis of the detected genes provides essential information to
decipher the genetic background of the traits under consideration. Surprisingly, we were
able to clearly identify higher numbers of associated genes for the bovine tuberculosis
dataset with a qualitative trait than for the egg weight dataset with a quantitative trait.
The reason for this can be explained due to the large difference in the initial numbers of
SNPs in both datasets (see Table 1). In comparison to the large numbers of associated genes
detected by MIDESP, both original studies [58,59], in which the datasets were published,
were only able to find two significantly associated genes for the respective dataset using
standard GWAS approaches.

To further investigate the impact of the APC theorem in the epistasis analysis and to
gain more insight into its influence on the detection of genes, we analyzed both datasets
with and without the application of the APC (see Figure 6). It can be assumed that without
the APC, the results of MIDESP are in line with previous methods that utilized MI for the
detection of epistatic interactions for qualitative phenotypes [39,46,80,120]. The analysis
reveals that the application of the APC leads to a considerable increase in the number
of associated genes for both datasets. For example, only 135 and 177 significant genes
were found for the BT and EW datasets without using the APC, respectively. However,
the correction of the background association using the APC results in the detection of 511
and 211 associated genes, respectively. The comparison of these genes showed that while
59 genes overlap for the BT dataset, 51 overlapping genes are found to be significant for
the EW dataset. The functional analysis of these genes based on their GO categories reveals
that many of the identified genes are involved in the regulation of the immune system
regarding bovine tuberculosis, with several of the functions having a reported association
with mycobacterial infections. The genes that were detected for the egg weight dataset, on
the other hand, are mainly related to the production of important components of the egg
and the transportation of these components to the uterine fluid. Overall, our results indicate
that MIDESP is an effective method for the detection of epistatic interactions that for the
first time enables the analysis of quantitative phenotypes using MI and further extends
the existing information theoretical methods by correcting the influence of background
associations of the SNPs through the application of the APC theorem.

5. Conclusions

Today, it is well established that MI-based methods are suitable and effective ap-
proaches for the detection of epistatic interactions for qualitative phenotypes. However,
these approaches are not directly applicable for quantitative phenotypes, although epistatic
interactions for quantitative traits are of great interest in life sciences. To address this
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limitation of the existing MI-based methods, we extend their applicability for the first time
in this regard to quantitative phenotypes using a kth-nearest neighbor-based estimation
technique. Another important challenge for the detection of epistatic interactions is the
control of the effect of background associations in the genotype–phenotype datasets, which
lead to false interpretation and thus the overestimation of the role of some SNPs in the epis-
tasis. To deal with this issue, in our proposed method, MIDESP, we additionally modeled
these background associations by adopting the APC theorem, which we extended for the
multivariate mutual information. Our findings show that the MIDESP algorithm is appli-
cable to genotype–phenotype datasets with qualitative as well as quantitative phenotypes
in a tractable computational time. For example, the analysis of the BT dataset took only
36 minutes, while the analysis of the EW dataset was completed in 105 minutes. These
runtimes were achieved on a dual Intel® Xeon® Gold 6138 Processor using 70 threads.
Our results further indicate that the biological processes of the identified genes in the BT
and EW datasets are strongly related to both bovine tuberculosis and the egg weight of
chickens, respectively. To the best of our knowledge, MIDESP is the first method that
models epistatic interactions using the MI metric for both qualitative and quantitative
phenotypes and explicitly corrects for background associations. The program is written in
Java and is freely available as a JAR file from https://github.com/FelixHeinrich/MIDESP,
accessed on 14 September 2021.

Supplementary Materials: The following are available online at https://www.mdpi.com/article/
10.3390/biology10090921/s1, Table S1: results of the gene set analysis for the BT dataset, Table S2:
results of the gene set analysis for the EW dataset.
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Simple Summary: Regulatory SNPs (rSNPs) are SNPs located within promoter regions that have a
high potential to alter gene expression by changing the binding affinity of transcription factors to
their binding sites. Such rSNPs are gaining importance in the life sciences due to their causality for
specific traits and diseases. In this study, we present agReg-SNPdb, the first database comprising
rSNP data of seven agricultural and domestic animal species: cattle, pig, chicken, sheep, horse, goat,
and dog, and made it usable via a web interface.

Abstract: Transcription factors (TFs) govern transcriptional gene regulation by specifically binding
to short DNA motifs, known as transcription factor binding sites (TFBSs), in regulatory regions, such
as promoters. Today, it is well known that single nucleotide polymorphisms (SNPs) in TFBSs can
dramatically affect the level of gene expression, since they can cause a change in the binding affinity
of TFs. Such SNPs, referred to as regulatory SNPs (rSNPs), have gained attention in the life sciences
due to their causality for specific traits or diseases. In this study, we present agReg-SNPdb, a database
comprising rSNP data of seven agricultural and domestic animal species: cattle, pig, chicken, sheep,
horse, goat, and dog. To identify the rSNPs, we constructed a bioinformatics pipeline and identified
a total of 10,623,512 rSNPs, which are located within TFBSs and affect the binding affinity of putative
TFs. Altogether, we implemented the first systematic analysis of SNPs in promoter regions and their
impact on the binding affinity of TFs for livestock and made it usable via a web interface.

Keywords: single nucleotide polymorphism; regulatory SNP; transcription factor; transcription
factor binding site; gene regulation; database; agricultural animal species; livestock

1. Introduction

The transcriptional regulation of gene expression in higher organisms is essential for
various biological processes. In contrast to the process of translation, the transcriptional
machinery and its regulatory mechanisms are far from being deciphered [1]. These mech-
anisms are mainly governed by a special class of regulatory proteins, the transcription
factors (TFs), and their combinatorial interplay [2,3]. TFs regulate the transcription as a
response to specific environmental conditions by binding to short degenerate sequence
motifs known as transcription factor binding sites (TFBSs) in promoter regions of their
target genes and, thereby, enhance or repress gene transcription. Genomic variations, such
as single nucleotide polymorphisms (SNPs), define and characterize specific populations
or phenotypes and are, hence, used as markers in animal and plant breeding.

Due to the decreasing costs for whole genome sequencing, an increasing number of
variants is detected followed by association studies statistically linking SNPs to specific
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traits or diseases. However, the identification of causal variants and the elucidation of
their regulatory roles is proceeding at a slow rate [4,5]. Today, it is well known that most
disease- and trait-associated SNPs are not located within the coding regions of genes but
in non-coding regions [6–9]. SNPs that are located in regulatory regions can alter TFBSs
leading to a change in the binding affinity of TFs and, in extreme cases, even result in
the disruption of a TFBS or the creation of a new TFBS (Figure 1) and, thus, affect gene
expression. Such SNPs are referred to as regulatory SNPs (rSNPs) [10–12].

Figure 1. Scheme of the disruption of transcription factor (TF) binding due to a regulatory SNP. The
TF can bind to the reference (REF) sequence while it does not bind to the alternate (ALT) sequence (C
instead of A at position 7).

The importance of rSNPs has been studied extensively in humans and they are found
to have a causal role for numerous traits and diseases [13–16]. A recent review on human
rSNPs summarizes different rSNP studies [6]. Due to the great interest in rSNPs, several
tools and databases for the analysis of the effects of SNPs on regulatory elements, e.g.,
TFBSs, have been developed for humans or certain model organisms. Five recent studies
are summarized in Table 1, and a comprehensive overview is given in Table S1.

Recently, rSNPs are gaining attention in life sciences and animal breeding since
they can be causal for specific traits and diseases and could, hence, serve as new targets
for breeding. For this reason, several studies investigated the critical role of rSNPs in
agriculturally important species, such as cattle [17–23], pig [24–26], and chicken [27–29]. As
these studies were focused on the regulatory role of SNPs for a single trait of interest, they
were highly case-specific. Thus, there still exists a lack of systematic analyses of the effects
of rSNPs in agricultural species, and, until now, only a few existing tools and databases
(DBs) are available for livestock.

MotifbreakR [30] and atSNP [11] are both R packages that principally include all
organisms stored in the Bioconductor BSGenome package [31]; however, they require the
user to supply the SNP and TFBS data (represented by position weight matrices (PWMs)),
and experience in R programming is essential. The Ensembl Variant Effect Predictor
(VEP) [32] stores data from experimentally supported and published rSNPs. Due to the
lack of experimentally supported data of regulatory elements in livestock, the VEP mainly
contains data of regulatory elements and variants for human and mouse. Therefore, the
information for livestock stored in the Ensembl VEP is limited to annotations based on the
position of the SNP with respect to a gene, e.g., in the upstream region or in the 5′ UTR,
excluding effects on TF binding.

In order to address the limited knowledge and information available regarding the
crucial functions of rSNPs and their associations with TFBSs in livestock, we systematically
carried out an analysis to detect rSNPs and predicted their effects on TF binding for seven
agricultural and domestic species (cattle, pig, chicken, sheep, horse, goat, and dog). In
particular, we first analyzed the promoter regions (ranging from −7.5 kb to +2.5 kb) of all
annotated genes and obtained the SNPs within these regions. Secondly, we extracted the
flanking sequences for these SNPs and performed a TFBS prediction on the reference as well
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as alternate sequences. Finally, we assigned the identified SNPs to different categories based
on their consequences on TF binding (Figure 2) as suggested in [33,34]. To demonstrate
our results in a proper way, we developed a database, namely agReg-SNPdb, which stores
all predicted regulatory SNPs and their consequences on TF binding for each gene, and
we made it accessible via a web interface (https://azifi.tz.agrar.uni-goettingen.de/agreg-
snpdb, (accessed on 16 August 2021)). Furthermore, we performed a literature survey to
show that our results are in agreement with previous experimental and in silico studies.

1

7.5k upstream 2.5k downstream

TSS

5’ 3’

Gene on (+) strand

+

-7.5k upstream2.5k downstream

TSS

5’3’

Gene on (-) strand

2
reference genome

ATTTCCGTAGCCTATTGCCTAGCTC TGCCAACAATGGGGTCCTACGTAGCA
T

flanking 25 bp flanking 25 bp

ATTTCCGTAGCCTATTGCCTAGCTCATGCCAACAATGGGGTCCTACGTAGCREF

ATTTCCGTAGCCTATTGCCTAGCTCTTGCCAACAATGGGGTCCTACGTAGCALT

3

TFs

4 Loss of TFBS

…CTAGCTC T TGCCAAC…

…CTAGCTC A TGCCAAC…

TF

ALT

REF

Gain of TFBS

…CTAGCTC T TGCCAAC…

…CTAGCTC A TGCCAAC…

TF
ALT

REF

Score-change

…CTAGCTC T TGCCAAC…

…CTAGCTC A TGCCAAC…

different binding 
scoresTF

TF
ALT
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No change

…CTAGCTC T TGCCAAC…
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same binding 
scores

TF

TF
ALT

REF

Figure 2. Scheme of the workflow applied for the detection of rSNPs. (1) Definition of the promoter
region as 7.5 kb upstream (5′ direction) and 2.5 kb downstream (3′ direction) of the TSS, and extraction
of SNPs within this region; (2) extraction of the flanking 25 bp around the SNPs from the reference
genome; (3) prediction of the TFBSs for both the reference and alternate sequences; and (4) deriving
the consequences for each SNP-TFBS pair.
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Table 1. A summary of five recent studies that systematically investigated the effects of SNPs on regulatory elements, such as TFBSs. The analyses were done by either collecting
experimentally supported and published data or by predicting the SNP impact on TF binding using prediction tools.

Name Species DB/Tool Website Characteristics
Experimentally
Supported Data or
Prediction

QBiC-Pred [35] Human Tool

http://qbic.
genome.duke.edu
(accessed on
16 August 2021)

• TFBS prediction with regression models
• Prediction of changes in TF binding using ordinary least squares and evaluation

of correlation between the predicted binding changes and changes in gene
expression

TFBS
prediction

atSNP [11]
atSNP-Search [36]

Human (atSNP:
organisms from
Bioconduc-
tor BSGenome
package [31])

Tool, DB

http://atsnp.
biostat.wisc.edu
(accessed on
16 August 2021)

• atSNP: R package for TF binding affinity testing for rSNPs (needs a SNP and
motif set as input)

• atSNP Search: DB for human SNP-motif pairs and the respective significance
TFBS
prediction

INFERNO [37] Human Tool

http://inferno.
lisanwanglab.org
(accessed on
16 August 2021)

• Inferring causal variants from genome-wide association studies (GWAS) within
annotated regulatory regions as enhancers including tissue context

• TFBS prediction with HOMER
TFBS
prediction

rSNPBASE [38],
rSNPBASE 3.0 [10] Human DB

http://rsnp.psych.
ac.cn (accessed
on 16 August 2021)

http://rsnp3
.psych.ac.cn
(accessed on
16 August 2021)

• DB of rSNPs with references to regulatory elements
• Includes proximal and distal regulatory regions, post-transcriptional regulation,

linkage disequilibrium (LD), and expression quantitative trait locus (eQTL)
information

• rSNPBASE 3.0 includes regulatory element-target gene pairs for
regulatory networks

experimentally sup-
ported regulatory
elements

SNP2TFBS [39] Human DB

https://ccg.epfl.
ch//snp2tfbs
(accessed on
16 August 2021)

• DB of human SNPs that affect TFBSs and the prediction of a consequence
• DB can be downloaded as text files or accessed via the website

TFBS
prediction
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2. Materials and Methods
2.1. Input Data

The construction of agReg-SNPdb requires: (i) a library of PWMs representing the
TFBSs and, for each animal, (ii) a reference genome, (iii) a SNP catalog, and (iv) gene
annotations. As a PWM library, we used the non-redundant vertebrate matrices provided
by TRANSFAC [40]. The reference genomes, SNP catalogs, and gene annotation files are
downloaded from Ensembl [41]. The respective assembly versions are listed in Table 2.
The SNP catalog was filtered by discarding all insertions and deletions, keeping only the
SNPs. For most genes, more than one transcript isoform was annotated [32], e.g., due to
different splicing variants. This ambiguity was kept during the analysis if the positions of
the transcription start sites (TSSs) and, hence, the derived promoter regions were different.

Table 2. Assembly versions of the input data, including the reference genome, SNP catalog, and gene
annotations. All files were downloaded from Ensembl (release 103).

Animal Assembly Version Download Date

Cattle ARS-UCD1.2 1 March 2021
Pig Sscrofa11.1 9 March 2021

Chicken GRCg6a 25 February 2021
Sheep Oar_rambouillet_v1.0 1 March 2021
Horse EquCab3.0 1 March 2021
Goat ARS1 1 March 2021
Dog CanFam3.1 8 March 2021

2.2. Pipeline

A general workflow of the detection pipeline is shown in Figure 2. In our previous
studies on faba beans [34] and rapeseed [33], we established similar pipelines for the
prediction of rSNPs.

2.2.1. Detection of SNPs within the Promoter Region

The first step of this analysis was to extract SNPs, which are located within the
pre-defined promoter regions. Since there exists no experimentally verified information
regarding the exact location of the promoters and in order to overcome inaccuracies in TSS
prediction, we chose a large promoter region of 7.5 kb upstream and 2.5 kb downstream of
the TSS. Similarly large promoter regions were used in previous studies [10,37,42–48]. This
promoter region can be narrowed by the user during a database search on our website. For
all annotated genes, we extracted the SNPs within this region for further analysis by using
the function foverlaps of the package data.table in R [49].

2.2.2. Prediction of TFBSs

For each SNP lying within a promoter region, we extracted the respective flanking
sequence of 25 bp on each side of the SNP resulting in sequences with a total length of 51 bp
and the SNP at position 26 (similar flanking sequences were used in [33,34,43,50]). Sequences
with a length of less than 51 bp or sequences with gaps were discarded. After extracting the
flanking sequences, we created two sequences per SNP, one with the reference and one with
the alternate allele at the SNP position. Both were used as input for the TFBS prediction
tool MATCH™ [51], which scanned the sequences to predict TFBSs using a PWM library
from TRANSFAC with specific cutoff values to minimize the false positive rates. If a PWM
matched a segment of genomic DNA, this sequence motif was referred to as a (potential)
TFBS. As a result, the algorithm provided two scores for each predicted TFBS [40,51]: the
matrix similarity score (MSS), measuring the quality of the match regarding the whole
PWM sequence, and the core similarity score (CSS), measuring the quality of the match
regarding the first five most-conserved consecutive positions of the PWM. Both scores were
within the range [0, 1], where a score of 1 denoted an exact match of the sequence with the
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PWM [51] measuring the quality of the match and indicating the binding affinity of a TF to
the site.

In TRANSFAC, a PWM identifier follows a certain terminology with the structure
V$factorname_version. In our case, each PWM starts with “V$”, which indicates that the
PWM originated from a vertebrate TF. The factorname specifies the name of the TF that is
binding to the DNA motif. Since there can be several PWMs representing the sequence
motif of a specific TF, the version was specified for unique identification [3,40].

2.2.3. Annotation of Consequences

For each SNP, we obtained two sets of predicted TFBSs—one for the reference and
one for the alternate allele. By comparing these two sets, we manually determined the
consequence of a SNP on a TFBS as in our previous studies [33,34]. We differentiated four
different consequences: (i) no effect, (ii) change in binding affinity, (iii) loss of TFBS, and
(iv) gain of TFBS. We defined two TFBS predictions as the same if their PWMs, positions,
and the strand on which they were found were equal for both alleles.

A SNP was considered to have no effect on a TFBS if both scores computed by
MATCH™ were equal for both alleles. A SNP was considered to cause a change in the
binding affinity of a TF if the matrix similarity score computed by MATCH™ differed
for the two alleles. A SNP caused a loss or gain of TFBS if the considered TFBS was only
predicted for the reference or alternate sequence, respectively. In this study, we defined an
rSNP as a SNP that caused a loss or gain of TFBS or a score-change for at least one TFBS.

3. Results
3.1. Database

We created the mysql database [52] agReg-SNPdb, which stores (i) general information
about the SNPs, such as the ID, chromosomal position and the alleles (table snp_info); (ii)
general information about the genes, such as the gene name and chromosomal position
(table gene_info); (iii) the table snp_region connecting the tables snp_info and gene_info by
storing SNPs and their corresponding target genes together with their genomic position
within the promoter region based on the distance to the TSS; and, most importantly, (iv)
for each SNP within a promoter region (i.e., for each SNP in table snp_region), we store
its consequences based on the predicted TFBS binding potential (table TFBS_results). A
summary of the number of entries for each table and animal stored in our database is
shown in Table 3.

Table 3. The number of records stored in the database tables snp_info, gene_info, snp_region, and
TFBS_results.

snp_Info gene_Info snp_Region TFBS_Results

Cattle 88,109,946 21,656 9,335,814 9,074,371
Pig 58,145,647 20,267 4,385,724 4,432,047

Chicken 20,917,836 16,659 3,810,524 3,901,905
Sheep 50,164,898 20,359 3,216,474 3,205,279
Horse 20,331,427 20,499 1,585,207 1,713,395
Goat 31,331,447 19,658 1,987,914 2,015,588
Dog 4,725,021 19,960 494,691 489,292

Total 273,726,222 139,058 24,816,348 24,831,877

3.2. Web Interface

The web interface (https://azifi.tz.agrar.uni-goettingen.de/agreg-snpdb, accessed on
16 August 2021) allows users to query the agReg-SNPdb without SQL knowledge and to
obtain the requested results either on our website directly or by downloading them as CSV
files. The database can be searched by (i) SNP identifiers in the form of rs numbers, (ii)
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SNP positions, (iii) SNP regions in a specified chromosome, or (iv) gene identifiers, i.e., the
Ensembl gene stable ID or gene name (Figure 3).

The search results will contain, at maximum, four tables: (1) a table showing general
SNP information (table snp_info); (2) a table showing general gene information (table
gene_info); (3) a table linking the SNPs to the genes, more specifically to the promoter
regions, if they are positioned within a promoter region (table snp_region); and (4) for all
rSNPs, a table with the predicted TFBSs overlapping each rSNP, the MATCH™ scores, and
the respective consequence (table TFBS_results) for both alleles. An example output can
be seen in Figure 4. In all tables, we provide links to sites with additional information
for the SNPs and genes, and, for each PWM, we display the respective sequence logo
if desired. Apart from the search site, the complete database tables can be downloaded
chromosome-wise on the summary page of the respective animal.

Figure 3. Search page of agReg-SNPdb. Search options are (1) by SNP ID, (2) by SNP position, (3) by
chromosomal region, and (4) by gene.

3.3. Statistical Analysis of the Data

To give a brief overview of the data stored in agReg-SNPdb, we show the distribution
of SNPs, genes, and rSNPs in the promoter regions along the chromosomes in an exemplary
manner for the species chicken. The distributions for the remaining animals can be found
in Figures S2 and S3. The distributions of SNPs and genes along the chromosomes are
shown in Figure 5. As expected, the number of SNPs and genes decreased largely with
increasing chromosome number and, hence, with decreasing chromosome size.
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Figure 4. Example of a search result from agReg-SNPdb. The search was performed by the SNP id rs41566363 of cattle. The
result tables contain, first, general SNP information; secondly, general gene information; thirdly, information about the SNP
region, in particular the promoter region and distance to the TSS; and lastly, the overlapping TFBSs (represented by PWMs)
for the SNP with predicted consequences.

Regarding the promoter regions, the number of SNPs in promoters is dependent on
the number of genes (Figure 5B) for each chromosome. To overcome this dependency,
we calculate the average number of rSNPs per gene in the upstream as well as the down-
stream promoter region. The average numbers of rSNPs for each chromosome in chicken
revealed that most chromosomes had approximately 120 rSNPs per gene, while, on some
chromosomes, only very few rSNPs per gene were found (Figure 6). Overall, by dividing
the total number of rSNPs by the total number of genes, we identified on average 95.04
rSNPs within the promoter region (10 kb) of one gene in chicken.

To obtain further insight into the distribution of rSNPs in the promoter regions, we
investigated their genomic positions relative to the TSS for the whole promoter region
(−7.5 kb to +2.5 kb) and for a smaller section (−750 bp to +250 bp) for chicken (see
Figure 7A,B, respectively; the figures for the remaining species are given in Figures S4). For
chicken, we observed a similar finding as in our previous study on rapeseed [33] and as
previously shown in rice [53]. While there are few rSNPs in close proximity to the TSS, the
number of rSNPs increases with increasing distance to the TSS. Interestingly, in cattle (as
well as in dogs), we observed the opposite tendency. Many rSNPs were found around, and
especially directly downstream, of the TSS, while the number decreased with the distance
to the TSS (the distribution of cattle rSNPs is shown in Figure 8).
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Figure 5. The total number of SNPs and genes for each chromosome of chicken. (A) The number of
SNPs per chromosome. (B) The number of genes per chromosome. In total, 20,917,836 SNPs and
16,659 genes were reported. For plotting, the R package ggplot2 [54] was used.
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Figure 6. The average number of rSNPs in promoter regions per gene for each chromosome of
chicken, divided into upstream and downstream promoters. The orange whiskers denote the mean
plus one standard deviation.
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Figure 7. Distribution of the distances between rSNPs and the TSS of chicken. (A) The counts for the
whole promoter region (−7.5 kb to +2.5 kb) in 500 bp intervals. The enlargement in (B) shows the
proximal promoter region (−750 bp to +250 bp) in 50 bp intervals.
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Figure 8. Distribution of the distances between rSNPs and the TSS of cattle. (A) The counts for the
whole promoter region (−7.5 kb to +2.5 kb) in 500 bp intervals. The enlargement in (B) shows the
proximal promoter region (−750 bp to +250 bp) in 50 bp intervals.

4. Biological Validation Based on Case-Studies

In order to validate the data stored in agReg-SNPdb, we performed literature research
and assessed the importance of our findings based on selected published studies, which
identified putative rSNPs that are associated with a trait under study and affect TF binding,
either by prediction or as evaluated in a biological experiment.

4.1. Milk Protein and Fat Content in Dairy Cattle

Lum et al. [23] studied the molecular mechanism of different expression levels of the
ß-Lactoglobulin (LGB) gene (also known as MBLG or PAEP), which plays an important role
in the milk casein, protein, and fat content in dairy cattle. They described one rSNP in the
LGB promoter with a G to C conversion 450 bp upstream of the TSS that was found within
an activator protein-2 (AP-2) binding site. Measuring the different AP-2 binding affinities
with DNase-I footprinting, they measured increased protein binding in the A promoter
(G allele).

In our database, we identified the same rSNP (rs41255679, C/G), which was located
in the proximal upstream promoter region of PAEP and caused a gain of the AP-2 binding
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site with the G allele (Table 4) [55]. This supports the findings of different studies reporting
that AP-2 binding as well as LGB gene expression is enhanced by the G allele and that
rs41255679 could be an important regulator of LGB expression [23,55–57].

Table 4. Consequences of SNP rs41255679 (C/G), located upstream of the TSS of the bovine LGB gene.
Allele 0 refers to a predicted TFBS in the reference sequence, while allele 1 stands for the alternate
allele. A SNP causes a loss of TFBS if the considered TFBS (represented by a PWM) is only predicted
for the reference allele. Consequently, a SNP causes a gain of TFBS if the TFBS is only predicted for
the alternate allele.

SNP ID Allele PWM Consequence
rs41255679 0 V$CTCF_01 Loss of TFBS
rs41255679 1 V$AP2ALPHA_03 Gain of TFBS

4.2. Fat-Related Beef Quality Traits in Cattle

Matsumoto et al. [19] investigated the role of different bovine fat-related genes,
including the gene encoding the fatty acid-binding protein 4 (FABP4). Within the FABP4
upstream promoter, they identified two SNPs in linkage disequilibrium (FABP4 g.-295A>G
and FABP4 g.-287A>G) that were associated with several fat-related traits, such as the
carcass weight and beef marbling score. Using TFSEARCH [58], they predicted TFBSs
overlapping the SNPs and altering their binding sites. In agReg-SNPdb, we identified
two SNPs within the FABP4 promoter region at a distance of 8 bp to each other and
A to G conversions (respectively, T to C conversions, due to the gene’s location on the
minus strand).

For the first SNP rs110055647, located 123 bp upstream of the TSS, we predicted a loss
of TFBS for the Sex-Determining Region Y Protein (SRY) binding site, which is in line with
the results of Matsumoto et al. [19]. For the neighboring rs109682576 (-115 bp from the
TSS), we did not observe the CCAAT/enhancer-binding protein beta (cEBP/β) binding
site predicted in their study; however, the TFBSs for Zinc finger proteins 333 (ZNF333) and
105 (ZFP105) were lost with the alternate allele, which can be seen as an extension to the
results of Matsumoto et al. (Table 5) [19].

Table 5. Consequences of the SNPs rs110055647 and rs109682576 in the bovine FABP4 upstream
promoter with a T to C conversion. Allele 0 refers to a predicted TFBS in the reference sequence,
while allele 1 stands for the alternate allele. A SNP causes a loss or gain of TFBS if the considered
TFBS is only predicted for the reference or alternate allele, respectively. A SNP is considered to cause
a score-change if the TFBS is predicted on both alleles (0,1) with a difference in the matrix similarity
score computed by MATCH™ .

SNP ID Allele PWM Consequence
rs110055647 0,1 V$RHOX11_01 Score-Change
rs110055647 0 V$SRY_Q6 Loss of TFBS
rs109682576 0 V$ZNF333_01 Loss of TFBS
rs109682576 0 V$ZFP105_04 Loss of TFBS

4.3. Chicken Egg Production

The prolactin (PRL) gene product is considered as an important reproductive hormone
involved in diverse biological functions in vertebrates. In laying hens, it is an impor-
tant regulator of egg production since an increased PRL secretion induces broodiness
behaviour [28]. Liang et al. [29] examined the PRL 5’ promoter region and, using several
populations of Chinese native Yuehuang, Taihe Silkie, and White Leghorn Layer chick-
ens, they identified different rSNPs overlapping the predicted binding sites, including
GATA-binding factor 1 (GATA-1), nuclear factor 1 (NF-1), and activator protein 1 (AP-1).
Particularly for SNP rs313497646 (A/G conversion, 2048 bp upstream of the TSS), we
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observed the same pattern with respect to TF binding in agReg-SNPdb: only the A allele
allows the binding of the NF-1 factor.

Furthermore, it has been shown that the pituitary transcription factor 1 (PIT-1) is an
important activator of the PRL gene expression [28,29,59]. In agReg-SNPdb, we store a SNP
(rs731078272, G/T), located -3086 bp from the TSS and causing a loss of the PIT-1 binding
site in the T allele. This result suggests that this SNP might be an important regulator of
PRL expression where the T variant could repress PRL expression, which is an important
indication for further studies.

4.4. Fatty-Acid Composition Related Traits in Pigs

Ballester et al. [24] studied the expression of apolipoprotein (apo-) A-II (APOA2), a
protein involved in the triglyceride, fatty acid, and glucose metabolisms, and identified
several SNPs associated with APOA2 gene expression and fatty acid composition traits.
Four SNPs were located in the promoter region (rs322246820, rs335066625, rs339777757,
and rs333406887), among which they only found one (rs333406887, C/G) influencing a
predicted TFBS—in this case, a NF-1 binding site.

Similar to their result, in agReg-SNPdb, we found the SNP rs333406887 overlapping
TFBSs, such as the NF-1 binding site. Furthermore, in addition to the reported change in
the binding score for NF-1, we can predict several other TFBSs that are affected by this SNP.
It causes, for instance, a loss of TFBS for the kruppel-like factor 6 (also called CPBP) and a
gain of TFBS for zinc finger protein X-linked (ZFX) (Table 6).

Table 6. Consequences of the SNP rs333406887 (C/G) located -238 bp from the porcine APOA2 TSS.
Allele 0 refers to a predicted TFBS in the reference sequence, while allele 1 stands for the alternate
allele. A SNP causes a loss or gain of TFBS if the considered TFBS is only predicted for the reference
or alternate allele, respectively. A SNP is considered to cause a score-change if the TFBS is predicted
on both alleles (0,1) with a difference in the matrix similarity score computed by MATCH™ .

SNP ID Allele PWM Consequence
rs333406887 0,1 V$NF1_Q6 Score-Change
rs333406887 0,1 V$AP2ALPHA_03 Score-Change
rs333406887 0 V$CPBP_Q6 Loss of TFBS
rs333406887 1 V$ZFX_01 Gain of TFBS

5. Discussion

Today, it is widely known that protein–DNA interactions govern the level of gene
expression in all higher organisms to a great extent. The binding of TFs to the DNA
mainly occurs in the regulatory regions, such as promoters, which are found close to the
transcription start of genes [60]. The effect of rSNPs on the binding of TFs has been studied
extensively in single case studies in different species, and, for humans, many tools and
databases exist to facilitate these analyses (see Tables 1 and S1).

However, there is limited information available for livestock, and, to the best of our
knowledge, there is no comparable data source for evaluating the effect of rSNPs. To
address this lack of information, we systematically carried out a genome-wide analysis to
detect rSNPs and to evaluate their consequences for TF-binding in seven animal species,
which can be accessed via a web server. We showed that, by substituting a single base in a
predicted TFBS, a SNP can lead to a major change in the binding affinity of the TF and, in
an extreme case, even result in the disruption of the TFBS or the creation of a new TFBS.

These predictions can be of great use for scientists who have conducted: (i) an asso-
ciation analysis and want to reveal the underlying mechanisms caused by a SNP being
significantly associated with a trait (e.g., in [19,23,33,34]); (ii) a gene expression experiment
and want to identify candidate SNPs influencing the expression rate of a specific gene or a
set of genes (e.g., in [24,29,33]); or (iii) a combination of both, i.e., an expression quantitative
trait locus (eQTL) analysis (e.g., in [17]).
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Even though our predictions are in line with many biologically tested results, as
shown in the biological validation in Section 4, we note that the binding affinity of the
TFs to the DNA sequence is one of the most important factors for TF binding but might
not be sufficient for in vivo binding in higher organisms. Other influencing factors might
include the chromatin accessibility, TF concentration, or other enhancing or repressing
protein-DNA interactions, such as competitive or cooperative TF binding [3,39,61], which
could not be considered in the prediction pipeline.

TF binding often occurs in a complex interplay and also includes cooperation between
proximal and distal regulatory elements (promoters and enhancers) [2]. Thus, in addition
to the binding of TFs in the proximal promoter regions, regulatory processes via TF-
DNA interactions are also controlled by distal enhancer regions. Due to the limited
knowledge of enhancer regions in livestock species, we could not incorporate these distal
regulatory regions.

For our analysis pipeline, we defined a relatively wide promoter region of 7.5 kb
upstream to 2.5 kb downstream of the TSS. Similarly large promoter regions were defined in
previous studies ranging from 10 kb upstream to 10 kb downstream of the TSS [10,37,42–48]
in order to overcome inaccuracies in the TSS prediction [53] and to ensure the inclusion
of the biological promoter. The user has to be aware that the biological promoter region
is usually smaller [53], and our website gives the opportunity to filter for smaller, user-
defined promoter regions for each single gene. These considered promoter regions and
the definition of rSNPs in our study (see Section 2.2.3) led to a relatively large number of
rSNPs per gene—for instance, an average of 95.04 rSNPs per gene in chicken.

Interestingly, our results regarding the distribution of genome-wide rSNPs relative
to the TSS showed two different patterns. In chicken, pig, sheep, horse, and goat, we
observed that the region around the TSS was rather protected from sequence variations
(Figure 7) as it was found in previous studies [33,53]. However, the data for cattle and dogs
revealed a different picture, and we found an accumulation of SNPs and rSNPs around the
TSS (Figure 8). This observation shows that the data stored in public databases, such as
Ensembl, can show completely different patterns for different species, which could create
biases for specific analyses.

6. Conclusions

To the best of our knowledge, agReg-SNPdb is the first database of regulatory SNPs for
animal species of agricultural importance. It allows the users to investigate the predicted
effect of an allele change on TF binding. The release of the database is an important step
toward the understanding of gene regulation in the life sciences. Knowing whether a SNP
causes a change in the binding affinity or even disrupts a TFBS or creates a new TFBS can be
of predominant importance in order to interpret the results, from, e.g., GWAS experiments,
gene expression experiments, or population studies.

The newly gained information can be used to help in genomic selection and marker
establishment by identifying possibly causal rSNPs and revealing the underlying regulatory
mechanisms of specific traits or diseases. Due to the regular updates of genomes as well as
gene and SNP annotations, the database will be updated regularly, and, as future work, we
will include several plant species with agricultural importance in agReg-SNPdb.

Supplementary Materials: The following are available online at https://www.mdpi.com/article/10.3
390/biology10080790/s1, Table S1: A comprehensive overview of recent studies that investigated
the effects of SNPs on regulatory elements (extension of Table 1), Figure S2: Number of SNPs and
genes per chromosomes for all species, Figure S3: The average numbers of rSNPs per gene for each
chromosome for all species, Figure S4: Distribution of the distances between rSNPs and the TSS for
all species.
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26. Wyszyńska-Koko, J.; Pierzchała, M.; Flisikowski, K.; Kamyczek, M.; Różycki, M.; Kurył, J. Polymorphisms in coding and
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Zusammenfassung
Der Vicin-Gehalt von Ackerbohnen ist ein wichtiger Einflussfaktor auf ihre Eignung als Tierfutter. Bislang
gibt es aber nur wenige Sorten, die einen niedrigen Vicin-Gehalt aufweisen, und es gibt bislang nur einen
genetischen Marker, der eine Vorhersage des Vicin-Gehaltes in einigen Fällen erlaubt. Weitere Marker sind
notwendig, um eine Feinkartierung des verantwortlichen Genes durchzuführen und eine genaue Vorhersage
allgemein zu ermöglichen.
Ziel dieser Arbeit ist es, auf Basis von Genotyping-By-Sequencing-Daten von Ackerbohnen SNPs zu
identifizieren und dann mit einer genomweiten Assoziationsstudie unter diesen SNPs geeignete Marker für
den Vicin-Gehalt zu bestimmen.
Dazu analysieren wir Sequenzierungsdaten von 20 Pflanzen aus verschiedenen Linien mit unterschiedlichen
Verfahren zur Identifikation von SNPs.
Die genomweite Assoziationsstudie wird dann einerseits mit dem klassischen Verfahren unter Verwendung
des Programmes PLINK durchgeführt und dann ebenfalls mit einem von uns entwickelten Verfahren auf
Basis der Informationstheorie.
Aus den auf diese Art bestimmten statistisch signifikanten SNPs werden danach die Marker ausgewählt, die
sich auf den Bereich im Genom kartieren lassen, in welchem der verantwortliche Locus vermutet wird.
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Kapitel 1

Grundlagen

1.1 Vicia faba

Die Ackerbohne (Vicia faba) ist eine Pflanzenart in der Unterfamilie Schmetterlingsblütler (Fa-
boideae) innerhalb der Familie der Hülsenfrüchtler (Fabaceae). Die Pflanze ist diploid mit sechs
Chromosomenpaaren und einem Genom von ungefähr 13.000 Megabasen [1]. Ihre Art der Fort-
pflanzung ist eine Mischung aus Selbstbestäubung sowie Fremdbestäubung [2]. Im Gegensatz zu
anderen Leguminosen zeichnet sie sich durch verschiedene Vorteile wie einem hohen Ertragspoten-
tial [3], hohen Proteingehalt [4] sowie hohe Stickstoffakkumulierungsleistung aus [5]. Des Weiteren
eignet sie sich auch durch Vorteile in pflanzenbaulicher Hinsicht, wie eine geringe Lagerneigung
und hohe Platzfestigkeit der Hülsen [1]. Eine größere Bedeutung als Nahrungsmittel hat die
Ackerbohne nur in Regionen Nordafrikas, des mittleren Ostens und in China [5,6]. In Deutschland
hingegen ist die Anbaufläche nur relativ gering [4], was durch hohe Ertragsschwankungen [7],
geringe Toleranz gegenüber Trockenheit [5] und dem hohen Gehalt an antinutriven Inhaltstoffen
wie Tannin, Vicin und Convicin begründet werden kann [8].
Gegenüber Sommersorten hat die Winterackerbohne den Vorteil, dass sie sowohl trockenheits-
toleranter [6] als auch ertragreicher ist [9]. Auch im Zuge der Klimaerwärmung haben Winter-
ackerbohnen den Vorteil, dass sie den Hitzestress des Sommers vermeiden [9, 10]. Das größte
Problem besteht in Verlusten durch Auswinterung, wie Frostschäden an der Wurzel sowie geringe
Winterhärte der Pflanzen [10].
Ein großes Potential hat die Ackerbohne aufgrund ihres hohen Proteingehaltes als Tierfutter, wo-
bei sie die momentan zu diesem Zweck aus Südamerika importierten Leguminosen verdrängen
könnte [11, 12]. Hierbei sind aber wieder die antinutriven Inhaltstoffe von Nachteil, welche un-
ter anderem die Proteinverdaubarkeit verringern, sich aber auch beispielsweise negativ auf die
Befruchtung bei Legehennen auswirken.

1
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1.2 Das Projekt Abo-Vici

Das Projekt Abo-Vici hat als Ziel die “Züchtung und Agronomie neuartiger Vicin-armer Ackerboh-
nen zum Einsatz als einheimisches Eiweißfutter” und läuft von 2017 bis 2020 [13] . Während des
Projektes soll die Genetik von Vicin in Vicia faba sowie die Bedeutung, die es auf die Verwendung
der Ackerbohnen als Tierfutter hat, untersucht werden. Entgültiges Ziel ist es, eine Winteracker-
bohne zu züchten, die einen niedrigen Vicin-Gehalt aufweist. Der allgemein höhere Ertrag von
Winterackerbohnen würde, in Verbindung mit der besseren Verwendung als Tierfutter für unter
anderem Schweine und Geflügel auf Grund von Vicin-Armut, die Bedeutung und die Anbaufläche
der Ackerbohnen erhöhen. Abo-Vici ist ein Zusammenschluss verschiedener Züchter und Gruppen
an Universitäten und wird durch die Bundesanstalt für Landwirtschaft und Ernährung im Rahmen
der Eiweißpflanzenstrategie gefördert.

1.3 Vicin

Vicin ist ein glykosidisch gebundenes Aminopyrimidinderivat, welches in Vicia faba mit dem
zugehörigen Convicin in allen Pflanzenteilen vorkommt [4, 14, 15]. Abgesehen von Vicia faba Arten
kommt Vicin nur in der Bittermelone (Momordica charantia) vor [16]. Der Biosyntheseweg der
Verbindung ist noch nicht genau geklärt [17], aber Untersuchungen haben angedeutet, dass es
innerhalb des Orotsäure-Stoffwechsels gebildet wird. Dieser stellt die Quelle des Pyrimidinringes
von Vicin dar [18]. Des Weiteren lässt sich auch ein separater Biosyntheseweg in der Wurzel
annehmen [15].

Abbildung 1.1: Strukturformel von Vicin [19]

Welche Bedeutung und Wirkung Vicin in der Pflanze hat, ist noch unklar. Man vermutet aber, dass
es eine Bedeutung für die Keimung sowie eine abwehrende Wirkung gegenüber Phytopathogenen
hat [20]. Zum Beispiel kommt es bei Anwesehenheit von Vicin zu einem geringeren Befall mit dem
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Bohnenkäfer Callosobruchus maculatus, und es konnte auch eine fungizide Wirkung gegenüber den
Pilzen Botrytis cinerea und Aschochyta fabae gezeigt werden [21, 22].
Das Enzym β-Glukosidase, welches in den Ackerbohnensamen vorkommt, spaltet Vicin und
Convicin in die Aglycone Divicin und Isouramil. Diese sind schädlich für Menschen, die unter
Glucose-6-phosphat-Dehydrogenase-Mangel (GDP6-Mangel) leiden. Bei diesen Menschen kann
der Verzehr von Ackerbohnen zu Favismus führen, einer akuten hämolytischen Anämie, die
potentiell tödlich sein kann. Allerdings kann der GDP6-Mangel, verstärkt durch den Verzehr
von vicin- und convicinreichen Ackerbohnen, einen Schutz gegenüber der tropischen Krankheit
Malaria bieten [14].

1.3.1 Vicin in der Tierfütterung

Vicin wirkt als eine antinutrive Substanz im Tierfutter monogastrischer Nutztiere wie z.B. Hühnern
oder Schweinen [23]. Ein hoher Vicin-Gehalt reduziert die Energie, die das Geflügel aus dem Futter
aufnimmt [14]. Aufgrund der negativen Effekte wird für die meisten Tiere ein Höchstanteil von
10-20% von Ackerbohnen am Tierfutter empfohlen [24].
Bei Zuchtsauen wurde Vicin als Ursache für negative Effekte, wie geringere Ferkelzahlen pro Wurf
oder reduzierte Milchleistung, beschrieben [25]. Die Fütterung von vicinreichem Futter hat bei
Küken das Wachstum verzögert und hohe Sterblichkeitsraten verursacht [26]. Bei Legehennen
kommt es durch Vicin zu einem geringeren Eigewicht und Dotterindex und es treten vermehrt
Blutflecken im Eidotter auf. Des Weiteren wurden die Anzahl entwicklungsfähiger Eizellen sowie
Befruchtungs- und Schlupfraten reduziert [19]. Neuere Untersuchungen zeigen keinen signifi-
kanten Einfluss des Anteils von Ackerbohnen am Futter auf Legehennen, können aber dadurch
erklärt werden, dass eine Sorte mit geringem Vicin-Gehalt verwendet wurde [27]. Da Vicin im
Sameninneren lokalisiert ist, können mechanische oder thermische Behandlungen des Futters den
Vicin-Gehalt nicht wesentlich reduzieren [19]. Somit bleibt nur die Züchtung vicinarmer Sorten
von Ackerbohnen als Lösung übrig.

1.3.2 Genetische Marker für Vicin

Vicin kann nicht komplett aus den Pflanzen entfernt werden, aber es gibt Sorten, die einen niedri-
geren Vicin-Gehalt aufweisen [28]. Bei diesen liegt eine Mutation vor, die den Vicin-Gehalt um
ein 10-20 faches reduziert [29]. Auf andere Inhaltstoffe der Samen zeigt die Mutation keinen
Einfluss [28]. Das verantwortliche Gen konnte 5-10 Centimorgan (cM) vom Gen für das farblose
Hilum kartiert werden, aber dieser morphologische Marker stellt keine Garantie für einen niedri-
gen Vicin-Gehalt dar.
Ein einziger Quantitative Trait Locus (QTL), der den Vicin-Gehalt der Pflanzen bestimmt, wurde
auf Chromosom 1 identifiziert und seine ungefähre Position durch Marker bestimmt, welche 1,0 cM
upstream und 2,6 cM downstream vom QTL liegen [17]. Diese Marker liegen auf dem Chromosom
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2 der Pflanze Medicago truncatula (M. truncatula), deren 8 Chromosome Syntänie aufweisen zu den
6 Chromosomen von Vicia faba. Insbesondere ist Chromosom 2 kolinear zu Chromosom 1 von Vicia
faba und hat damit ähnliche Gene in derselben Reihenfolge [30]. Der Bereich des QTLs befindet
sich im Chromosom 2 von M. truncatula zwischen den Positionen 300.000 bp und 2.600.000 bp.
Diese flankierenden Marker haben aber ebenfalls keine eindeutige Vorhersage des Vicin-Gehaltes
ermöglicht, als sie auf diverse genetische Proben von Vicia faba angewendet wurden [31].
Letztes Jahr wurde ein KASP-Marker (Kompetitive Allele Specific PCR) entwickelt, welcher er-
folgreich zwischen Proben mit niedrigem und hohen Vicin-Gehalt unterscheiden konnte [32].
Allerdings wurde festgestellt, dass der Marker nicht immer zuverlässig für bestimmte Genotypen
ist. Eine Analyse mit ungefähr 1000 Pflanzen der Sorte Fabelle hat gezeigt, dass die Verteilung
der beiden Allele an diesem Marker stark verzerrt war und hat zu einer nicht überzeugenden
Kartierung des Markers geführt.
Dies macht es notwendig, weitere verlässlichere Marker für den Vicin-Gehalt zu entwickeln, die
für mehr Genotypen verwendbar sind. Desweiteren würden mehrere Marker eine Feinkartierung
des für den Vicin-Gehalt verantwortlichen Genes erlauben.

1.4 Genotyping by Sequencing

Genotyping-By-Sequencing (GBS) ist ein Verfahren zur Genom-Sequenzierung und anschließen-
den Suche von genetischen Markern basierend auf der Reduktion der Genomkomplexität durch
Restriktionsenzyme.
Die DNA jeder Probe wird zunächst getrennt bearbeitet und mittels Restriktionsenzymen ver-
daut, das heißt, an Bindestellen der Restriktionsenzyme getrennt und somit in kurze Abschnitte
von ungefähr 12000 Basenpaare Länge gespaltet. Daraufhin werden Adaptoren zu diesen DNA-
Fragmenten hinzugefügt, welche an die Enden binden. Neben Adaptoren, die für jede Probe
verwendet werden, gibt es auch proben-spezifische Barcode-Adaptoren, die später für die Zuord-
nung der Sequenz zur Probe genutzt werden.
Die Fragmente aller Proben werden dann zusammengetragen und mittels dem Illumina Genome
Analyzer vervielfältigt. Dabei werden nur Fragmente amplifiziert, welche einen Barcode und einen
gemeinsamen Adaptor aufweisen. Diese Fragmente werden dann sequenziert [33].

Paired-End Reads
Paired-End Reads sind eine Variante der DNA-Sequenzierung, bei der ein Fragment von beiden
Enden aus sequenziert wird. Dies resultiert in zwei Reads pro Fragment, wobei der linke Read in
Vorwärtsrichtung und der rechte Read in Richtung des reversen Komplements liegt. Abhängig
von der Größe des Fragments und der Länge der Reads können die Reads überlappend sein oder
nicht.
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Abbildung 1.2: Vereinfachte Darstellung eines Paired-End Reads mit kurzem Überlapp

1.5 Genetische Marker

Genetische Marker sind ein wichtiger Faktor in der Pflanzenzucht und werden dort beispielsweise
verwendet, um auf bestimmte Gene oder Phänotypen zu selektieren [34]. Diese Marker sind kurze
DNA-Sequenzen im Genom, welche Polymorphismen wie Mutationen oder Variationen aufweisen,
die es einem erlauben, zwischen verschiedenen Genotypen oder Allelen zu unterscheiden [35].
Variationen in den Allelen innerhalb von Genomen derselben Spezies können in drei Hauptgrup-
pen geteilt werden, die Unterschiede in der Anzahl von Wiederholungen einer kurzen Sequenz
an einem bestimmten Locus (Mikrosatellit, “Simple Sequence Repeats”(SSR)), Insertionen und
Deletionen von Sequenzsegmenten (InDels) und “Single Nucleotide Polymorphisms”(SNPs) bein-
halten.
Bei einem SNP liegt ein Unterschied an einer bestimmten Base zwischen homologen Chromosomen
der selben Spezies vor. Die Abbildung 1.3 zeigt einen solchen SNP.

Abbildung 1.3: Ausschnitt aus der Sequenz zweier homologer Chromosome der selben Spezies.
Die rotmarkierte Position stellt einen SNP dar, der in einem Allel ’G’ und in dem anderen Allel ’A’
ist.

SNPs sind eine relativ neue Art von Markern, welche, trotz der Tatsache, dass sie aufgrund ihrer
biallelischen Natur weniger Polymorphie als z.B. SSR-Marker aufweisen, die älteren Markerarten
teilweise ersetzt haben. Dies liegt daran, dass sie reichlich und überall vorkommen sowie verwend-
bar für Hochdurchsatzverfahren sind [36].
Zu erwähnen sei an dieser Stelle auch der Unterschied zwischen Varianten und SNPs. Eine Vari-
ante ist eine Variation im Genom eines Individuums in Bezug auf ein Referenzgenom für diese
Spezies. Diese Variante wird als ein SNP bezeichnet, wenn man sich auf die Population bezieht, zu
welcher das Individuum gehört. Gegebenenfalls wird auch gefordert, dass die Variante wenigstens
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in einem gewissen Anteil von Individuen der Population vorkommt (“Minor allele frequency”
(MAF)). Dies wird gefordert, um die Existenz des SNP in der Population für mehrere Generationen
zu garantieren.

1.6 Verwendete Daten

1.6.1 Pflanzen

In dieser Arbeit haben wir Daten von 20 verschiedenen Pflanzen analysiert. Von diesen Proben
haben 6 einen niedrigen und 14 einen hohen Vicingehalt (siehe Tabelle 1.1).

ID der Probe
Vicin-Gehalt der Proben
Viel Vicin Wenig Vicin

Sample_HediLin-1 +

Sample_Hiverna-2 +

Sample_Melodie-2 +

Sample_4 +

Sample_5 +

Sample_6 +

Sample_7 +

Sample_8 +

Sample_9 +

Sample_10 +

Sample_11 +

Sample_12 +

Sample_13 +

Sample_14 +

Sample_15 +

Sample_16 +

Sample_17 +

Sample_18 +

Sample_19 +

Sample_20 +

Tabelle 1.1: Übersicht der Proben von Vicia faba mit der zugewiesenen ID und ihrem Vicin-Gehalt

Die verschiedenen Sorten von Vicia faba liegen in Populationen vor. Um die Linien zu erhalten, aus
denen die Proben genommen wurden, wurden Pflanzen aus den jeweiligen Populationen solange
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selbstbefruchtet, bis man davon ausgehen konnte, dass sie sehr homozygot sind.
Sample_HediLin-1 ist eine Linie, die aus der kleinsamigen Sorte “Hedin” gezogen wurde.
Bei Sample_Hiverna-2 handelt es sich um eine Linie aus der Sorte “Hiverna”. Diese ist eine der
drei in Deutschland zugelassenen Winterackerbohnensorten [37].
Sample_Melodie ist eine Linie der Sommerackerbohnensorte “Mélodie”, welche einen niedrigen
Vicin-Gehalt aufweist.
Die Proben Sample_4 bis Sample_12 bestehen mit Ausnahme von Sample_8 jeweils aus Paaren.
Dazu wurden vicinarme mit vicinreichen Linien gekreuzt und die entstehenden Pflanzen über
mehrere Generationen lang selbstbefruchtet. Es wurden dann Pflanzen ausgewählt, die sich immer
noch im Vicin-Gehalt unterschieden haben. Man kann aber davon ausgehen, dass die Genome
dieses Paares ansonsten relativ ähnlich sein sollten.
Sample_4 und Sample_9 sowie Sample_5 und Sample_10 bilden jeweils Paare, die aus einer Kreu-
zung von der vicinarmen Linie “Melodie” mit der vicinreichen Linie “ILB938” stammen. Für die
Probenpaare Sample_6 und Sample_11 sowie Sample_7 und Sample_12 gilt dasselbe, nur sind die
ursprünglichen Kreuzungspartner andere gewesen.
Die Probe Sample_8 ist die Linie, aus der ursprünglich das Allel für den niedrigen Vicin-Gehalt
stammt.
Sample_13 ist eine Linie aus der Sorte “Pietra Nera”, die großsamig ist. Diese Linie wurde mit der
kleinsamigen Linie “Hedin” bis in die 14te Generation gekreuzt um Sample_14 und Sample_15 zu
erhalten. Diese dienen dazu, in einem anderen Projekt Unterschiede zwischen groß- und kleinsa-
migen Ackerbohnen zu untersuchen.
Bei Sample_16 bis Sample_19 handelt es sich um Winterackerbohnen, die aus der Göttinger Win-
terpopulation stammen. Diese Population besteht aus elf verschiedenen Linien und wird seit 1989
auf Winterhärte selektiert [38].
Sample_20 ist eine Linie, die aus einer Pflanze der Sommerackerbohnen-Sorte “Côte d’Or” heran-
gezogen wurde.

1.6.2 Sequenzierungsdaten

Für die 20 Proben haben wir von LGC Genomics GmbH Sequenzierungsdaten erzeugen lassen.
Diese liegen in Form von 150 Basenpaare (bp) langen Paired-End Reads vor, hergestellt unter Ver-
wendung des Illumina NextSeq 500 V2 Sequenzierers und dem Restriktionsenzym MslI, welches
die Sequenz 5’...CAYNNNNRTG...3’ in der Mitte schneidet. Dabei gibt es für jedes Paar von
Reads einen Überlapp. Im Durchschnitt haben wir ungefähr 3 Millionen Paired-End Reads pro
Probe.
Wir haben drei unterschiedliche Varianten der Sequenzierungsdaten zur Verfügung gestellt be-
kommen:

RAW: Sequenzen aufgeteilt auf die Proben, zu denen sie gehören



8 KAPITEL 1. GRUNDLAGEN

AdapterClipped: Von den Sequenzen in RAW wurden die Überreste der Sequenzadapter entfernt
sowie Reads mit einer finalen Länge kleiner als 20 bp.

RE_processed: Zusätzlich wurden hier die Bindestellen der Restriktionsenzyme entfernt

Für unsere Analyse verwenden wir nur die RE_processed Daten.
Die Sequenzen liegen im FASTQ-Format vor. Für jede Position in den Reads ist ein Qualitätsscore
gegeben, der angibt wie wahrscheinlich es ist, dass die jeweilige Base korrekt ist.



Kapitel 2

Identifizierung von genomischen Varianten
in Vicia faba

Für die Identifizierung von Varianten in Sequenzdaten stehen grundsätzlich zwei verschiedene
Wege zur Auswahl:

Referenzbasierte Ansätze, bei denen ein Referenzgenom vorliegt, gegen welches die Reads ali-
gniert werden, um Varianten zu bestimmen

De novo Ansätze für Organismen, bei denen es kein Referenzgenom gibt und die allein auf Basis
der Reads Varianten bestimmen, indem sie diese zu einem Genom assemblieren

Da zum momentanen Zeitpunkt kein Referenzgenom für Vicia faba vorliegt, können wir nur de
novo Verfahren zum sogenannten variant calling verwenden.
Dabei haben wir zwei unterschiedliche Ansätze verwendet, um Varianten zu bestimmen:

• Variant calling mit Bowtie2 [39] und Samtools [40]

• Variant calling mit Stacks [41]

2.1 Variant calling mit Bowtie2 und Samtools

2.1.1 Referenzgenom

Für die Verwendung von Bowtie2 wird ein Referenzgenom benötigt. Um es für das de novo
Variant calling verwenden zu können, müssen wir daher als erstes ein Äquivalent dafür haben.
Dazu haben wir drei verschiedene Möglichkeiten genutzt:

• Assemblierung eines partiellen Genomes mit Trinity [42]

9
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• Assemblierung eines partiellen Genomes mit Trinity und Clustering von diesem mit
CD-HIT [43, 44]

• Verwendung eines veröffentlichten Transkriptoms

Assemblierung eines partiellen Genomes mit Trinity

Trinity wird dazu verwendet, um aus den Sequenzierungsdaten ein partielles Genom zu assem-
blieren. Der verwendete Aufruf ist

Trinity --seqType fq --max_memory 60G --left Probe1_Links.fastq,

... Probe20_Links.fastq --right Probe1_Rechts.fastq,

... Probe20_Rechts.fastq --SS_lib_type FR --CPU 12

mit den Parametern

• --seqType fq: Format der Reads, in unserem Fall FASTQ

• --max_memory 60G: Begrenzung des verwendeten Arbeitsspeichers

• --left Probe1_Links.fastq, ...: Linke Reads jeder Probe, wobei Dateinamen mit
Komma getrennt sind

• --right Probe1_Rechts.fastq, ...: Rechte Reads jeder Probe, wobei Dateinamen
mit Komma getrennt sind

• --SS_lib_type FR: Orientierung der Reads, hier wird der erste Read eines Paares als
Vorwärtsstrang und der zweite Read als reverser Strang betrachtet

• --CPU 12: Anzahl der zu verwendenden CPUs

Das finale Ergebnis ist eine Datei Trinity.fasta, die das erzeugte partielle Genom enthält.
Dieses Genom enthält 694.605 Sequenzen, die im Idealfall je einem Locus entsprechen und nicht
überlappen.

Clustering der Sequenzen mit CD-HIT

Eine Variante existiert, wenn es einen Unterschied in den Basen zwischen der Referenzsequenz
und den alignierten Reads gibt. Bei dem Alignment wird jedem Read der Abschnitt des Referenz-
genomes mit der besten Übereinstimmung zugeordnet. Da wir das Referenzgenom aus den Reads
assemblieren, kann es sein, dass Reads gewissermaßen mit sich selbst aligniert werden, das heißt,
mit einer Konsensussequenz, die aus diesem Read gebildet wurde, und daher keine Varianten
hervorbringt.
Das von Trinity erzeugte partielle Genom kann Sequenzen enthalten, welche zueinander sehr
ähnlich sind, aber trotzdem Abweichungen enthalten. Die Reads werden zu der jeweils am besten
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passenden Referenzsequenz zugeordnet, wobei nur wenig Varianten zwischen Referenz und Read
entstehen. Indem wir sehr ähnliche Sequenzen zu Clustern zusammenfassen und von jedem
Cluster nur einen Repräsentanten auswählen, gibt es zwischen dem Read und seiner neuen zuge-
ordneten Referenzsequenz, die nicht so gut übereinstimmt wie die vorherige, mehr Unterschiede
und damit mehr Varianten. Diesen Vorgang kann man als Entfernung von Variabilität aus dem
Referenzgenom bezeichnen. Wie man später in Abschnitt 2.4.1 sehen kann, erhöht sich damit die
Anzahl der gefundenen SNPs stark.
Um die Reduktion der Variabilität zu erreichen, clustern wir die Sequenzen mit dem Programm
CD-HIT. Stark ähnliche Sequenzen werden zu Clustern zusammengefasst und von jedem Cluster
wird eine Sequenz als Repräsentant ausgewählt. Diese Repräsentanten bilden dann das reduzierte
Genom.
Der verwendete Aufruf ist

cd-hit-est -i Trinity.fasta -o TrinityCluster -c 0.95 -n 10

-d 0 -M 16000 - T 6

mit den Parametern

• -i Trinity.fasta: Das von Trinity erzeugte partielle Genom

• -o TrinityCluster: Ausgabedatei

• -c 0.95: Der Schwellenwert für die Sequenzähnlichkeit, damit zwei Sequenzen zu ei-
nem Cluster zusammengefasst werden. Die Sequenzähnlichkeit ist definiert als Anzahl der
identischen Basen im Alignment geteilt durch die Länge der kürzeren Sequenz.

• -n 10: Wortlänge für den Algorithmus

• -d 0: Relevant für das Format der Ausgabe

• -M 16000: Größe des zu verwendenden Arbeitsspeichers

• -T 6: Anzahl der zu verwendenden Threads

Damit haben wir die Anzahl von Sequenzen im von Trinity erzeugten Genom von 694.605 auf
419.390 reduzieren können.

Veröffentlichtes Transkriptom

Für Vicia faba wurde online ein Transkriptom von der Cool Season Food Legume Crop Database der
Washington State University veröffentlicht [45], welches durch Kombination von veröffentlichten
und überprüften RNA-Seq und EST Datensätzen von Vicia faba erzeugt wurde.
Beide Typen von Datensätzen basieren auf der Sequenzierung von RNA und damit expremierter
DNA. Bei der Transkription von DNA zur RNA können Introns entfernt und Exons auf
verschiedene Arten zusammengefügt werden, was als Splicing bezeichnet wird. Da unsere Reads
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durch Sequenzierung nicht gespleißter genomischer DNA erzeugt wurden, ist nicht zu erwarten,
dass viele Sequenzen am Stück auf das Tranksriptom aligniert werden können. Wir wollen testen,
ob die Verwendung eines Transkriptoms als Referenz eine annehmbare Alternative ist. Die
Verwendung eines Transkriptomes zur Bestimmung von Varianten ist insbesondere für Spezies
von Interesse, die über kein Referenzgenom verfügen und wo auch keine nah verwandte Spezies
bereits sequenziert ist.
Aus 616 Millionen RNA-Seq Reads und 20.697 EST wurde ein Referenztranskriptom mit 37.378
Sequenzen konstruiert.

2.1.2 Bowtie2

Da wir nun unsere drei Pseudo-Referenzgenome haben, können wir Bowtie2 starten.
Bowtie2 ist ein sehr schnelles und speichereffizientes Programm zum Kartieren von Reads auf
ein Referenzgenom. Es besteht aus zwei Schritten:

Aufbau eines Index
Im ersten Schritt wird von Bowtie2 ein Index für das Referenzgenom erstellt. Dieser ermöglicht
es, die Reads schneller zu alignieren und reduziert den erforderten Speicherbedarf.

bowtie2-build refGenom.fasta refGenom

refGenom.fasta ist eines der drei verwendeten Pseudo-Referenzgenome und refGenom ist das
Präfix der erzeugten Index-Dateien, welche die Endung .bt2 haben.

Kartieren der Reads
Im zweiten Schritt werden nun die Reads auf das Referenzgenom kartiert. Dies wird für jede Probe
einzeln gemacht, daher muss der folgende Befehl in unserem Fall 20-mal ausgeführt werden, was
wir in einer Schleife erledigt haben, mit den jeweiligen Daten

bowtie2 -x refGenom -1 Probe1_Links.fastq -2 Probe1_Rechts.fastq

-S Probe_1.sam

mit Parametern:

• -x refGenom: Präfix der Index-Dateien für das Referenzgenom

• -1 Probe1_Links.fastq: Linke Reads der Probe

• -2 Probe1_Rechts.fastq: Rechte Reads der Probe

• -S Probe_1.sam: Ausgabedatei

Das Ergebnis ist ein Alignment der Reads gegen das Referenzgenom im SAM-Format.
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2.1.3 Samtools

Mit Samtools führen wir nun die eigentliche Identifizierung der SNPs durch.
Im ersten Schritt muss wieder ein Index für das Referenzgenom erzeugt werden

samtools faidx refGenom.fasta

refGenom.fasta ist hierbei wieder eines der drei Pseudo-Referenzgenome.
Da die SAM-Datei eine Textdatei ist, wird diese in das binäre BAM-Format umgewandelt und
anschließend sortiert und indiziert, um die Zugriffsgeschwindigkeit zu erhöhen.

samtools view -b -S -o Probe_1.bam Probe_1.sam

konvertiert die Datei, wobei:

• -b: Ausgabe soll im BAM-Format erfolgen

• -S: Eingabe ist im SAM-Format

• -o Probe_1.bam: Ausgabedatei

Zum Sortieren und Indizieren werden folgende Befehle verwendet

samtools sort Probe_1.bam Probe_1.sorted

samtools index Probe_1.sorted.bam

Haben wir nun alle Dateien erzeugt, können wir die SNPs bestimmen mit samtools mpileup.

Single- und Multi-Sample Calling

Bei diesem Schritt stehen uns zwei Optionen zur Wahl.
Erstens könnten wir jede Probe getrennt durchgehen, ihre Varianten bestimmen und diese später
zu einer Datei zusammenfassen. Bei dieser Vereinigung der Ergebnisse muss darauf geachtet
werden, dass Varianten an derselben Position in derselben Konsensussequenz zwischen Proben
unterschiedliche Alternativallele aufweisen können. Diese müssen, weil wir nur an biallelischen
SNPs interessiert sind, rausgefiltert werden. Da immer nur eine Probe untersucht wird, kann man
diesen Vorgang als Single-Sampling bezeichnen.
Die zweite Möglichkeit ist das Multi-Sampling. Hierbei werden alle Proben gleichzeitig analysiert
und die SNPs bestimmt. Im Vergleich zur ersten Option liegt hierbei ein Fokus auf SNPs, die in
mehrere Proben der Population vorkommen. Indem die Korrelation zwischen Proben verwendet
wird, können SNPs bestimmt werden, die in mehreren Proben vorkommen, aber in jeder einzelnen
Probe zu schwach existieren, um sie durch das Single-Sampling zu erfassen. Andererseits verlieren
wir Varianten, die nur in einer Probe vorkommen, aber dort stark genug auftreten um vom Single-
Sampling gefunden zu werden.
Von den beiden Möglichkeiten ist für uns das Multi-Sampling das geeignetere Verfahren, da
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uns speziell SNPs interessieren, die in einem Großteil der Proben vorkommen und die damit
gegebenenfalls als Marker für den Phänotyp dienen können. Varianten hingegen, die nur in einer
oder zwei Proben existieren, sind für unsere Aufgabenstellung weitaus weniger wichtig. Wir haben
dennoch beide Optionen durchgeführt.
In beiden Fällen sind die verbleibenden Schritte nahezu gleich.
Der Aufruf für Single-Sampling ist

samtools mpileup -u -d 10000 -f refGenom.fasta Probe_1.sorted.bam > Probe_1.bcf

mit

• -u: Gibt an, dass die Ausgabe nicht komprimiert werden soll

• -d 10000: Gibt an, dass an einer Position maximal 10000 Reads pro Eingabedatei gelesen
werden sollen

• -f refGenom.fasta: Das indizierte Pseudo-Referenzgenom

• Probe_1.sorted.bam: Vorher erzeugte BAM-Datei der Probe

• Probe_1.bcf: Ausgabedatei im BCF-Format

Für Multi-Sampling werden einfach die BAM-Dateien jeder Probe im Aufruf hintereinander
geschrieben. Ansonsten gibt es keine Unterschiede.
BCF ist wieder ein binäres Format, welches in das menschenlesbare Format VCF umgewandelt
werden muss mit

bcftools call -v -c Probe_1.bcf > Probe_1.vcf

mit Parametern:

• -v: Gib nur Positionen mit SNPs aus

• -c: Verwende die originale samtools/bcftools Calling-Methode

• Probe_1.vcf: Ausgabedatei im VCF-Format

2.2 Stacks

Stacks ist eine Software Pipeline zur Identifikation von Varianten in Sequenzierungsdaten, welche
sowohl für de novo Assemblierung als auch für das variant calling mit einem Referenzgenom
verwendet werden kann.
Neben den Varianten kann Stacks ebenfalls zur Erzeugung von Statistiken über die Genetik der
Population verwendet werden, wovon wir in dieser Arbeit aber keinen Gebrauch machen.
Die von uns verwendete Version von Stacks (1.48) kann Paired-End Reads nicht direkt verwenden.
Daher haben wir die Pipeline dreimal mit unterschiedlichen Datensätzen ausgeführt:
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• Nur die linken Reads

• Nur die rechten Reads

• Linke und rechte Reads konkateniert zu jeweils einem Read. Dazu haben wir von den rechten
Reads das reverse Komplement gebildet und den Teil, der bereits im linken Read vorliegt,
vor dem Konkatenieren abgeschnitten. In diesem Fall konnte Stacks die Daten aber auch
nicht verarbeiten, da die Reads unterschiedliche Längen aufwiesen. Dies hat eine Kürzung
der konkatenierten Reads auf eine bestimmte Länge notwendig gemacht. Dabei verlieren
wir die Reads, die eine kürzere Länge aufweisen. Wir haben die Reads auf 181 bp gekürzt,
damit ungefähr 50% der Reads in jeder Probe erhalten bleiben, wie man in Abbildung 2.1
sehen kann.

Abbildung 2.1: Verteilung der Längen der konkatenierten Reads einer Probe

Inzwischen wurde Version 2.0 von Stacks veröffentlicht, welches die Unterstützung für Paired-
End Reads leistet. Da die Programme geändert und teilweise komplett ersetzt wurden, gilt die
folgende Beschreibung des Ablaufs nicht mehr für die neue Version. Mit diesen Neuerungen ist
eine neue Evaluation der Eignung von Stacks zum de novo variant calling mit Paired-End Reads
erforderlich.

2.2.1 Vorbereitung der Daten

Bevor die eigentliche Pipeline verwendet werden kann, müssen die Sequenzierungsdaten vorberei-
tet werden, was mit dem zu Stacks gehörenden Programm process_radtags erfolgt. Dieses
dient in erster Hinsicht dazu, die Reads zu demultiplexen, sprich sie anhand von Barcodes den
Proben, zu denen sie gehören, zuzuordnen. Falls sie noch in den Reads vorhanden sein sollten,
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können auch Adaptersequenzen und Bindestellen der verwendeten Restriktions-Enzyme damit
entfernt werden. Da wir bereits Daten haben, bei denen diese Abschnitte aus den Reads entfernt
wurden und die Reads selber den Proben zugeordnet sind, verwenden wir das Programm nur zu
einer Filterung von Reads, die einen zu niedrigen Qualitätsscore aufweisen. Dies machen wir mit
dem folgenden Befehl:

process_radtags -f Input.fastq -o Dir --disable_rad_check -q

wobei,

• -f Input.fastq: FASTQ-Datei mit den Reads

• -o Dir: Verzeichnis in das die Ergebnisdateien geschrieben werden

• --disable_rad_check: Deaktivieren der Überprüfung, ob die RAD-Bindestelle intakt ist
(für unsere Daten nicht von Belang)

• -q: Entferne Reads mit zu niedrigen Qualitätsscores

Für die konkatenierten Reads fügen wir noch einen Parameter -t 181 hinzu, sodass zusätzlich
die Reads auf 181 bp gekürzt und kürzere Reads entfernt werden.
Zur Bestimmung der Qualität eines Reads wird dieser mit einem gleitenden Fenster untersucht.
Fällt die durchschnittliche Qualität innerhalb des Fensters unterhalb von 90%, das heißt die
Wahrscheinlichkeit das die Basen in diesem Abschnitt korrekt sind, wird der Read verworfen.
Somit werden weiterhin isolierte Fehler zugelassen, aber Reads mit anhaltenden Sequenzen
niedriger Qualität eliminiert.

2.2.2 Ausführung der Pipeline

Die Stacks-Pipeline ist durch ein Perl-Skript definiert, welches die von process_radtags

erzeugten Daten entgegennimmt und die einzelnen Programme der Pipeline aufruft:

denovo_map.pl -m 3 -M 3 -n 2 -T 15 -B Vicia_Faba -b 1 --create_db

-o OutputDir -O popmap --samples InputDir

-X "populations:--vcf"

wobei die Parameter folgende Bedeutung haben:

• -m 3: Gibt die minimale Anzahl von identischen Reads an, die notwendig sind um einen
Stapel (Stack) zu bilden

• -M 3: Gibt die Anzahl von erlaubten Mismatchen zwischen Stapel an, damit sie einen Locus
bilden können, wenn eine Probe verarbeitet wird

• -n 2: Gibt die Anzahl von erlaubten Mismatchen zwischen Loci an, wenn der Katalog
erstellt wird
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• -T 15: Anzahl der zu verwendenden Threads

• -o OutputDir: Verzeichnis, in welches die Ergebnisdateien geschrieben werden sollen

• -O popmap: Eine Liste aller Proben mit Namen der Probe und mit der Angabe, ob sie einen
hohen oder niedrigen Vicin-Gehalt hat

• --samples InputDir: Verzeichnis mit den von process_radtags erstellten Daten für
alle Proben

• -X “populations:--vcf”: Erstellung einer VCF-Datei mit gefundenen SNPs

Nicht erwähnte Parameter beziehen sich lediglich auf das Einlesen der Ergebnisse in eine Daten-
bank und können weggelassen werden. Die Pipeline besteht aus den Programmen

• USTACKS

• CSTACKS

• SSTACKS

• POPULATIONS

USTACKS

USTACKS nimmt eine FASTQ-Datei mit den Reads einer Probe als Eingabe und bildet aus Reads
mit sehr hoher Sequenzähnlichkeit multiple Alignments. Diese werden als Stapel (stacks) bezeich-
net. Durch das Zulassen geringfügiger Abweichungen in der Sequenz wird sicher gestellt, dass
Sequenzen, die sich nur durch ihre Allele unterscheiden, dem selben Stapel zugeordnet werden.
Durch Vergleich der Stapel wird eine Menge von möglichen Loci erzeugt und Varianten werden an
jedem Locus unter Verwendung eines Maximum-Likelihood-Frameworks detektiert. Des Weiteren
stellt jeder Stapel eine Konsensussequenz dar. Das Programm wird für jede Probe ausgeführt.

CSTACKS

CSTACKS erstellt einen Katalog mit den Ergebnissen von USTACKS. Es erzeugt eine Menge von
Konsensus-Loci, wobei Allele vereinigt werden.

SSTACKS

SSTACKS nimmt die Menge von Stapeln, das heißt mögliche von USTACKS erzeugt Loci, und sucht
sie in dem Katalog, der von CSTACKS erstellt wurde.
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POPULATIONS

POPULATIONS analysiert eine Population bestehend aus individuellen Proben, in unserem Fall
20 Proben, berechnet mehrere Statistiken der Populationsgenetik für die Daten und erlaubt den
Export der Ergebnisse in mehrere Standardformate. Wir verwenden es hauptsächlich, um die
gefundenen SNPs im VCF-Format zu exportieren. Diese Datei enthält, im Gegensatz zu der von
Samtools erzeugten, keine Qualitätsscores für die SNPs. Neben der VCF-Datei haben wir auch für
jeden SNP die dazugehörige von Stacks bestimmte Konsensussequenz.

2.3 Konvertierung der Daten zur weiteren Analyse

Jedes Verfahren liefert uns eine oder im Falle des Single-Sample Calling mehrere VCF-Dateien.
Da die weitere Analyse größtenteils mit dem Programm PLINK erfolgt, konvertieren wir die
VCF-Dateien in das PED/MAP-Format. Eine PED-Datei besteht aus einer Zeile pro Probe, welche
neben Namen der Probe und einigen Variablen wie Phänotyp oder Geschlecht, die Allele jeder
Variante für diese Probe enthält. Die Reihenfolge der Varianten ist für jede Probe gleich und ist in
der MAP-Datei verzeichnet, welche neben der ID der Variante außerdem Informationen über deren
Position wie Chromosom und Position in Centimorgan sowie Basenpaaren enthält. Da wir nur
über Pseudo-Referenzgenome verfügen sind uns die Positionsinformationen nicht bekannt. Die
entsprechenden Werte werden daher auf 0 gesetzt für Chromosom und Position in Centimorgan
und auf die Position in der Referenzsequenz für die Position in Basenpaaren.
Diese Konvertierung unterscheidet sich zwischen den beiden Verfahren.

2.3.1 Konversion der Daten von Stacks

Stacks liefert eine VCF-Datei zurück, die direkt mit PLINK konvertiert werden kann mit

plink --vcf Stacks.vcf --allow-extra-chr --biallelic-only strict

--pheno pheno.list --double-id --recode --out Stacks

wobei,

• --vcf Stacks.vcf: Ausgabedatei von Stacks

• --allow-extra-chr: Lässt zusätzliche Chromosom-Bezeichner zu (Stacks gibt für alle
SNPs als Chromosom “un” an)

• --biallelic-only strict: Entfernt Varianten, die mindestens zwei Alternativallele
besitzen

• --pheno pheno.list: Datei, welche die Phänotypen der einzelnen Proben enthält
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• --double-id: Setzt die Familien-ID und die innere Familien-ID auf die ID der Probe

• --recode: Schreibt die Ergebnisse in neue PED/MAP-Dateien

• --out Stacks: Gibt das Präfix der erzeugten PED/MAP-Datei an

2.3.2 Konversion der Daten von Bowtie2 und Samtools

Bevor wir diese Ergebnisse formatieren können, müssen wir die Spalten der VCF-Dateien ändern.
Als Chromosom wird hier nämlich die ID der Konsensussequenz verwendet, während die ID der
Varianten gleichgesetzt werden auf “.”.
Um das Format dem von Stacks anzugleichen und spätere Analysen zu erleichtern, setzen wir
alle Chromosome auf 0 und die ID der Variante auf ID_Pos, wobei ID die Konsensussequenz angibt
und Pos die Position der Variante in dieser. Dazu verwenden wir das Linux-Programm gawk mit

gawk -i inplace ’/#/{print;next} {t=$1;$1=0;$3=t"_"$2;print;}’

OFS=\\t Probe1.vcf

Die Formatierung ist auch in der Hinsicht wichtig, dass PLINK nur eine begrenzte Anzahl von
unterschiedlichen Chromosom-Bezeichnern zulässt. Sind es zu viele, was bei großen Anzahlen
von Konsensussequenzen leicht passieren kann, bricht das Programm ab.
Für die Multi-Sampling Verfahren, die nur in einer VCF-Datei resultieren, kann der selbe Aufruf
wie für Stacks verwendet werden, nur muss noch ein Parameter -snps-only hinzugefügt
werden. Dieser sorgt dafür, dass Indels entfernt werden.
Verwenden wir hingegen das Single-Sampling Verfahren, müssen wir noch zusätzlich alle unsere
einzelnen Dateien zusammenfügen. Dies ist problematisch, da die Varianten nur in der jeweiligen
Probe vorkommen können oder aber auch triallelisch sein können, wenn man mehrere Proben
betrachtet.
Dafür verwenden wir folgenden Ablauf:

1. Mit einem selber erstellten Programm fassen wir die SNP-IDs aus allen VCF-Dateien zu einer
Liste zusammen, die neben der ID auch das Referenz- und Alternativallel enthält. Dabei
entfernen wir die SNPs, die Indels oder nicht biallelisch über alle Proben sind.

2. Danach konvertieren wir jede VCF-Datei mit PLINK in das BED-Format mit

plink --vcf Probe_x.vcf --allow-extra-chr --extract filteredSNPList

--double-id --make-bed --out Probe_x

Dabei werden nur die Varianten übernommen, die in unserer im ersten Schritt erstellten
Liste stehen, was mit dem Parameter --extract gefolgt von dem Dateinamen der Liste
erfolgt. Der neue Parameter --make-bed dient zur Ausgabe der Datei im BED-Format
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3. Nun erfolgt die erste Vereinigung der einzelnen Proben mit

plink --bfile Probe_1 --allow-extra-chr --merge-list ProbenListe

--out Merge

Mit --merge-list geben wir an, in welcher Datei die Proben stehen, die vereinigt werden
sollen. Diese enthält für jede Probe X eine Zeile

X.bed X.bim X.fam

Falls unsere Liste der gefilterten SNPs nicht ganz korrekt ist, das heißt, im Fall, dass SNPs
darin vorkommen, die über alle Proben betrachtet nicht biallelisch sind, kommt es zu Fehlern
bei diesen SNPs, die von PLINK in einer Datei Merge.missnp geschrieben werden.
Sind solche vorhanden, müssen sie vor dem nächsten Schritt aus den einzelnen Dateien
entfernt werden. Dazu wiederholt man Schritt 2 mit dem zusätzlichen Parameter --exclude
Merge.missnp, um die fehlerhaften SNPs zu entfernen und fährt dann mit Schritt 3 fort.

4. Anschließend wandeln wir die BED-Datei ins PED-Format um und fügen gleichzeitig die
Phänotypen der einzelnen Proben hinzu. Dafür brauchen wir eine Datei phenoDatei, die
diese enthält in der Form

FamilienID Innere-FamilienID Phänotyp

Dies geschieht mit

plink --bfile Merge --allow-extra-chr --pheno phenoDatei

--recode --out Merge

5. Da wir SNPs haben, die nicht in allen Proben gefunden werden, beispielsweise weil sie in
dieser Probe homozygot bezüglich des Referezallels sind, haben die Proben für diese SNPs
teilweise 0 0 als Genotyp in der PED-Datei. Diese Nullen geben an, dass keine Informationen
vorliegen in den jeweiligen VCF-Dateien. Wir nehmen an, dass alle diese SNPs in den Proben,
in denen die Information fehlt, homozygot bezüglich der Referenzsequenz sind. Als letzten
Schritt ersetzten wir daher diese Nullen durch die jeweiligen Referenzallele, die wir aus
der in Schritt 1 erzeugten Liste entnehmen können. Dazu verwenden wir wieder ein selber
geschriebenes Programm.
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2.4 Ergebnisse

2.4.1 Bowtie2 und Samtools

Bei der Pipeline bestehend aus Bowtie2 und Samtools müssen wir unterscheiden, was wir
als Referenzgenom verwendet haben und ob wir während samtools mpileup Single- oder
Multi-Sample Calling benutzt haben.

Analyse mit Bowtie2 und Samtools Trinity Tri-cd Transkr.
Anzahl von Konsensussequenzen 694.605 419.390 37.378

Anzahl von SNPs (Single-Sampling) 921.710 1.636.232 47.084

Anzahl von SNPs (Multi-Sampling) 1.335.664 1.880.592 56.173

Tabelle 2.1: Ergebnisse der Analyse mit Bowtie2 und Samtools. Die Spalte Trinity enthält die
Ergebnisse für das mit Trinity assemblierte partielle Genom, Tri-cd die für das mit CD-HIT
reduzierte Genom und Transkr. die Ergebnisse für das veröffentlichte Transkriptom.

Wie Tabelle 2.1 zeigt, erhöht die Verwendung des Multi-Sampling für alle drei Datensätze die
Anzahl der gefundenen SNPs. Auch hat die Reduktion des von Trinity erzeugtem partiellen
Genom mit CD-HIT die Anzahl der gefunden SNPs um 77% beziehungsweise 40% erhöht in
Abhängigkeit von der Sampling-Variante. Das veröffentlichte Transkriptom erzeugt im Vergleich
weitaus weniger SNPs, was, wie in Abschnitt 2.1.1 erläutert, durch die RNA-Sequenzen verursacht
sein dürfte, aus denen es besteht. Während kein direkter Vergleich der Ergebnisse zwischen den
verschiedenen Referenzgenomen möglich ist, können wir untersuchen, wie sich die Ergebnisse
von Single- und Multi-Sampling unterscheiden. Dazu zeigt Abbildung 2.2 beispielhaft ein Venn-
Diagramm bestehend aus den SNPs, die mit dem geclusterten Trinity-Genom identifiziert
wurden mit Single- bzw. Multi-Sampling.
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Abbildung 2.2: Venn-Diagramm der SNPs gefunden mit dem reduzierten von Trinity erzeugten
Genom mit Single- bzw. Multi-Sampling. Der gemeinsame Anteil von SNPs beträgt 89% für Single-
und 77% für Multi-Sampling.

Der größte Teil der SNPs ( 89% im Single-Sampling bzw. 77% im Multi-Sampling) kommt in beiden
Verfahren vor. Ungefähr 180.000 SNPs sind einzigartig für das Single-Sampling, während 420.000
nur durch das Multi-Sampling gefunden werden. Letztere sind dadurch zu erklären, dass das
Multi-Sampling sensitiver für SNPs ist, die in mehreren Proben vorkommen, aber dort jeweils nur
schwach. Auf die Art verlieren wir aber auch die SNPs, welche nur in sehr wenigen Proben stark
vorkommen, die hingegen beim Single-Sampling identifiziert werden. Ein ähnliches Bild zeigt sich
auch für die beiden anderen Datensätze, die im Anhang .1 aufgeführt sind.

2.4.2 Stacks

Stacks liefert als Ergebnis die erzeugten Konsensussequenzen und SNPs, die sich auf diesen
befinden. Deren Anzahlen befinden sich für die drei unterschiedlichen Daten in Tabelle 2.2.

Analyse mit Stacks rechts links konkat

Anzahl von Konsensusseqs. 1.517.582 2.871.569 1.851.558

Anzahl von SNPs 435.906 1.263.573 625.553

Tabelle 2.2: Ergebnisse der Analyse mit Stacks. Die Spalte rechts enthält die Ergebnisse basierend
auf der Verwendung von nur den rechten Reads, links die Ergebnisse von nur den linken Reads
und konkat die Ergebnisse basierend auf den konkatenierten Reads.
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Da jede Konsensussequenz nur eine interne Katalog-ID als Identifikator hat, ist es nicht trivial
möglich die SNPs zu vergleichen, um einen eventuellen Überlapp zwischen den drei Verfahren
festzustellen.
Für die weitere Analyse beschränken wir uns auf die SNPs, die wir aus dem mit CD-HIT redu-
zierten Trinity-Genom mit der Bowtie2-Samtools-Pipeline unter Verwendung von Multi-
Sampling gewonnen haben. Mit diesem Verfahren erhalten wir die meisten SNPs und der Fokus
dieser liegt durch das Multi-Sampling auf jene, die in mehreren Proben vorkommen und welche
uns damit mehr interessieren. Eine Analyse der mit Stacks erzeugten SNPs und der SNPs, die auf
dem Transkriptom basieren, könnte später noch durchgeführt werden, würde aber den Umfang
dieser Arbeit überschreiten.





Kapitel 3

Überprüfung der Genotypen und Assoziati-
onsanalyse

In diesem Kapitel wird beschrieben, wie wir die zuvor erzeugten PED-Dateien mit den gefundenen
SNPs auswerten. Diese Auswertungen fallen in zwei Bereiche.
Einerseits wollen wir allgemein überprüfen, ob unsere Ergebnisse “richtig” sind, das heißt, ob sie
in gewissen Aspekten unsere Erwartungen erfüllen, die wir aufgrund von Vorwissen haben.
Andererseits möchten wir gezielt die Assoziation zwischen den SNPs und dem Phänotyp, sprich,
dem Vicin-Gehalt untersuchen, mit dem Ziel SNPs zu identifizieren, die wir als Marker zur
Erkennung des Phänotypes verwenden können.

3.1 Filterung der SNPs nach ihren Qualitätscores

In unseren Ergebnissen können auch Varianten vorkommen, die nur aufgrund von Sequenzierfeh-
lern gefunden wurden und nicht in der Realität vorkommen. Um diese zu eliminieren, haben wir
die SNPs nach ihrem Qualitätscore gefiltert. Diese Werte liegen in einem Bereich von 0 bis 999,
wobei 999 die bestmögliche Qualität anzeigt.
Wie Abbildung 3.1 zeigt liegen die Qualitätscores in einer stark bimodalen Verteilung vor. Von den
ungefähr 1, 9 Millionen SNPs haben um die 685.000 SNPs den maximalen Qualitätscore von 999,
während die anderen einen Qualitätscore niedriger als 300 haben.

25
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Abbildung 3.1: Histogramm der Qualitätscores aller SNPs

Um diese SNPs mit niedriger Qualität, unter denen sich sicherlich welche befinden, die nur
aufgrund von Sequenzierfehlern entstanden sind, zu entfernen, filtern wir alle SNPs aus der
PED-Datei, deren Qualitätscore niedriger als 999 ist.
Dies können wir ebenfalls mit PLINK erreichen mit

plink --file SNPs --qual-scores SNPs.vcf 6 3 ’#’ --qual-threshold 999

--recode --out SNPs_Filtered

wobei

• --qual-scores SNPs.vcf 6 3 ’#’: Gibt die Datei an, in der für die SNPs die Quali-
tätscores liegen. Dies ist im allgemeinen die VCF-Datei aus der die PED-Datei erzeugt wurde.
6 und 3 geben die Spalten an, in der sich Qualitätscore beziehungsweise die SNP-ID befindet
und ’#’ gibt an, dass Zeilen, die mit # beginnen, ignoriert werden sollen.

• --qual-threshold 999: Gibt die untere Schranke für den Qualitätscore an. Alle SNPs
mit einem niedrigeren Qualitätscore werden eliminiert.

Nach dieser Filterung haben wir nun nur noch 685.215 von den ursprünglichen 1.880.592 SNPs.
Im folgenden verwenden wir nur diese gefilterte PED-Datei.
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3.2 Distanzen

Wie in Kapitel 1.6.1 beschrieben wurde, besteht zwischen den Proben ein bestimmtes Verwandt-
schaftsverhältnis, sprich, sie sind unterschiedlich nah verwandt. Würde man diese Verwandschaf-
ten in einem phylogenetischen Baum darstellen, müssten zum Beispiel die Proben 4 und 9 oder
5 und 10 sehr nah verwandt sein, da sie sich eigentlich nur in dem für Vicin verantwortlichen
Bereich genetisch unterscheiden. Da nah verwandte Proben einen ähnlichen Genotyp haben, soll-
ten sich diese Verhätnisse auch in unseren SNPs wiederspiegeln. Nah verwandte Proben sollten
bei den SNPs dieselben Allele haben. Mit dem Programm treemix [46] können wir aus diesen
Informationen einen phylogenetischen Baum für die Proben erzeugen.
Dafür erstellen wir als erstes mit

plink --file SNPs --freq --family --out SNPsTree

eine Datei SNPsTree.frq.strat, die die Allelhäufigkeiten der Proben enthält. Diese Datei muss
danach mit gzip komprimiert werden, was vom folgenden Programm erfordert wird.
Dann werden mit

python plink2treemix.py SNPsTree.frq.strat.gz Treemix2SNPsTree.frq.gz

die Daten für treemix vorbereitet und anschließend mit

treemix -i Treemix2Trinity-FR-cdHitTree.frq.gz -o Trinity-FR-cdHit-stem

in Distanzen für einen Baum umgewandelt.
Diesen Baum kann man dann beispielsweise mit SplitsTree [47] darstellen wie in Abbildung
3.2 zu sehen ist.
Wie zu sehen ist, sind die Proben, welche bis auf den für den Vicin verantwortlichen Teil des Geno-
mes gleich sein sollen, so nah verwandt, dass eine genaure Trennung teilweise nicht mehr möglich
ist. Dass dies für jedes dieser Paare (Sample_4 + Sample_9, Sample_5 + Sample_10, Sample_6 +
Sample_11, Sample_7 + Sample_12) zutrifft, deutet auf die Richtigkeit unserer Ergebnisse hin.
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Abbildung 3.2: Phylogenetischer Baum der Proben, basierend auf der Ähnlichkeit ihrer SNPs als
Distanz

3.3 Genomweite Assoziationsstudie

Bei einer genomweiten Assoziationsstudie (GWAS) wird der Zusammenhang zwischen geneti-
schen Markern, wie z.B. SNPs, und einem Phänotyp untersucht. Der Phänotyp ist in unserem
Fall der Vicin-Gehalt einer Probe in Form einer binären Variable, die angibt, ob der Vicin-Gehalt
hoch oder niedrig ist. Ziel ist es, Marker zu finden, die eine möglichst eindeutige Vorhersage des
Phänotypes erlauben und damit später dann zu diesem Zweck beispielsweise in der Züchtung
verwendet werden können.
Allgemein gesagt werden bei einer Assoziationsstudie die Verhältnisse der Allelhäufigkeiten bzw.
Genotypenhäufigkeiten der SNPs zwischen den unterschiedlichen Phänotypen verglichen und
statistisch auf eine signifikante Assoziation hin getestet. Im Gegensatz zu anderen Verfahren wie
Kandidatengen-Assoziationsstudien werden keine Annahmen darüber gemacht, an welcher Stelle
des Genomes die signifikanten SNPs liegen, womit das Verfahren ohne Vorkenntnisse verwendet
werden kann [48].
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3.3.1 PLINK

PLINK bietet verschiedene Möglichkeiten, eine GWAS durchzuführen in der Hinsicht, dass es
unterschiedliche Modelle zur Darstellung der SNPs gibt. Diese sind

• Allel-Test (Standardtest)

• Genotypen-Test

• Test auf dominanten Effekt

• Test auf rezessiven Effekt

Des Weiteren gibt es noch den Cochran-Armitage Trend-Test, der verwendet werden kann, um ein
additives Modell zu untersuchen.
Wir beschränken uns auf den normalen Allel-Test, da wir mit Inzuchtlinien arbeiten, die theoretisch
keine oder nur wenige Heterozygoten enthalten, der in PLINK mit

plink --file SNPs --assoc --allow-no-sex --out SNPs_Assoc

ausgeführt werden kann. Mit diesem Befehl wird für jeden SNP ein Chi-Quadrat-Test durchgeführt.

Chi-Quadrat-Test
Der Chi-Quadrat-Test ist ein nicht-parametrischer Test, der auf Unabhängigkeit zwischen zwei
kategorische Variablen testet [49]. Dazu werden die Daten nach der ersten Variable gruppiert
und dann die Verhältnisse der zweiten Variable zwischen den Gruppen verglichen. Sind die
Gruppen unterschiedlicher als man durch Zufall erwarten kann, liegt eine Assoziation zwischen
den Variablen vor. In unserem Fall trennen wir die Daten nach dem Phänotyp in zwei Gruppen auf
und vergleichen dann die Allelhäufigkeiten zwischen den beiden Gruppen. Zur Repräsentation
der Daten kann eine Kontigenztafel verwendet werden, wie Tabelle 3.1 beispielhaft für ein SNP
zeigt.

Gruppe
Allele Wenig Vicin Viel Vicin Summe

a 1 12 13

A 5 2 7

Summe 6 14 20

Tabelle 3.1: Kontigenztafel der beobachteten Häufigkeiten für einen SNP mit den generischen
Allelen A und a

Zur Berechnung werden neben den beobachteten Häufigkeiten auch noch die erwarteten Häufig-
keiten benötigt. Diese ergeben sich unter Annahme der Unabhängigkeit aus der Multiplikation der
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Rand-Wahrscheinlichkeiten multipliziert mit der Stichprobengröße, was in Tabelle 3.2 für unser
Beispiel gezeigt wird.

Gruppe
Allele Wenig Vicin Viel Vicin Summe

a 3, 9 9, 1 13

A 2, 1 4, 9 7

Summe 6 14 20

Tabelle 3.2: Kontigenztafel der erwarteten Häufigkeiten für den SNP in Tabelle 3.1

Sind die Werte der Kontigenztafeln ähnlich, so können wir davon ausgehen, dass die Variablen
unabhängig voneinander sind und damit keine Assoziation vorliegt. Diese Ähnlichkeit, bezeichnet
als χ2, wird berechnet mit

χ2 =
∑

i,j

(Oij − Eij)
2

Eij
(3.1)

Dabei sind Oij die beobachteten Häufigkeiten und Eij die erwarteten. Auf Basis der Chi-Quadrat-
Verteilung kann dann aus χ2 ein Signifikanzwert berechnet werden.
PLINK liefert uns als Ausgabe für jedes SNP diesen Signifikanzwert (P-Wert), der angibt, wie
wahrscheinlich es ist, dass keine Assoziation mit dem Phänotyp vorliegt. Je niedriger er ist, desto
wahrscheinlicher ist es, dass eine Assoziation besteht.

Mehrfaches Testen
Bei einfachen statistischen Tests setzt man eine obere Schwelle α für den Signifikanzwert (z.B.
0.05) und begrenzt damit die Wahrscheinlichkeit von falsch positiven Ergebnissen. Im Falle von
mehrfachen Testen, wie es bei der GWAS der Fall ist, ist aber die Wahrscheinlichkeit, einen solchen
Fehler zu machen, gegeben durch

P (Falsch positive Assoziation) = 1− (1− α)n (3.2)

eine Funktion von n der Anzahl von Tests, die wir durchführen. Da wir für jeden SNP einen Test
durchführen und wir mehr als eine Million SNP haben, ist die Wahrscheinlichkeit von SNPs, den
fälschlicherweise eine signifikante Assoziation mit dem Phänotyp unterstellt wird, sehr hoch [50].
Um diese Gefahr zu verringern, gibt es verschiedene Korrekturmöglichkeiten für den Signifikanz-
wert, welche die Anzahl der Tests berücksichtigen. In PLINK kann mit dem zusätzlichen Parameter
--adjust im vorherigen Befehl eine Datei erzeugt werden, welche die Signifikanzwerte nach
mehreren Verfahren korrigiert enthält.
Wir verwenden die False Discovery Rate (FDR) nach Benjamini & Hochberg [51], wobei wir eine
obere Schwelle von 0.1 festsetzen. Damit akzeptieren wir, dass bis zu 10% unserer als signifikant
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gefundenen SNPs falsch Positive sein können. Die übliche Korrektur nach Bonferroni ist hier
nicht verwendbar, da sie zu streng filtert und nur für Daten geeignet ist, wo es kein Linkage
Disequilibrium zwischen den SNPs gibt, was hier nicht garantiert werden kann.

3.3.2 Jensen-Shannon-Divergenz

Neben der Bestimmung der signifikanten SNPs mit PLINK haben wir einen neuen Ansatz ent-
wickelt und angewendet, der auf einem Maß der Informationstheorie basiert. Dieses Maß ist die
Jensen-Shannon-Divergenz (JSD), welche bereits erfolgreich in anderen Gebieten der Bioinformatik
angewendet wurde [52–54].

Theoretischer Hintergrund

Shannon-Entropie
Eine diskrete Zufallsvariable X nimmt Werte aus einem abzählbaren Alphabet A an nach einer
Wahrscheinlichkeitsverteilung

p(x) = P (X = x) mit x ∈ A (3.3)

Für die Wahrscheinlichkeitsverteilung gilt
∑

x∈A p(x) = 1 und 0 ≤ p(x) ≤ 1 für alle x ∈ A.
Die Shannon-Entropie dieser Variable X bzw. der Wahrscheinlichkeitsverteilung p ist definiert als

H(X) = −
∑

x∈X
px log2 px (3.4)

Dabei benutzen wir die Konvention, dass 0 log2 0 = 0 gilt, was gerechtfertig ist, da x log2 x → 0

gilt, wenn x→ 0.
Für ihren Wert gilt folgende Ungleichung

0 ≤ H(X) ≤ log2 n, (3.5)

wobei n die Größe des Alphabetes angibt.
Die Shannon-Entropie ist ein Maß für die Unsicherheit über den Wert vonX . Ist sie gleich oder sehr
nahe an 0, können wir mit sehr großer Wahrscheinlichkeit den Wert vorhersagen, den X annimmt.
Wenn sie hingegen sehr groß ist, lässt sich keine Aussage über den Wert von X machen [55, Kap.
2].

Relative Entropie
Während die Shannon-Entropie nur Aussagen über eine Wahrscheinlichkeitsverteilung macht,
bezieht sich die relative Entropie auf zwei Verteilungen.
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Die relative Entropie, auch Kullback-Leibler-Divergenz genannt, ist ein Maß für die Distanz
zwischen zwei Verteilungen p und q definiert als

D(p||q) =
∑

x∈X
p(x) log2

p(x)

q(x)
(3.6)

Dabei wird p als die wahre Wahrscheinlichkeitsverteilung angesehen, die durch q approximiert
wird. Damit ist die relative Entropie ein Maß für die Genauigkeit dieser Approximation.
Es gelten die Konventionen 0 log2

0
0 = 0 sowie 0 log2

0
q = 0 und p log2

p
0 = ∞. Damit ist

D(p||q) =∞, wenn es ein x ∈ A gibt, für das gilt p(x) > 0 und q(x) = 0.
Die relative Entropie ist immer nicht-negativ und ist gleich 0 genau dann, wenn p = q gilt.
Sie ist kein wahres Distanzmaß, da sie nicht symmetrisch ist und auch nicht die Dreiecksunglei-
chung erfüllt. Auch ist es problematisch für die Verwendung als Distanzmaß, dass sie keine obere
Schranke hat [55, Kap. 2].

Jensen-Shannon-Divergenz
Die Jensen-Shannon-Divergenz (JSD) quantifiziert ebenfalls den Unterschied zwischen zwei oder
mehr Wahrscheinlichkeitsverteilungen. Ihre mathematischen und statistischen Eigenschaften und
Hintergründe wurden ausführlich in [56] analysiert und beschrieben.
Gegeben zwei Wahrscheinlichkeitsverteilungen p(1) ≡ (p

(1)
1 , p

(1)
2 , ..., p

(1)
n ) und p(2) ≡

(p
(2)
1 , p

(2)
2 , ..., p

(2)
n ) mit den üblichen Bedingungen

∑n
i=1 p

(j)
i = 1 und 0 ≤ p

(j)
i ≤ 1 für alle

i = 1, 2, ..., n und j = 1, 2 und zwei Gewichte π(1) und π(2) für die Verteilungen mit den Be-
dingungen π(1) + π(2) = 1 und 0 ≤ π(j) ≤ 1 ist die JSD zwischen den Verteilungen definiert als

JSD(p(1), p(2)) ≡ H(π(1)p(1) + π(2)p(2))− (π(1)H(p(1)) + π(2)H(p(2))) (3.7)

Dabei ist H(p(j)) wie vorher definiert die Shannon-Entropie der Verteilung p(j).
Die JSD kann ebenfalls als eine symmetrische Version der relativen Entropie betrachtet werden,
indem man sie definiert als

JSD(p(1), p(2)) =
1

2
D(p(1)||M) +

1

2
D(p(2)||M), (3.8)

wobei M = 1
2 (p

(1) + p(2)) die mittlere Verteilung ist.
Mit π(1) und π(2) kann eine Gewichtung der Verteilungen vorgenommen werden, um Unterschiede
wie z.B. die Anzahl von Daten, aus denen eine Verteilung erzeugt wurde, bei der Berechnung zu
berücksichtigen.
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Anwendung auf Genotypisierungsdaten

Für jeden SNP in unserer PED-Datei können wir zwei Wahrscheinlichkeitsverteilungen definieren,
indem wir die Proben auf Basis ihres Vicin-Gehaltes in zwei Gruppen aufteilen. Für beide Gruppen
definieren wir dann

P (X) =

∑
s∈G δsX
|G| (3.9)

als die Wahrscheinlichkeit von Allel X , wenn wir nur die Proben betrachten, die zur Gruppe G,
das heißt hoher oder niedriger Vicin-Gehalt, gehören. Dabei ist δsX das Kronecker-Delta definiert
als

δsX =




1 falls s = X

0 falls s 6= X

Die JSD kann nun als Maß für den Unterschied zwischen diesen beiden Verteilungen sein. Ein
geeigneter Marker sollte unterschiedliche Allele in Abhängigkeit vom Phänotyp haben, weswegen
wir annehmen, dass signifikante SNPs eine hohe JSD bezüglich ihrer beiden Verteilungen haben
sollten.
Um die unterschiedlichen Anzahlen von Proben, aus denen sich unsere Gruppen zusammensetzen
zu berücksichtigen, wählen wir als Gewichte π für unsere Verteilungen 6

20 für die Vicin-arme
Gruppe und 14

20 für die Vicin-reiche Gruppe.

Z-Score
Um zu bestimmen, wann ein JSD-Wert signifikant ist, wandeln wir diese Werte in Z-Scores um, die
angeben, wie weit ein bestimmter Wert vom Mittelwert entfernt liegt. Ein Z-Score von 3 gibt zum
Beispiel an, dass der ursprüngliche Wert drei Standardabweichungen größer als der Mittelwert ist.
Berechnet werden sie mit

z =
x− µ
σ

(3.10)

dabei ist x die JSD, µ der Mittelwert der JSD-Werte über alle SNPs und σ die Standardabweichung
der SNPs. Bei der Berechnung von µ und σ ignorieren wir die SNPs, die eine JSD von 0.0 haben
und vermeiden es damit, die SNPs zu berücksichtigen, welche keinen Unterschied im Genotyp
zwischen den Phänotypen aufweisen.
Wir verwenden eine untere Schwelle von 3 für die Z-Scores, um zu entscheiden, ob ein SNP
signifikant mit dem Phänotyp assoziiert ist, welche ebenfalls in [57] und [58] verwendet wurde.

3.3.3 Ergebnisse der Methoden

Eine übliche Darstellung der Ergebnisse einer GWAS ist ein Manhattan-Plot, der auf der X-Achse
die Position der SNPs in den unterschiedlichen Chromosomen und auf der Y-Achse den negativen
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Logarithmus ihrer Signifikanzwerte aufträgt. Da wir aber aufgrund des selbst erzeugten Genomes
keine Informationen über Positionen oder Chromosomen haben, verwenden wir für die X-Achse
nur einen Index für die SNPs, der nur die Reihenfolge angibt, in der die SNPs in der VCF-Datei
vorkommen. Ebenfalls ist für die Z-Scores keine Umwandlung in den negativen Logarithmus
notwendig, da bereits gilt, dass je größer der Wert ist, desto stärker ist die Assoziation.

Abbildung 3.3: Manhattan-Plot der SNPs mit ihrem mit PLINK bestimmten Signifikanzwert. Die
rote Linie markiert den unteren Schwellenwert von 0.1, der erreicht werden muss, damit ein SNP
signifikant ist.

Abbildung 3.4: Manhattan-Plot der SNPs mit ihrem auf Basis von JSD bestimmten Z-Score. Die
rote Linie markiert den unteren Schwellenwert von 3, der erreicht werden muss, damit ein SNP
signifikant ist.
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Mit PLINK finden wir 14.245 SNPs mit einer signifikanten Assoziation mit dem Phänotyp. Die
Analyse der JSD hingegen resultiert nur in 10.908 signifikante SNPs. Sowohl im Manhattan-Plot
für PLINK (siehe Abbildung 3.3) als auch für JSD (siehe Abbildung 3.4) könnte man versucht sein,
einen stärkere Schwellenwert anzulegen, da es sehr viele gibt, die nahe an der unteren Grenze sind
und die Ausreißer nach oben prozentual wenig sind. Ein hoher Signifikanzwert reicht aber nicht
als alleiniges Merkmal aus, um den SNP als geeigneten Marker zu betrachten.

3.3.4 Untersuchung der signifikanten SNPs

Um geeignete Marker zu bestimmen, untersuchen wir die signifikanten SNPs weiter in Bezug auf
ihre räumliche Assoziation mit dem für den Phänotyp verantwortlichen Gen.

Kartierung der SNPs auf das Medicago truncatula Genom

Wie in Abschnitt 1.3.2 erwähnt wurde, liegt der für den niedrigen Vicin-Gehalt verantwortliche
Locus in einer Region, die Syntänie zu dem Chromosom 2 von Medicago truncatula (M. truncatula)
aufweist. Um zu erfahren, welche gefundenen signifikanten SNPs überhaupt in diesem relevanten
Bereich liegen, können wir die SNPs mit ihren jeweiligen flankierenden Sequenzen auf das Chro-
mosom 2 von M. truncatula kartieren, da wir für dieses ein Referenzgenom vorliegen haben [59].
Für die Länge der flankierenden Sequenzen eines SNPs verwenden wir 25 Basen. Diese Flanken
ergeben mit der eigentlichen SNP-Position die Sequenz der Länge 51 bp, die wir kartieren wollen.
SNPs, welche nur kürzere Sequenzen haben, weil sie am Rande einer Konsensussequenz liegen,
werden nicht kartiert. Diese Länge wird von der dbSNP des NCBI als Mindestlänge zur eindeu-
tigen Identifizierung des SNP angesehen [60]. Zur Kartierung verwenden wir das Programm
Blasr [61] mit dem Aufruf

blasr SNP.fa Medicago_chromosome.2.fa -m 0 -minPctIdentity 90 > SNP.mapping

mit den Parametern

• SNP.fa: Eingabedatei mit den SNP-Sequenzen im FASTA-Format

• Medicago_chromosome.2.fa: FASTA-Datei mit der Sequenz des Chromosomes 2 von M.
truncatula

• -m 0: Spezifiziert das Format der Ausgabe

• -minPctIdentity 90: Schwellenwert von 90% Sequenzähnlichkeit

• SNP.mapping: Ausgabedatei

Als Alternative haben wir auch das Programm Exonerate [62] zum Kartieren verwendet. Mit
den von uns benutzten Standardeinstellungen verwendet es ein Modell zur Alignierung ohne
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Gaps. Für ein solches Modell sind sich aber Vicia faba und M. truncatula nicht ähnlich genug, was
sich auch in der im Vergleich zu Blasr niedrigen Anzahl von Kartierungen spiegelt.
Da Blasr nahezu alle SNPs kartiert, die auch von Exonerate kartiert wurden, und da die
Laufzeit wesentlich länger als bei Blasr ist, haben wir uns dazu entschieden, dieses wegzulassen
und nur Blasr zu verwenden.

In den Manhattan-Plots 3.5 und 3.6 haben wir die SNPs farbig hervorgehoben, die sowohl eine
signifikanten Assoziation aufweisen, als auch auf Chromosom 2 von M. truncatula kartiert werden
konnten. Diese sind nur ein Bruchteil aller SNPs mit 17 kartierten, signifikanten SNPs in den
PLINK-Ergebnissen und 14 SNPs in den Ergebnissen der JSD.
Dies deckt sich mit der allgemein geringen Anzahl von SNPs, die wir erfolgreich kartieren konnten.
Von den 685.215 SNPs, die wir untersuchen, haben nur 565.198 vollständige flankierende Sequen-
zen und können damit kartiert werden. Von diesen SNPs gibt es nur 642, die auf Chromosom
2 kartiert werden können. Der prozentuale Anteil von 0.1136% ist ähnlich zu dem, der bei den
signifikanten SNPs erreicht wird (PLINK: 0.1193%, JSD: 0, 1192%).
Kombinieren wir die Ergebnisse von PLINK und JSD, so haben wir insgesamt 22 SNPs, die si-
gnifikant Assoziation aufweisen und in einem für den Vicin-Gehalt relevanten Bereich liegen.

Abbildung 3.5: Manhattan-Plot der SNPs mit ihrem mit PLINK bestimmten Signifikanzwert. Die
rote Linie markiert den unteren Schwellenwert von 0.1, der erreicht werden muss, damit ein SNP
signifikant ist. Die SNPs, die grün gefärbt und rot umkreist sind, sind die signifikanten SNPs, die
auf Chromosom 2 von M. truncatula kartiert werden konnten.
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Abbildung 3.6: Manhattan-Plot der SNPs mit ihrem auf Basis von JSD bestimmten Z-Score. Die
rote Linie markiert den unteren Schwellenwert von 3, der erreicht werden muss, damit ein SNP
signifikant ist. Die SNPs, die grün gefärbt und rot umkreist sind, sind die signifikanten SNPs, die
auf Chromosom 2 von M. truncatula kartiert werden konnten.

Anwendung von BLAST auf die signifikanten SNPs

Eine weitere Möglichkeit zur Untersuchung dieser 22 Marker stellt die Verwendung von BLAST [63]
dar. Dieses ist ein Tool, welches es uns erlaubt, Sequenzen in den Datenbanken des NCBI zu suchen,
die stark ähnlich zu Eingabesequenzen sind. Indem wir unsere Marker in Form der flankierenden
Sequenzen damit untersuchen, können wir eventuelle Gene identifizieren, in denen sie liegen. Ein
solcher Treffer ist für uns aber für die Eignung des SNPs als Marker nicht notwendig.
Wir verwenden die Online-Version Nucleotide BLAST [64] mit Standardparametern und durch-
suchen die “Nucleotide collection”-Datenbank, die aus GenBank+EMBL+DDBJ+PDB+RefSeq
Sequenzen besteht.



38 KAPITEL 3. ÜBERPRÜFUNG DER GENOTYPEN UND ASSOZIATIONSANALYSE

SNP_ID Gen PLINK JSD
TRINITY_DN67030_c0_g1_i1_111 Medicago truncatula pentatricopeptide repeat-

containing protein At4g31070, mitochondrial
(LOC11428540), mRNA

+ +

TRINITY_DN67030_c0_g1_i1_157 Kein Treffer + +

TRINITY_DN110834_c0_g1_i1_236 Medicago truncatula 3-hydroxyacyl-[acyl-carrier-
protein] dehydratase FabZ (LOC11419786), mRNA

+ +

TRINITY_DN110834_c0_g1_i1_239 Medicago truncatula 3-hydroxyacyl-[acyl-carrier-
protein] dehydratase FabZ (LOC11419786), mRNA

+ +

TRINITY_DN73795_c0_g1_i1_46 Kein Treffer + +

TRINITY_DN127846_c0_g1_i1_143 Kein Treffer + +

TRINITY_DN106621_c0_g1_i1_87 Kein Treffer + +

TRINITY_DN106621_c0_g1_i1_164 Kein Treffer + +

TRINITY_DN42433_c0_g1_i1_118 Glycine max phosphoenolpyruvate carboxylase
(PEPC4), mRNA

+ +

TRINITY_DN172780_c1_g2_i2_187 Kein Treffer + -

TRINITY_DN109808_c0_g1_i1_229 Durio zibethinus monothiol glutaredoxin-S10-like
(LOC111307459), mRNA

+ -

TRINITY_DN142168_c1_g3_i1_164 Kein Treffer + -

TRINITY_DN37440_c0_g1_i1_63 Kein Treffer + -

TRINITY_DN162339_c2_g1_i1_101 Kein Treffer + -

TRINITY_DN188270_c2_g1_i4_106 Lathyrus sativus retrotransposon Ty1/copia, LTR + -

TRINITY_DN122434_c0_g1_i3_41 Medicago truncatula clone mth2-36c19, complete se-
quence

+ -

TRINITY_DN98897_c0_g1_i1_103 Kein Treffer + -

TRINITY_DN171223_c7_g1_i1_170 Medicago truncatula clone mth2-8m24, complete se-
quence

- +

TRINITY_DN112644_c0_g2_i1_83 Kein Treffer - +

TRINITY_DN150963_c2_g3_i1_85 Medicago truncatula clone mth2-18j19, complete se-
quence

- +

TRINITY_DN139935_c0_g1_i1_148 Kein Treffer - +

TRINITY_DN50517_c0_g1_i1_148 Medicago truncatula glutathione S-transferase T2
(LOC25492083), mRNA

- +

Tabelle 3.3: Ergebnisse der Analyse der kartierten, signifikanten SNPs mit BLAST. Die Spalte
SNP_ID ist die ID der SNPs, die wir verwenden, und die Spalte Gen enthält das Gen, das von
BLAST für den SNP gefunden wurde bzw. “Kein Treffer”, falls BLAST diese Sequenzen nicht in der
Datenbank gefunden hat. Die Spalten PLINK und JSD enthalten ein “+”, falls der SNP signifikant
von der jeweiligen Methode gefunden wurde und sonst ein “-”.
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Wie Tabelle 3.3 zeigt, konnten wir von den 22 Markern für 12 keine Übereinstimmungen mit
BLAST finden. Für drei weitere ist die einzige Information, dass sie im Genom von M. truncatula
liegen, was wir durch unsere Kartierung bereits festgestellt hatten. Die verbleibenden sieben
hingegen liegen in den Sequenzen bestimmter Gene. Einschränkend ist hierbei zu sagen, dass
bis auf eines sämtliche Gene nur vorhergesagt sind aufgrund von Sequenzähnlichkeiten und
nicht tatsächlich überprüft wurden. Zwei von den SNPs (TRINITY_DN188270_c2_g1_i4_106 und
TRINITY_DN109808_c0_g1_i1_229) haben eine Übereinstimmung in einer anderen Spezies als M.
truncatula. Lathyrus sativus (Saat-Platterbse) gehört zum selben Tribus Fabeae wie Vicia faba, womit
eine Übereinstimmung der Sequenz nicht erstaunlich ist. Allerdings liegt der SNP nur in einem
Retrotransposon und ist damit nicht direkt einem Gen zugeordnet. Durio zibethinus (Durianbaum)
hingegen gehört zur Ordnung der Malvenartigen und ist damit nicht nahe mit Vicia faba verwandt.
Da der Biosyntheseweg von Vicin aber noch nicht verstanden ist, können wir nicht sagen, ob diese
gefundenen Gene direkt mit dem Vicin-Gehalt zusammenhängen. Dies ist insbesondere fraglich,
da M. truncatula selber kein Vicin produziert.
Von diesen signifikanten Markern sind insbesondere TRINITY_DN110834_c0_g1_i1_236 und
TRINITY_DN110834_c0_g1_i1_239 von Interesse, da sie mit einer Position von ungefähr 1.550.000
bp im Chromosom 2 von M. truncatula direkt in der Mitte des in Abschnitt 1.3.2 beschriebenen
Bereich des QTLs liegen.

Abbildung 3.7: Plot der SNPs, die sich in der Konsensussequenz TRINITY_DN110834_c0_g1_i1
befinden, für alle 20 Proben erzeugt mit dem Integrative Genomics Viewer [65]. Die un-
terschiedlichen Farben geben an, was für einen Genotyp die jeweilige Probe für diesen SNP hat.
Dabei steht grau für homozygot Referenz, türkis für homozygot Alternativ und dunkelblau für he-
terozygot. Die beiden SNPs am rechten Rand sind die Marker TRINITY_DN110834_c0_g1_i1_236
und TRINITY_DN110834_c0_g1_i1_239.

Wie die Abbildung 3.7 zeigt, gibt es bei diesen eine klare Trennung im Genotyp zwischen Pro-
ben mit niedrigem Vicin-Gehalt und Proben mit hohem Vicin-Gehalt. Erstere sind homozygot
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bezüglich des Referenzallels, während letztere homozygot bezüglich des Alternativallels sind.
Einzige Ausnahme bildet Sample_Hiverna-2, welche ebenfalls homozygot bezüglich der Referenz
ist, obwohl sie einen hohen Vicin-Gehalt hat. Davon abgesehen eignen sich diese Marker, um eine
Vorhersage über den Vicin-Gehalt zu treffen. Der IGV-Plot zeigt einen weiteren SNP, der die selben
Genotypen aufweist wie unsere beiden Marker. Wir ziehen diesen aber nicht in Betracht, weil wir
ihn nicht auf Chromosom 2 von M. truncatula kartieren konnten.

3.3.5 Vergleich zwischen PLINK und JSD

Interessant ist zu untersuchen, wie sich die Ergebnisse zwischen PLINK und JSD unterscheiden.

Abbildung 3.8: Venn-Diagramm der signifikanten SNPs bestimmt mit PLINK bzw. JSD

Abbildung 3.9: Venn-Diagramm der signifikanten SNPs, die nach Chromosom 2 von M. truncatula
kartiert werden konnten, bestimmt mit PLINK bzw. JSD

Die Anzahl der gefundenen SNPs unterscheidet sich mit 14.245 (PLINK) und 10.908 (JSD) etwas,
aber nicht so sehr, dass man gezielt eines der Verfahren verwerfen könnte. Wie Abbildung 3.8
zeigt, gibt es sehr viele SNPs, die nur von jeweils einer Methode als signifikant gefunden werden.
Der gemeinsame Anteil beträgt nur 43.67% der PLINK-Ergebnisse und 57.04% der JSD-Ergebnisse.
Ein ähnliches Verhältnis zeigt sich auch, wenn wir nur die signifikanten SNPs betrachten, die auf
Chromosom 2 von M. truncatula kartiert werden konnten, wie Abbildung 3.9 zeigt.
Ein solches Verhältnis zeigt sich auch in der Korrelation nach Spearman zwischen den P- und
JSD-Werten, die 0.61927 beträgt. Das Verhältnis zwischen P- und JSD-Werten wird in Abbildung
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3.10 gezeigt. Die P-Werte wurden mit dem negativen Logarithmus konvertiert, sodass für beide
Werte gilt, dass ein hoher Wert einer starken Assoziation entspricht.

Abbildung 3.10: Scatter-Plot der P-Werte der SNPs nach Anwendung des negativen Logarithmus
zur Basis 10 gegen die korrespondierenden JSD-Werte

Die Abbildungen 3.11, 3.12, 3.13 und 3.14 zeigen, wo sich die kartierten SNPs, die nur von dem
jeweiligen Verfahren als signifikant gefunden wurden bzw. die von beiden Verfahren als signifikant
gefunden wurden, im Manhattan-Plot der beiden Verfahren befinden. Wie man sehen kann, sind
die SNPs mit sehr hohen Werten diejenigen, welche von beiden Verfahren als signifikant gefunden
wurden. Die SNPs hingegen, welche nur von dem jeweiligen Verfahren als signifikant betrachtet
werden, haben niedrigere Signifikanzwerte und liegen nahe am Signifikanz-Schwellenwert.

Abbildung 3.11: Manhattan-Plot der SNPs mit ihrem mit PLINK bestimmten Signifikanzwert.
Die rote Linie markiert den unteren Schwellenwert von 0.1, der erreicht werden muss, damit
ein SNP signifikant ist. Die SNPs, die grün gefärbt und rot umkreist sind, sind die kartierten
PLINK-Signifikanten.
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Abbildung 3.12: Manhattan-Plot der SNPs mit ihrem mit PLINK bestimmten Signifikanzwert. Die
rote Linie markiert den unteren Schwellenwert von 0.1, der erreicht werden muss, damit ein SNP
signifikant ist. Die SNPs, die grün gefärbt und rot umkreist sind, sind die kartierten SNPs, die von
beiden Verfahren als signifikant betrachtet werden.

Abbildung 3.13: Manhattan-Plot der SNPs mit ihrem auf Basis von JSD bestimmten Z-Score.
Die rote Linie markiert den unteren Schwellenwert von 3, der erreicht werden muss, damit ein
SNP signifikant ist. Die SNPs, die grün gefärbt und rot umkreist sind, sind die kartierten JSD-
Signifikanten.
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Abbildung 3.14: Manhattan-Plot der SNPs mit ihrem auf Basis von JSD bestimmten Z-Score. Die
rote Linie markiert den unteren Schwellenwert von 3, der erreicht werden muss, damit ein SNP
signifikant ist. Die SNPs, die grün gefärbt und rot umkreist sind, sind die kartierten SNPs, die von
beiden Verfahren als signifikant betrachtet werden.

Um zu verstehen, wieso unterschiedliche SNPs als signifikant von den beiden Methoden gefunden
werden, betrachten wir im Detail die Berechnung für zwei SNPs, die nur von jeweils einem
Verfahren als signifikant gefunden wurden sind. Wir wählen den SNP aus, der bei dem jeweiligen
Verfahren den höchsten Signifikanzwert erreicht hat, aber nicht von dem anderen Verfahren als
signifikant betrachtet wird, ungeachtet, ob er kartiert werden konnte.

Untersuchung von SNPs TRINITY_DN168610_c1_g1_i2_92 und
TRINITY_DN171987_c3_g5_i1_5

Der SNP TRINITY_DN168610_c1_g1_i2_92 hat einen Z-Score von 8.132 und ist damit sehr signifi-
kant. Mit PLINK hingegen erhalten wir nur eine FDR von 0.2079 (unkorrigierter P-Wert = 0.01057),
was doch weiter von dem Schwellenwert von 0.1 entfernt ist. Hierbei ist aber zu berücksichtigen,
dass im Falle eines einzelnen Testes ein Signifikanzwert unterhalb von 0.05 ausreichen würde, um
den SNP als signifikant assoziert mit dem Phänotyp zu betrachten.
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Gruppe
Allele Wenig Vicin Viel Vicin Summe

G 10 11 21

A 2 17 19

Summe 12 28 40

Tabelle 3.4: Kontigenztafel der beobachteten Häufigkeiten für SNP TRINI-
TY_DN168610_c1_g1_i2_92

Die Tabelle 3.4 zeigt die Allelhäufigkeiten des SNP. Die Vicin-armen Proben haben, bis auf eine,
die den Genotyp “AA” hat, alle “GG”. Die Vicin-reichen Proben hingegen haben den Genotyp
“AA” oder “AG”. Somit ist bis auf eine Probe eine Unterscheidung des Phänotypes mit dem SNP
perfekt möglich. Damit ist er ein SNP, den wir als signifikant finden möchten.
Die Ursache, wieso wir diesen SNP nicht mit beiden Verfahren als signifikant finden, dürfte neben
der Korrektur aufgrund des mehrfachen Testens daran liegen, dass der von uns verwendete
Chi-Quadrat-Test in PLINK auf den Allelhäufigkeiten basiert und nicht wie die JSD auf den
Häufigkeiten der verschiedenen Genotypen. Wenn man nur die Allelhäufigkeiten betrachtet, so
gibt es, was Guanin angeht, keinen wirklichen Unterschied zwischen den Phänotypen, wodurch
der χ2-Wert für diesen SNP niedriger ist, als wenn man ihn auf die Genotypen anwendet.
Der zweite SNP TRINITY_DN171987_c3_g5_i1_5 wurde nur von PLINK signifikant mit einem
Wert von 0.031 gefunden. Mit JSD resultiert es nur in einem Z-Score von 2.857, der damit doch
schon nahe an der Schwelle ist.

Gruppe
Allele Wenig Vicin Viel Vicin Summe

T 6 28 34

C 6 0 6

Summe 12 28 40

Tabelle 3.5: Kontigenztafel der beobachteten Häufigkeiten für SNP TRINITY_DN171987_c3_g5_i1_5

Dieser SNP hat nur homozygote Genotypen. Die Vicin-reichen Proben haben alle den Genotyp
“TT”, während drei von den sechs Vicin-armen Proben “CC” haben und der Rest ebenfalls “TT”.
Damit kann nur der Hälfte der Fälle ein niedriger Vicin-Gehalt korrekt vorhergesagt werden, was
eher für einen ungeeigneten Marker spricht.



Kapitel 4

Zusammenfassung

Ziel dieser Arbeit war es, auf Basis von Genotyping-By-Sequencing Daten von Vicia faba Pflanzen,
SNPs für diese Pflanze zu identifizieren und unter diesen SNPs die zu bestimmen, welche sich als
Marker für einen niedrigen Vicin-Gehalt eignen.
Wir haben verschiedene Verfahren durchgeführt und dann für die Ergebnisse der besten Methode
eine genomweite Assoziationsstudie (GWAS) durchgeführt, um die Assoziation zwischen Genotyp
und Phänotyp zu untersuchen und geeignete Marker zu identifizieren.
Um die größtmögliche Anzahl von SNPs für die weitere Analyse zu erhalten, verwenden die
Ergebnisse der Methode, welche die meisten SNPs als Ergebnis hat. Hierbei ist das Multi-Sampling
mit Bowtie2 und Samtools des mit CD-HIT reduziertem Trinity-Genom deutlich besser als die
anderen Verfahren. Dies zeigt sich auch an der hohen Abdeckung, die Bowtie2 beim Kartieren der
Reads auf das partielle Trinity-Genom erreicht und die mit ungefähr 74% wesentlich höher ist als
die mit dem Transkriptom erreichte 10%. Stacks ist in dieser Hinsicht eine Blackbox und liefert
diese Informationen nicht. Auf diese Art haben wir ungefähr 1.9 Millionen SNPs gewonnen, von
denen nach Qualitätsfilterung noch ungefähr 685.000 SNPs für die weitere Analyse überbleiben.
Neben der klassischen GWAS mit PLINK haben wir dann auch ein eigenes Verfahren auf Basis der
Informationstheorie entwickelt und angewendet. Nach der Bestimmung der signifikanten SNPs
haben wir diese auf das Chromosom 2 von Medicago truncatula kartiert, um so jene zu bestimmen,
welche in einem relevanten Bereich des Genomes liegen und damit als Marker geeignet sind. Unser
Verfahren liefert mit 14 SNPs vergleichbare Resultate wie PLINK (17 SNPs). Insbesondere sind
die SNPs mit einem hohen Signifikanzwert bei beiden Verfahren gleich, während sich nur die
SNPs unterscheiden, die eine niedrigere Signifikanz aufweisen. Daher können beide Verfahren
komplementär verwendet werden.
Insgesamt haben wir 22 SNP erhalten, die als Marker eine starke Assoziation mit dem Phänotyp
aufweisen und die auch in der Region des dafür verantwortlichen Genes lokalisiert sind. Der
nächste Schritt ist es nun, anhand neuer Pflanzenproben die Vorhersagegenauigkeit dieser Mar-
ker zu überprüfen. Falls sie geeignet sind, können sie dann im Rahmen des Projektes Abo-Vici
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verwendet werden, um neue Vicin-arme Sorten zu züchten. Des Weiteren können sie auch zur
Feinkartierung des für den niedrigen Vicin-Gehalt verantwortlichen Genes verwendet werden und
somit gegebenenfalls zum Verständnis der verantwortlichen biochemischen Prozesse beitragen.



Literaturverzeichnis

[1] Torres A, Avila C, Gutierrez N, Palomino C, Moreno M T, Cubero J I. Marker-assisted selection
in faba bean (Vicia faba L.). Field Crops Research, 115:243–252, 2000.

[2] Link W. Autofertility and rate of cross-fertilization: crucial characters for breeding synthetic
varieties in faba beans (Vicia faba L.). Theoretical and Applied Genetics, 79:713–717, 1990.

[3] Jeroch H, Lipiec A, Abel H, Zentek J, Grela E R, Bellof G. Körnerleguminosen als Futter- und
Nahrungsmittel. Frankfurt: DLG-Verlag, 2016.

[4] Link W. Züchtungsforschung bei der Ackerbohne: Fakten und Potentiale. Journal für Kultur-
pflanzen, 61:341–347, 2009.

[5] O’Sullivan D M, Angra D. Advances in faba bean genetics and genomics. Frontiers in Genetics,
7, 2016.

[6] Köpke U, Nemecek T. Ecological services of faba bean. Field Crops Research, 115:217–233, 2010.

[7] Cernay C, Ben Ari T, Pelzer E, Meynard J, Makowski D. Estimating variability in grain legume
yields across Europe and the Americas. Scientific Reports, 5:11–171, 2015.

[8] Römer A. Untersuchungen zu Inhaltsstoffen und zum Futterwert von Ackerbohnen (Vicia faba L.). 1.
Auflage Göttingen: Cuvillier, 1998.
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.1 Single-Sampling und Multi-Sampling

Abbildung 1: Venn-Diagramm der SNPs gefunden mit dem von Trinity erzeugtem Genom mit
Single- bzw. Multi-Sampling

Abbildung 2: Venn-Diagramm der SNPs gefunden mit dem Transkriptom mit Single- bzw. Multi-
Sampling
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